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Biost 517: Applied Biostatistics I

Emerson, Fall 2009
Homework #3
October 14, 2009
Written problems: To be handed in at the beginning of class on Wednesday, October 21, 2009. 
On this (as all homeworks) unedited Stata output is TOTALLY unacceptable. Instead, prepare a table of statistics gleaned from the Stata output. The table should be appropriate for inclusion in a scientific report, with all statistics rounded to a reasonable number of significant digits. (I am interested in how statistics are used to answer the scientific question.)

This homework assignment deals with a data set containing laboratory data from a clinical trial of methotrexate (MTX) in primary biliary cirrhosis (PBC). The data and documentation can be found on the class web pages. The file mtxlabs.txt can be downloaded and read into Stata using the command (typed all on one line)

infile case ptid str16 rdate tx week ondrug bili alb ptinr fvc fvcpred dlco dlcopred using  mtxlabs.txt

Note the definition of variable rdate as a “string” variable. We need to do this because the randomization date is in the mm/dd/yyyy format. It is easier to do arithmetic with dates if they are in “Julian” dates, which are defined as the number of days from some reference (each computer program tends to use its own reference date). Stata has a facility to change string representation of dates to Julian dates. For instance, the following code will generate a new variable rndmzdt by converting the string variable rdate to a Julian date (which is, of course, just an integer):

· g rndmzdt = date(rdate,"MDY")
(Note that Stata v10 and 11 do require upper case for “MDY”, Stata v9 wanted lower case—go figure.) Because a Julian date is not very interpretable at first reading by a human, it is probably wise to keep the string variable around, as well.

Questions for Biost 514 and Biost 517:

1. Generate appropriate descriptive statistics on all relevant variables for all measurements in the dataset according to treatment assignment.

a. For each laboratory test, how would you answer the question regarding whether measurements made on patients in the placebo group tend to be worse than those made on patients made on patients in the methotrexate group? 

b. Suppose you were instead interested in answering the question of whether after treatment patients in the placebo group tend to have worse liver disease than patients in the methotrexate group? Discuss the difficulties in answering such a question with these data and the descriptive statistics you produced above. (You do not have to answer this question yet, just identify the issues. Note the very careful wording I choose when I talk about “measurements made on patients” in part a versus just referring to “patients” in part b.)
2. In problem #1, you generated descriptive statistics using all measurements in the dataset. However, multiple measurements were made on each subject. This problem guides you through the process of using Stata to determine how many repeat measurements are made on each individual.

The data file contains repeated measurements on each individual. When our interest is on how patients fare, we often combine such repeated measurements into a single summary. For instance, we might consider taking the average of the measurements, the maximum or minimum of the measurements, or only the last measurement. Stata provides a command “egen” that will allow us to easily abstract such summaries by patient.

For instance, suppose we want the mean bilirubin for each patient. We can obtain a variable mnbili that will contain that by:

· egen mnbili = mean(bili), by(ptid)
Each row will now have a value for variable mnbili that is equal to the mean of all the bilirubin values for that patient. If you wanted to have instead the mean of bilirubin measurements made after randomization (so after week 1) you could use:

· egen mnbili = mean(bili) if week > 1, by(ptid)
After this command, you would have a variable that had missing values for any rows corresponding to week 1, and for all other rows, the value for variable mnbili would be equal to the mean of all bilirubin values made after week 1 for that patient.

In this and the following problems you will need to use “egen” repeatedly in order to be able to perform analyses on a per patient rather than per measurement basis.

a. Use “egen” to generate a variable nbili counting the number of non-missing bilirubin measurements made for each individual, and provide suitable descriptive statistics for this variable using all cases in the datafile. The following Stata code will generate the variable:
egen nbili= count(bili) if bili!=., by(ptid)

How many measurements in the datafile correspond to a patient having a maximum of 6 nonmissing bilirubin measurements? How many patients does this represent? You might consider either or both of the following Stata commands:

table nbili

list ptid bili nbili if nbili==6
b. As can be seen in part a, doing descriptive statistics on the summarized variable is still complicated due to the number of repeated measurements on each individual. If we want to find out the distribution of nbili across patients (rather than rows in the file), we will need to restrict our analysis to one row for each patient. In this clinical trial, you might think that every subject should have had a week 1 measurement. We can check that by considering the minimum value of week for each individual. Generate a variable minweek containing the earliest week for which a subject has a row in the data set, and provide summary statistics to show that each subject has a week 1 measurement. The following Stata code can be used to generate minweek:
egen minweek=min(week), by(ptid)
c. Now, since we know that every individual has a row corresponding to week 1, when we desire statistics on each patient, we could obtain summary statistics just for rows corresponding to week==1. Describe the distribution of the number of measurements made on each subject. Provide descriptive statistics that allow us to compare the number of measurements per patient by treatment group. What might be the scientific importance of any differences between treatment groups? What might be the statistical ramifications of any differences? Are there differences that concern you?

d. (There is nothing to answer in this part, it is purely informational.) An alternative approach to find a unique row for each patient is to use the “tag” function in “egen”, which will tag a unique row for each ptid. The following Stata code can be used to generate variable tag, and then obtain descriptive statistics for nbili on a per patient basis:

egen tag=tag(ptid)
tabstats nbili if tag, stat(n mean … max)
3. Generate a variable mbili reflecting the average of all bilirubin measurements made for each individual (both before and after randomization). 
a. Provide summary statistics for both bili and mbili for the two treatment groups using all available data in the data set. What scientific question could be addressed using these descriptive statistics?
b. Provide summary statistics for mbili for the two treatment groups when each patient is represented only once. What scientific question could be addressed using these descriptive statistics?
4. In problem 3, you took the mean of all bilirubin measurements for an individual—both before and after randomization. The following code will create a variable mtrtbili which will be the mean of bilirubin measurements made post randomization. (Note the need to ensure that the first row for each patient, or the “tagged” case if you use that approach, will not have a missing value for mtrtbili.):

egen grbg=mean(bili) if week>1, by(ptid)

egen mtrtbili=mean(grbg), by(ptid)

a. Provide descriptive statistics which compare the treatment groups with respect to the patient specific mean bilirubin post randomization. Based on these statistics, do you worry about any outliers in the data? Explain.
b. Provide descriptive statistics which compare the treatment groups with respect to the difference between the patient specific mean bilirubin post randomization and the patient’s bilirubin at randomization (week 1). (Note that for the case representing week 1, the difference mtrtbili – bili is the value we are interested in.)

c. Create a new variable mdrgbili representing the mean bilirubin for each patient while taking study drug (methotrexate or placebo), and repeat parts (a) and (b) for this measure of treatment outcome.
d. Which of these analyses are scientifically useful in assessing the effect of methotrexate on bilirubin levels? Why? What are their relative advantages and disadvantages?

5. Now suppose we consider a treatment outcome based on the maximum bilirubin for each patient, instead of the mean. The following code will create a variable mxtrtbili which will be the maximum of bilirubin measurements made post randomization. (Note the need to ensure that the first row for each patient, or the “tagged” case if you use that approach, will not have a missing value for mxtrtbili.):

egen grbg=max(bili) if week>1, by(ptid)

egen mxtrtbili=mean(grbg), by(ptid)

a. Provide descriptive statistics which compare the treatment groups with respect to the patient specific maximum bilirubin post randomization. Based on these statistics, do you worry about any outliers in the data? Explain.

b. Provide descriptive statistics which compare the treatment groups with respect to the difference between the patient specific maximum bilirubin post randomization and the patient’s bilirubin at randomization (week 1). (Note that for the case representing week 1, the difference mxtrtbili – bili is the value we are interested in.)

c. Create a new variable mxdrgbili representing the maximum bilirubin for each patient while taking study drug (methotrexate or placebo), and repeat parts (a) and (b) for this measure of treatment outcome.

d. Which of these analyses are scientifically useful in assessing the effect of methotrexate on bilirubin levels? Why? What are their relative advantages and disadvantages?

e. What additional problem might be posed by using the maximum rather than the mean as was used in problem 3?

Questions for Biost 514 only:

6. In the above questions I (hopefully) seem preoccupied with the multiple measurements made on each individual. The question is whether this perseveration is just pre-senile dementia or whether it is justified.

a. Show that if my true interest is differences among patients, the sample mean computed using all observations without regard to patient can be either a biased or unbiased estimate of the mean of the patient specific values. (Hint: Consider the setting in which my sampling is “balanced” (equal numbers of measurements on each subject) versus the setting in which my sampling is “unbalanced” (some subjects might have more measurements than others).)
b. Show that if my true interest is differences among patients, the sample variance computed using all observations without regard to patient can be either a biased or unbiased estimate of the variance of the patient specific values. (Hint: Again, consider the balanced and unbalanced settings.)
c. Show that if you obtain an unbiased estimate of the population variance, your estimate of the population standard deviation is biased. (Note that this result is unrelated to whether or not you have repeated measurements on the subjects.)
d. Later in the course, we will be interested in making statistical inference about the population means. Central to much of that inference will be the standard error of the mean, which for sample means computed from independent data is the standard deviation divided by the sample size. Explain how multiple measurements made on the same subject might complicate the computation of the standard error of the mean even when the repeated sampling of patients is balanced.
7. We often compute a normalized Z score even when the data might not be normally distributed. In such an instance we are measuring a variable in units of standard deviations. This is still useful due to Chebyshev’s inequality: For random variable X having mean μ and variance σ2 > 0, and arbritrary k ≥ 1,
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The question then arises as to how conservative the bound provided by Chebyshev’s inequality is.
a. Show that Chebyshev’s inequality can be extremely conservative for k > 1 by finding a nondegenerate distribution (i.e., with a positive variance) that has 100% of its data within 1 standard deviation of the mean.
b. Show that Chebyshev’s inequality is not always conservative, because there is a distribution that meets the bound exactly. That is, under what conditions will exactly 100/k2% of the data lie at least k standard deviations away from its mean for a specified value of k?
_1316835852.unknown

