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Biost 514 / Biost 517: Applied Biostatistics I

Emerson, Fall 2010
Homework #4
October 21, 2010
Written problems: To be handed in at the beginning of class on Wednesday, October 27, 2010. 
On this (as all homeworks) unedited Stata output is TOTALLY unacceptable. Instead, prepare a table of statistics gleaned from the Stata output. The table should be appropriate for inclusion in a scientific report, with all statistics rounded to a reasonable number of significant digits. (I am interested in how statistics are used to answer the scientific question.)

Problems 1 - 3 make use of the MRI data (mri.txt). 
In the first three problems, you are asked to produce scatter plots with superimposed lowess smooths and/or least squares lines. The following command (which should all be typed into the Commands window prior to hitting ENTER) would produce a scatter plot of height by age. On this graph, males and females would be displayed in different colors, and the lowess and least squares estimated lines for each sex would be displayed as solid and dashed lines, respectively, in the same color. I also include the lowess and least squares lines for the entire sample in black:

twoway (scatter height age if male==1, jitter(1) col(blue))

       (lowess height age if male==1, col(blue))
       (lfit height age if male==1, col(blue) lp(dash))

       (scatter height age if male==0, jitter(1) col(pink))

       (lowess height age if male==0, col(pink))

       (lfit height age if male==0, col(pink) lp(dash))

       (lowess height age, col(black))

       (lfit height age, col(black) lp(dash)),


legend(label(1 Males) label(2 Males lowess) label(3 Males LS fit) 

          label(4 Females) label(5 Females lowess) label(6 Females LS fit)

          label(7 All lowess) label(8 All LS fit)) 
(The above graph is perhaps a bit busy, but I just gave all the commands so you could see what the commands do.)
You are also asked to find correlations, both in the entire sample and within strata. This can be effected through the use of the command correlate with and without the bysort prefix. For instance, the correlation between height and age could be obtained for the entire sample and within sex strata by:
cor height age
bysort male: cor height age
In solving Problems 1 – 3, you should be considering the ways that correlation is influenced by the slope of a linear trend between two variables, the variance of the “predictor”, and the within group variance of the “response” (where we are speaking of the variance of the “response” within groups which have identical values of the “predictor”). While it is sufficient for my purposes that you might consider these issues descriptively from the scatterplots, I note that we can also use Stata to give us numeric estimates of these quantities. For instance, if we were interested in the correlation between height and are, I might choose to regard height as the “response” and age as the “predictor” to examine:

· The correlation between height and age using commands as given above.

· The variance of height using tabstat age, stat(sd) to obtain the standard deviation (which is just the square root of the variance).

· The slope and within group variance of response using the linear regression command: regress height age, which would generate output looking like

. regress height age

      Source |       SS       df       MS              Number of obs =     735

-------------+------------------------------           F(  1,   733) =    8.93

       Model |  832.567415     1  832.567415           Prob > F      =  0.0029

    Residual |  68373.0775   733   93.278414           R-squared     =  0.0120

-------------+------------------------------           Adj R-squared =  0.0107

       Total |  69205.6449   734  94.2856198           Root MSE      =  9.6581
------------------------------------------------------------------------------

      height |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

         age |  -.1953694   .0653939    -2.99   0.003    -.3237511   -.0669877

       _cons |   180.3453   4.889158    36.89   0.000     170.7469    189.9437

------------------------------------------------------------------------------
From this voluminous output, we would (at this time) be interested in only two numbers. The least squares estimate of the slope is the number in the row labeled “age” (since that was the name of the variable we used as “predictor” or X variable) and column labeled “Coef.” in the bottom table. The slope estimate is that height averages 0.195 inches less for every year difference in age (with older people tending to be shorter). The estimated standard deviation in each group having the same age is labeled “Root MSE”, and in the above table is estimated as 9.66 inches. (I note that this estimates the standard deviation averaged across all ages.) We could then find Var (Y | X) as the square of the “Root MSE”.
In order to get estimated slopes and within group SD for a stratified analysis, you can again use the bysort prefix. For instance, estimates within sex strata could be obtained by:

bysort male: regress height age
Questions for Biost 514 and Biost 517:

1. Produce a scatterplot of the height (on the Y axis) versus age (on the X axis). Use a different symbol or color for each sex, and display stratified lowess smooths on the plot. (You could also display least squares fits to be able to assess the slope of the best fitting linear trend.
a. What is the correlation between the height and age?

b. What is the correlation between height and age for each sex separately?

c. How do you explain any difference you observe in the answers to parts a and b? In particular, why might you expect the correlation to be higher or lower in the combined sample than it was in each stratum defined by sex? Consider the statistical behavior of correlation as it relates to the slope of linear trend, the variance of the “predictor”, and the within group variance of response in groups homogeneous with respect to the “predictor”. Also consider the scientific issues that might lead to that statistical behavior.
2. Produce a scatterplot of the weight (on the Y axis) versus the height (on the X axis). Use a different symbol or color according to sex, and display stratified lowess smooths on the plot. (You could also display least squares fits to be able to assess the slope of the best fitting linear trend.
a. What is the correlation between weight and height?

b. What is the correlation between weight and height for each sex separately?

c. How do you explain any difference you observe in the answers to parts a and b? In particular, why might you expect the correlation to be higher or lower in the combined sample than it was in each stratum defined by sex? Consider the statistical behavior of correlation as it relates to the slope of linear trend, the variance of the “predictor”, and the within group variance of response in groups homogeneous with respect to the “predictor”. Also consider the scientific issues that might lead to that statistical behavior.

3. Produce a scatterplot of the FEV (on the Y axis) versus the serum creatinine (on the X axis). Use a different symbol or color according to sex, and display stratified lowess smooths on the plot. (You could also display least squares fits to be able to assess the slope of the best fitting linear trend.
a. What is the correlation between FEV and serum creatinine?

b. What is the correlation between FEV and serum creatinine for each sex separately?

c. How do you explain any difference you observe in the answers to parts a and b? In particular, why might you expect the correlation to be higher or lower in the combined sample than it was in each stratum defined by sex? Consider the statistical behavior of correlation as it relates to the slope of linear trend, the variance of the “predictor”, and the within group variance of response in groups homogeneous with respect to the “predictor”. Also consider the scientific issues that might lead to that statistical behavior.
The following problems make use of a dataset from a clinical trial of D-penicillamine in primary biliary cirrhosis (PBC) conducted at the Mayo clinic. The documentation file liver.doc and the data file liver.txt can be found on the class web pages. 

Recall that when analyzing censored data in problem 4, descriptive statistics are obtained in Stata using its facility for Kaplan-Meier estimation:

· You will need to declare the variables representing the possibly censored times to relapse: stset obstime status
· To obtain a graph of survival curves, you can then just use sts graph. (If you want stratified curves by, say, sex, you use the by( ) option: sts graph, by(sex).)
· To obtain numeric output of the estimated survivor function you use sts list with or without the by( ) option. If you only want the survivor function at specific times, you can use the at( ) option, as well. For instance, the 6 month and 12 month survival probabilities would be obtained by sts list, at(182 365). (Recall the observation time is measured in days. Prior to declaring the survival variables with stset, you might want to change the unit to months by replace obstime=obstime / 30.4.)
We are interested in estimating the probability distribution of patient survival following accrual to the study.
d. Provide suitable descriptive statistics for the distribution of times to death for patients in the dataset.

Produce a plot of survival curves by the groups defined by the indicator of edema, adjusted for prior treatment. Produce a table of estimates of the 75th, 50th, and 25th percentiles of the survival distribution by the three edema strata. Also include in that table the estimated probabilities of surviving for 12, 24, 36, and 48 months for each stratum. Are the estimates  suggestive that edema is associated with survival? Give descriptive statistics supporting your answer.

e. Suppose we are interested in whether edema provides information about time to death independent of ascites. How would you assess whether your answer to part b was merely reflective of confounding by ascites? Perform such an analysis and provide descriptive statistics addressing the possibility of an association between time to death and edema that is independent of the presence of ascites.
Questions for Biost 514 only:

1. We often compute a normalized Z score even when the data might not be normally distributed. In such an instance we are measuring a variable in units of standard deviations. This is still useful due to Chebyshev’s inequality: For random variable X having mean μ and variance σ2 > 0, and arbritrary k ≥ 1,
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The question then arises as to how conservative the bound provided by Chebyshev’s inequality is.
a. Show that Chebyshev’s inequality can be extremely conservative for k > 1 by finding a nondegenerate distribution (i.e., with a positive variance) that has 100% of its data within 1 standard deviation of the mean.
b. Show that Chebyshev’s inequality is not always conservative, because there is a distribution that meets the bound exactly. That is, under what conditions will exactly 100/k2% of the data lie at least k standard deviations away from its mean for a specified value of k?
2. An alternative approach to standardization of the data that has been proposed to detect “outliers” is to use the median instead of the mean and to use the median absolute deviation instead of the standard deviation (where the mad is defined as the median of the absolute values of the deviation of the observations from their median:
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a. Show that there is no distribution free result comparable to Chebyshev’s inequality for the Wi. That is, show that there exist distributions with finite variance such that
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for some (relatively large) c independent of the value of k. 
b. Show that similarly bad behavior is exhibited for the most popular criterion used for outliers in boxplots, which is standardization of points relative to the 25th percentile (for points below the 25th percentile) or the 75th percentile (for points above the 75th percentile) divided by the interquartile range.
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