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Emerson, Winter 2014
Homework #2
January 13, 2014
Written problems: To be submitted as a MS-Word compatible file to the class Catalyst dropbox by 9:30 am on Tuesday, January 21, 2014. See the instructions for peer grading of the homework that are posted on the web pages. 
On this (as all homeworks) Stata / R code and unedited Stata / R  output is TOTALLY unacceptable. Instead, prepare a table of statistics gleaned from the Stata output. The table should be appropriate for inclusion in a scientific report, with all statistics rounded to a reasonable number of significant digits. (I am interested in how statistics are used to answer the scientific question.)

Unless explicitly told otherwise in the statement of the problem, in all problems requesting “statistical analyses” (either descriptive or inferential), you should present both
· Methods: A brief sentence or paragraph describing the statistical methods you used. This should be using wording suitable for a scientific journal, though it might be a little more detailed. A reader should be able to reproduce your analysis. DO NOT PROVIDE Stata OR R CODE.
· Inference: A paragraph providing full statistical inference in answer to the question. Please see the supplementary document relating to “Reporting Associations” for details.
This homework builds on the analyses performed in homework #1, As such, all questions relate to associations among death from any cause, serum low density lipoprotein (LDL) levels, age, and sex in a population of generally healthy elderly subjects in four U.S. communities. This homework uses the subset of information that was collected to examine MRI changes in the brain. The data can be found on the class web page (follow the link to Datasets) in the file labeled mri.txt. Documentation is in the file mri.pdf. See homework #1 for additional information. 
1. Perform statistical analyses evaluating an association between serum LDL and 5 year all-cause mortality by comparing mean LDL values across groups defined by vital status at 5 years using a t test that presumes equal variances across groups. Depending upon the software you use, you may also need to generate descriptive statistics for the distribution of LDL within each group defined by 5 year mortality status. As this problem is directed toward illustrating correspondences between the t test and linear regression, you do not need to provide full statistical inference for this problem. Instead, just answer the following questions.
a. What are the sample size, sample mean and sample standard deviation of LDL values among subjects who survived at least 5 years? What are the sample size, sample mean and sample standard deviation of LDL values among subjects who died within 5 years? Are the sample means similar in magnitude? Are the sample standard deviations similar?

Methods: Time to death was dichotomized as within 5 years of enrollment or after 5 years.  Sample means and standard deviations for LDL were calculated for each survival group.
Results:  There were 606 participants who survived at least 5 years and had LDL values available.  The mean LDL among these participants was 127.2 mg/dL and the standard deviation was 32.9 mg/dL.  There were 119 participants who died within 5 years with LDL values available.  The mean LDL among these participants was 118.7 mg/dL and the standard deviation was 36.2 mg/dL.  The mean LDL among participants who survived at least 5 years was 8.5 mg/dL greater than the mean among participants who died within 5 years (not similar in magnitude).  The standard deviation of LDL was similar in magnitude among participants who died within 5 years and participants who survived at least 5 years. 
b. What are the point estimate, the estimated standard error of that point estimate, and the 95% confidence interval for the true mean LDL in a population of similar subjects who would survive at least 5 years? What are the corresponding estimates and CI for the true mean LDL in a population of similar subjects who would die within 5 years? Are the point estimates similar in magnitude? Are the standard errors similar in magnitude? Explain any differences in your answer about the estimates and estimated SEs compared to your answer about the sample means and sample standard deviations.

Methods: Time to death was dichotomized as within 5 years of enrollment or after 5 years.  Point estimates, standard errors, and Wald 95% confidence intervals for population LDL were calculated for each survival group.

Results: The true mean LDL was 127.2 mg/dL with standard error 1.3 mg/dL and 95% CI between 124.6 and 129.8 mg/dL in a population of similar subjects who survive at least 5 years.  The true mean in a population of similar subjects who die within 5 years was 118.7 mg/dL with standard error 3.3 mg/dL and 95% CI between 112.1 and 125.3 mg/dL.  The true mean LDL in a population who survive at least 5 years was 8.5 mg/dL greater than the true mean LDL in a population who die within 5 years (not similar in magnitude).  The standard error in a population who die within 5 years was similar in magnitude to the standard error in a population who survive at least 5 years.  These are the same results as for the sample means and sample standard deviations in the previous question.

c. Does the CI for the mean LDL in a population surviving 5 years overlap with the CI for mean LDL in a population dying with 5 years? What conclusions can you reach from this observation about the statistical significance of an estimated difference in the estimated means at a 0.05 level of significance?
Yes, the CI for the mean LDL in a population surviving 5 years overlaps with the CI for the mean LDL in a population dying within 5 years.  The overlap in 95% CIs indicates that there are some values (124.6 to 125.3 mg/dL) of the true population mean for which the observed mean LDLs in both groups are not unusual.  However, this does not tell us anything about the statistical significance of an estimated difference in the estimated means at a 0.05 alpha level.
d. If we presume that the variances are equal in the two populations, but we want to allow for the possibility that the means might be different, what is the best estimate for the standard deviation of LDL measurements in each group? (That is, how should we combine the two estimated sample standard deviations?)

Presuming the variances are equal in the two populations, the best estimate of the standard deviation of LDL measurements in each group is the pooled standard deviation (33.6 mg/dL).
e. What are the point estimate, the estimated standard error of the point estimate, the 95% confidence interval for the true difference in means between a population that survives at least 5 years and a population that dies with 5 years? What is the P value testing the hypothesis that the two populations have the same mean LDL? What conclusions do you reach about a statistically significant association between serum LDL and 5 year all cause mortality?

Methods: Time to death was dichotomized as within 5 years of enrollment or after 5 years.  A two sample t-test assuming equal variances was used to estimate the point estimate, standard error, and 95% confidence interval of the difference in mean LDL between the two survival groups.  

Results: The estimated true difference in mean LDL in a population that survives at least 5 years was 8.5 mg/dL higher than in a population that dies within 5 years.  The standard error of this estimate is 3.4 mg/dL and 95% CI is from 1.9 to 15.1 mg/dL higher in  a population that survives at least 5 years than in a population that dies within 5 years.  The p-value for the test of the hypothesis that the two populations have the same mean LDL is 0.01.  The p-value is below our specified alpha level of 0.05, and we can reject the null hypothesis and conclude there is a statistically significant association between serum LDL and 5 year all cause mortality.  
2. Perform statistical analyses evaluating an association between serum LDL and 5 year all-cause mortality by comparing mean LDL values across groups defined by vital status at 5 years using ordinary least squares regression that presumes homoscedasticity. As this problem is directed toward illustrating correspondences between the t test and linear regression, you do not need to provide full statistical inference for this problem. Instead, just answer the following questions.

a. Fit two separate regression analyses. In both cases, use serum LDL as the response variable. Then, in model A, use as your predictor an indicator that the subject died within 5 years. In model B, use as your predictor an indicator that the subject survived at least 5 years. For each of these models, tell whether the model you fit is saturated? Explain your answer.

Both models are saturated because both have 2 groups and 2 parameters.  The difference between the two is which group’s mean is estimated by the intercept estimate. In model A, the intercept is the mean LDL of the group that survived at least 5 years, and in model B the intercept is the mean LDL of the group that died within 5 years.  For both models, the mean LDL of the other group can be calculated by adding the parameter estimate for the binary predictor to the intercept estimate.
b. Using the regression parameter estimates from one of your models (tell which one you use), what is the estimate of the true mean LDL among a population of subjects who survive at least 5 years? How does this compare to the corresponding estimate from problem 1?

Using Model A, the estimate of the true mean LDL among a population who survive at least 5 years is the parameter estimate for the intercept, 127.2 mg/dL.  This estimate is equivalent to the estimate from problem 1. 

c. Using the regression parameter estimates from one of your models (tell which one you use), what is a confidence interval for the true mean LDL among a population of subjects who survive at least 5 years? How does this compare to the corresponding estimate from problem 1? Explain the source of any differences.
Using Model A, the CI for the true mean LDL in a population who survive at least 5 years is 124.5 to 129.9 mg/dL.  This estimate is very similar to the one from problem 1 but the two estimates are not identical; they are different from the hundredths decimal place.  The source of this difference is the use of different standard deviations to calculate the standard error.  In problem 1, the standard deviation of the group is used, but in linear regression the pooled standard deviation is used.  
d. Using the regression parameter estimates from one of your models (tell which one you use), what is the estimate of the true mean LDL among a population of subjects who die within 5 years? How does this compare to the corresponding estimate from problem 1?

Using Model B, the estimate of the true mean LDL among a population who die within 5 years is the parameter estimate for the intercept, 118.7 mg/dL.  This estimate is equivalent to the estimate from problem 1.

e. Using the regression parameter estimates from one of your models (tell which one you use), what is a confidence interval for the true mean LDL among a population of subjects who die within 5 years? How does this compare to the corresponding estimate from problem 1? Explain the source of any differences.
Using Model B, the CI for the true mean LDL in a population who die within 5 years is 112.7 to 124.7 mg/dL.  This estimate is similar to the one from problem 1 but the two estimates are not identical; they are different from the tenths decimal place.  The source of this difference is the use of different standard deviations to calculate the standard error.  In problem 1, the standard deviation of the group is used, but in linear regression the pooled standard deviation is used.  

f. If we presume the variances are equal in the two populations, what is the regression based estimate of the standard deviation within each group for each model? How does this compare to the corresponding estimate from problem 1?
Assuming variances are equal in the two populations, the regression based estimate of the standard deviation within each group is 33.5 mg/dL.  Again, the estimate is similar to the corresponding estimate from problem 1 but not identical.  The estimates differ from the tenths decimal place.  

g. How do models A and B relate to each other?

Models A and B are the same model with different labeling of the binary predictor categories.  In Model A the reference group is the group who survived at least 5 years, and in Model B the reference group is the group who died within 5 years.   

h. Provide an interpretation of the intercept from the regression model A.

The intercept from Model A is the sample mean LDL for the group that survived at least 5 years (127.2 mg/dL).

i. Provide an interpretation of the slope from the regression model A.

The slope from Model A is the difference in means between the group that survived at least 5 years and the group that died within 5 years (8.5 mg/dL less in the group that died within 5 years). 
j. Using the regression parameter estimates, what are the point estimate, the estimated standard error of the point estimate, the 95% confidence interval for the true difference in means between a population that survives at least 5 years and a population that dies within 5 years? What is the P value testing the hypothesis that the two populations have the same mean LDL? What conclusions do you reach about a statistically significant association between serum LDL and 5 year all cause mortality? How does this compare to the corresponding inference from problem 1?
Methods: Time to death was dichotomized as within 5 years of enrollment or after 5 years.  Mean LDL values were compared across survival groups using ordinary least squares regression that assumes homoscedasticity.

Results: The estimated true difference in means was 8.5 mg/dL greater in a population that survives at least 5 years than in a population that dies within 5 years with standard error 3.4 mg/dL and 95% CI of 1.9 to 15.1 mg/dL greater in a population that survives at least 5 years.  The two-sided p-value testing the hypothesis that the two populations have the same mean LDL is 0.012.  Since this is below our specified 0.05 alpha level, we can reject the null hypothesis and conclude there is a statistically significant association between serum LDL and 5 year all cause mortality.  The inference based on the test for non-zero slope is the same as that from problem 1 based on the t-test because these two tests are equivalent. 
3. Perform statistical analyses evaluating an association between serum LDL and 5 year all-cause mortality by comparing mean LDL values across groups defined by vital status at 5 years using a t test that allows for the possibility of unequal variances across groups. How do the results of this analysis differ from those in problem 1? (Again, we do not need a formal report of the inference.)
Methods: Time to death was dichotomized as within 5 years of enrollment or after 5 years.  A two sample t test allowing for unequal variances was used to estimate the point estimate, standard error, and 95% confidence interval of the difference in mean LDL between the two survival groups.  

Results: Using a t test that allows for unequal variances results in a greater estimate for the standard error of the difference in means which results in wider 95% confidence limits.  The degrees of freedom of the test are 114 less, which along with smaller calculated t statistics, results in a greater p-value for testing the hypothesis that the means in the two populations are equal.  The inference is the same as in problem 1 because the p-value is 0.02 which is less than our 0.05 specified alpha level, and we can conclude there is a statistically significant association between serum LDL and 5 year all cause mortality. 
4. Perform statistical analyses evaluating an association between serum LDL and 5 year all-cause mortality by comparing mean LDL values across groups defined by vital status at 5 years using a linear regression model that allows for the possibility of unequal variances across groups. How do the results of this analysis differ from those in problem 3? (Again, we do not need a formal report of the inference.) 

Methods: Time to death was dichotomized as within 5 years of enrollment or after 5 years.  Mean LDL values were compared across survival groups using ordinary least squares regression with robust standard error estimates.

Resultst: Using a linear regression model that allows for unequal variances results in a greater estimate for the standard error of the difference in means which results in wider 95% confidence limits.  The calculated t statistic is smaller, resulting in a greater p-value for testing the hypothesis that the slope in the two populations is equal.  The inference is the same as in problem 3 because the p-value is 0.02 which is less than our 0.05 specified alpha level, and we can conclude there is a statistically significant association between serum LDL and 5 year all cause mortality. 

5. Perform a regression analysis evaluating an association between serum LDL and age by comparing the distribution of LDL across groups defined by age as a continuous variable. (Provide formal inference where asked to.)
a. Provide descriptive statistics appropriate to the question of an association between LDL and age. Include descriptive statistics that would help evaluate whether any such association might be confounded or modified by sex. (But we do not consider sex in the later parts of this problem.)
Methods:  Age was categorized into three groups (65-74, 75-84, and 85-99).  Descriptive statistics calculated include mean, standard deviation, minimum, and maximum for continuous variables and percentages for categorical variables.  Descriptive statistics are presented separately for each age category.  
Results:  Serum LDL was similar in all three age groups, while weight was lower in older age groups.  The oldest age group had a higher proportion of males, never smokers, individuals that had suffered a stroke than the younger age groups.  The 75-84 year old age group had the highest proportion of individuals having suffered a myocardial infarction and transient ischemic attack.  
	Table. Characteristics of MRI Study Participants

	
	Total

N=725
	Age 65-74

N=417
	Age 75-84

N=264
	Age 85-99

N=44

	
	Mean (SD)
	Min, Max
	Mean (SD)
	Min, Max
	Mean (SD)
	Min, Max
	Mean (SD)
	Min, Max

	Serum LDL (mg/dL)
	126 (33.6)
	11, 247
	126 (32.5)
	37, 247
	126 (34.9)
	11, 227
	125 (37.2)
	57, 216

	Weight (lbs)
	160 (30.8)
	74, 264
	165 (30.9)
	74, 264
	153 (30.0)
	86, 258
	148 (22.8)
	107, 204

	
	%
	
	%
	
	%
	
	%
	

	Male
	49.6
	
	48.9
	
	49.2
	
	59.1
	

	Smoking History
	
	
	
	
	
	
	
	

	Never smoker
	43.6
	
	40.5
	
	46.2
	
	56.8
	

	Former smoker
	42.6
	
	42.5
	
	44.7
	
	31.8
	

	Current smoker
	13.5
	
	17.0
	
	8.7
	
	9.1
	

	Pack-yearsa
	34.9 (27.9)
	0.1, 240
	35.2 (26.5)
	0.5, 180
	35.5 (30.8)
	0.1, 240
	26.6 (22.0)
	3.6, 87.5

	Years since quitb
	22.2 (13.2)
	1, 56
	20.5 (12.7)
	1, 54
	23.7 (13.3)
	1, 56
	30.7 (15.8)
	4, 55

	Prior History of CVD
	
	
	
	
	
	
	
	

	Coronary heart disease
	
	
	
	
	
	
	
	

	Angina
	8.6
	
	6.5
	
	11.4
	
	11.4
	

	Myocardial infarction
	12.3
	
	10.3
	
	15.5
	
	11.4
	

	Cerebrovascular event
	
	
	
	
	
	
	
	

	Transient ischemic attack
	3.3
	
	2.4
	
	4.9
	
	2.3
	

	Stroke
	10.1
	
	8.4
	
	11.4
	
	18.2
	

	Congestive heart failure
	5.5
	
	5.0
	
	6.1
	
	6.8
	

	aAmong former and current smokers, bAmong former smokers, LDL=low density lipoprotein, SD=standard deviation


b. Provide a description of the statistical methods for the model you fit to address the question of an association between LDL and age.

An ordinary least squares regression model with robust standard errors was fit with LDL as the outcome and age as the predictor.   

c. Is this a saturated model? Explain your answer.

No, this is not a saturated model because it has more than two groups being compared but only 2 parameters.  

d. Based on your regression model, what is the estimated mean LDL level among a population of 70 year old subjects?

132.5281+(-0.0901904*70)= 126.21 mg/dL

The estimated mean LDL level among a population of 70 year olds is 126.21 mg/dL.

e. Based on your regression model, what is the estimated mean LDL level among a population of 71 year old subjects? How does the difference between your answer to this problem and your answer to part c relate to the slope?
132.5281+(-0.0901904*71)= 126.12 mg/dL

The estimated mean LDL level among a population of 71 year olds is 126.12 mg/dL.
The difference between this answer and part c is the estimated slope from the regression model.  
f. Based on your regression model, what is the estimated mean LDL level among a population of 75 year old subjects? How does the difference between your answer to this problem and your answer to part c relate to the slope?
132.5281+(-0.0901904*75)= 126.12 mg/dL

The estimated mean LDL level among a population of 75 year olds is 125.76 mg/dL.
The difference between this answer and part c is the estimated slope from the regression model multiplied by 5.  
g. What is the interpretation of the “root mean squared error” in your regression model?
The root mean squared error in the regression model is the estimated within group standard deviation.  

h. What is the interpretation of the intercept? Does it have a relevant scientific interpretation?

The intercept is the estimated mean LDL when age is equal to 0.  This gives us the estimated mean LDL in a population of newborns, which is not relevant.   

i. What is the interpretation of the slope? 

The slope is the difference in estimated mean LDL for each year difference in age.  

j. Provide full statistical inference about an association between serum LDL and age based on your regression model.

From ordinary least squares regression analysis, for each year difference in age, the estimated difference in mean LDL is 0.0902 mg/dL lower.  The data are consistent with a 0.547 mg/dL decrease to a 0.367 mg/dL increase in mean LDL for each year difference in age.  The result is not unusual if there is no true difference in LDL for each year difference in age (two-sided p-value=0.70).  We cannot reject the null hypothesis that there is no linear trend in the mean LDL across age groups.  
k. Suppose we wanted an estimate and CI for the difference in mean LDL across groups that differ by 5 years in age. What would you report?

The estimated difference in mean LDL across groups that differ by 5 years of age is 0.541 mg/dL less in the older age group.  The 95% CI is 2.73 mg/dL lower to 1.83 mg/dL higher in the older age group.

l. Perform a test for a nonzero correlation between LDL and age. How does your regression-based conclusion about an association between LDL and age compare to inference about correlation?
Methods: The Pearson correlation coefficient was calculated for LDL and age.

Results: The Pearson correlation coefficient for LDL and age was -0.0146.  The two-sided p-value was 0.69, so we cannot reject the null hypothesis that there is no correlation between the two variables.  The inference based on correlation and linear regression is the same.  There is no evidence to reject the null hypothesis of no association in either analysis.
Discussion Sections: January 13 – 17, 2014
We will discuss the dataset regarding FEV and smoking in children. Come do discussion section prepared to describe the approach to the scientific question posed in the documentation file fev.doc.
