Homework #3
1. METHODS: Ran a robust logistic regression on the log odds scale with a response variable of deathfvyr and predictor of highldl. The values were then back transformed via exponentiation to get estimates of interest and inference values.
a. This is a saturated model because the response groups (death or survival at 5 years) is modeled with two parameters, the slope and the intercept. In short, the number of groups is equal to the number of parameters.
b. The estimated odds of dying within 5 years for those with low LDL would be a back transformation of the log odds value for the _cons, which would be 0.205. To get the probability, we would use odds/(1+odds) = 0.170. The observed proportion of subjects with low LDL that died within 5 years was calculated to be 0.17. The odds of dying within 5 years is higher than the proportion. The probability is the same as the proportion.
c. The estimated odds of dying within 5 years for those with high LDL would be a back transformation of the log odds, which would be the exponentiated form of the low LDL times the exponentiated form of the highldl value. This would give an odds of death of 0.151. To get the probability, we would use odds/(1+odds) = 0.131. The observed proportion of subjects with low LDL that died within 5 years was calculated to be 0.131. The odds of dying within 5 years is higher. The probability is the same as the proportion.
d. Of the 107 subjects with high LDL levels, using a robust logistic regression, we estimate the probability of death within 5 years to be 13.1%. Of the 618 subjects with low LDL, 17.0% of the subjects died within 5 years. The odds ratio of 5 year mortality for those with high LDL relative to those with low LDL was calculated to be 0.735. Based on a 95% confidence interval, our observation of the odds ratio would not be unusual if the true population odds ratio was between 0.404 and 1.34. Taken with the p-value of 0.316 however, we do not have sufficient data to reject the null hypothesis that the probability of death for these two groups are not different. The inference made is the same, but the p-value and confidence intervals are different. This is because the Wald method was used for this problem.
e. If we change the regression to use an indicator of low LDL as the predictor, the estimates would not change, but the inference measures would change, including the standard errors and subsequently the confidence intervals. If we used 5 year survival as the response instead, the inference and estimates would be unchanged relative to the 5 year mortality. In other words, the probabilities calculated would just be the complement of those calculated using 5 year mortality.
f. Our answer to A would not change, because it is a saturated model. Our answers to B and C would be different because the odds will be different. The odds would change because the conditional probability used to calculate it have changed. In B and C we are conditioning on the groups’ LDL levels, and in F we are conditioning on survival.
2. METHODS: For this, we ran a robust linear regression analysis using highldl as the predictor, and deathfvyr as the response. Later parts of the question involved using lowldl as the predictor, and fiveyrsurv as the response variables.
a. This is a saturated model because the response groups (death or survival at 5 years) is modeled with two parameters, the slope and the intercept. In short, the number of groups is equal to the number of parameters.

b. Of the 618 subjects with low LDL, the probability of dying within 5 years was calculated to be 17.0%. The odds of dying would be 0.205. The observed proportion of subjects with low LDL that died in 5 years would be the same as the probability – 17.0%
c. Of the 107 subjects with high LDL, the probability of dying within 5 years was calculated to be 13.1%. The odds of dying would be 0.151. The proportion of subjects with high LDL that died in 5 years would be the same as the probability – 13.1%

d. Of the 618 subjects who had low LDL, 17.0% were observed to die within 5 years, whereas those with high LDL it was observed to be 13.1%.  This 3.9% lower probability of death within 5 years of the high LDL group would not be unusual, based on a 95% confidence interval, if the true difference in survival probabilities was between 11.0% lower probability and 3.2% higher probability for those with high LDL. With a p-value of 0.278, we conclude that we have insufficient evidence to reject the null that there is no association between mean serum LDL and survival probabilities. Although the inferences were the same, the p-value and CIs were slightly different. The reason for this is that linear regression assumes the outcome is a continuous variable and is normally distributed, which does not hold because the outcome and predictor are both binary and not normally distributed. Probability follows a binomial distribution instead. With many observations we are attempting to approximate a normal distribution, and as such this approximation contributes to the difference in our answer.
e. If we instead used our predictor to indicate for low LDL instead of high LDL as in part (d), we would have gotten the same estimates and same inference measures for the difference, including p-values, and confidence intervals for the slope. The standard error for the intercept however, will change because the sample size is different (different number of observations) within the group. This would in turn modify the confidence intervals for the intercept (absolute) group. If we had instead used a response of 5 year survival, then our estimates and conclusions would be unchanged overall, but the output would be answering a complementary question to 5 year mortality. In other words, the output for the intercept group would be giving 1 – (output of 5 year mortality) using the same predictor. Standard error, however, will be unchanged entirely.
f. Our answer to A would not change, because it is a saturated model. Our answers to B and C would be different because the conditional probabilities will be different. In B and C we are conditioning on the groups’ LDL levels, and in F we are conditioning on survival.
3. METHODS: We ran a robust Poisson regression using the binary indicator of death at 5 years (deathfvyr) and a predictor of high LDL (highldl). Other parts of this question involved using lowldl as the predictor, and reversing the roles of the predictor and response variables in the analysis. For the questions involving inference, option irr was also used.
a. This is a saturated model because the response groups (death or survival at 5 years) is modeled with two parameters, the slope and the intercept. In short, the number of groups is equal to the number of parameters.

b. For those with low LDL, estimated probability was calculated by exponentiating the intercept, which returned 17.0%. The odds of dying in 5 years would be 0.205. The observed proportion of subjects with low LDL dying within 5 years would be the same as the probability, 17.0% as this a saturated model and the intercept provides both of those values. The proportion is less than the odds.
c. For those with high LDL, the estimated probability was calculated by exponentiating the slope, which then could be multiplied by the probability of the low LDL group, which was represented by the exponentiated intercept, which returned 13.1%. The odds of dying within 5 years would be 0.151. The observed proportion of subjects with low LDL dying within 5 years would be the same as the probability, 13.1% as this a saturated model and the intercept provides both of those values. The proportion is less than the odds.

d. We ran a robust Poisson regression to calculate the incidence rate ratio (IRR). The IRR was calculated to be 0.770 with a standard error of 0.204. This means we estimate the group with high LDL had an incidence rate of death that was 0.770 times that of the low LDL group, suggesting a protective effect. Based on a 95% confidence interval, our estimate would not be unusual if the true IRR of the high LDL population to low LDL was 0.458 to 1.29. Taken with the p-value of 0.324, we have insufficient evidence to reject the null hypothesis that the incidence rates of the two groups are equal. Although the conclusion (inference) is the same, the values are slightly different from 5 and 6 of homework #1. That is because in number 6, we used the chi squared test to estimate an odds ratio and confidence intervals, and that estimate becomes more accurate to the true relative risk when the proportion of events are very low.
e. If we were to use a predictor of low LDL as opposed to high LDL, the estimated IRR that we calculate would just be the inverse of the previous question. The confidence intervals would also be the inverse of the previous CIs. The values for the intercept would be different, because the CI is based on the standard error, which will vary due to the changing sample size.

f. If we were to switch the predictor and response variables, we would expect the IRRs to change, because we are no longer estimating the incidence rate of death among a population defined by LDL levels, but rather estimating the incidence rate of LDL levels based on vital status. All estimates and inferential statistics should be different.
g. METHODS: Using STATA, we ran a robust linear regression with our predictor of interest as LDL levels (mg/dL) kept continuous, and a response variable of death within 5 years, for which a binary variable was created that returned a 1 if death occurred in the time frame, and 0 if the person survived at least 5 years.

Using the data for the 725 subjects, the estimated risk difference was calculated to be -0.00103 with a robust standard error of 0.000433. This estimate would not be surprising if the true risk difference in the population was between -0.00188 and -0.000185, based on a 95% confidence interval. The estimate represents that for every unit (mg/dL) increase in serum LDL, the risk of death within 5 years decreases by -0.00103. Taken with the p-value of 0.017, we conclude that we have sufficient data to reject the null hypothesis that there is no association between LDL and death within 5 years.
h. METHODS: Using STATA, we ran a robust Poisson regression with our predictor of interest as LDL levels (mg/dL) kept continuous, and a response variable of death within 5 years, for which a binary variable was created that returned a 1 if death occurred in the time frame, and 0 if the person survived at least 5 years.
Using the data for the 725 subjects, the estimated relative risk was calculated to be 0.994 with a standard error of 0.00271. For every unit increase of LDL (mg/dL) the relative risk of death within 5 years is 0.994, which represents a decrease of 0.6% in the probability of death within 5 years. Using a 95% confidence interval, our estimate is consistent with a true population relative risk between 0.988 and 0.999, or a decrease in the probability of death within 5 years of as much as 1.2% and as little as 0.1% for each unit increase in LDL. Taken with a p-value of 0.018, we have sufficient data to reject the null hypothesis that the risk ratio is not associated with death within five years.
i. METHODS: Using STATA, we ran a logistic regression with our predictor of interest as LDL levels (mg/dL) kept continuous, and a response variable of death within 5 years, for which a binary variable was created that returned a 1 if death occurred in the time frame, and 0 if the person survived at least 5 years.

Using the data for the 725 subjects, the estimated odds ratio was calculated to be 0.992 with a standard error of 0.00307. What this indicates is that for every unit increase of LDL (mg/dL) there is an odds of death within five years 0.992, or a decrease in the odds of death by 0.8%. Using a 95% confidence interval, our estimate is consistent with a true population odds ratio between 0.986 and 0.998. In other words, it would not be surprising if the true odds decreased by as much as 1.4% and as little as 0.2% for each unit increase in LDL. Taken with our p-value of 0.012, we have sufficient evidence to reject the null hypothesis that the ratio of the odds of death within five years is not associated with LDL.
j. The conclusions from these models about the association are dissimilar to the conclusions made in problems 1-3 of this homework, but is the same conclusion as from homework #2.  I would choose a Poisson regression model, because the probability of death within 5 years (the outcome) is not particularly rare, so we would not want to calculate an odds ratio, but rather a relative risk (rate ratio). In addition, since the Poisson presumes a mean-variance relationship, I would use a robust estimator to remove that assumption. Lastly, the Poisson regression allows for analyses on a multiplicative scale, which is more precise and allows a wider usability. 
