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Applied Biostatistics II
Biostatistics II
Emerson, Winter 2014
Homework #3
1. Perform a statistical regression analysis evaluating an association between serum LDL and 5 year all-cause mortality by comparing the odds of death within 5 years across groups defined by whether the subjects have high serum LDL (“high” = LDL > 160 mg/dL). In your regression model, use an indicator of death within 5 years as your response variable, and use an indicator of high LDL as your predictor. (Only give a formal report of the inference where asked to.)
a. Is this a saturated regression model? Explain your answer.

Answer: There are two groups in our sample (LDL > 160 mg/dL and LDL < 160 mg/dL) and two parameters being fit by the regression model, a coefficient for each the “slope” and “intercept”. Since the number of groups in the sample is the same as the number of parameters, the regression model is saturated.
b. For subjects with low LDL, what is the estimated odds of dying within 5 years? What is the estimated probability of dying within 5 years? How do these estimates compare to the observed proportion of subjects with low LDL dying within 5 years? 
Answer: For subjects with low LDL the estimated odds of dying within 5 years are 0.2047. Based on these odds, the estimated probability of dying within 5 years is 0.2047/1.2047 = 0.1699. This estimate based on the odds is equal to the observed proportion of subjects with low LDL that died within 5 years in the sample, 105/618 = 0.1699.
c. For subjects with high LDL, what is the estimated odds of dying within 5 years? What is the estimated probability of dying within 5 years? How do these estimates compare to the observed proportion of subjects with low LDL dying within 5 years? 

Answer: For subjects with high LDL the estimated odds of dying within 5 years are 0.2407*0.7740 = 0.1584. Based on these odds, the estimated probability of dying within 5 years is 0.1584/1.1584 = 0.1368. This estimate based on the odds is equal to the observed proportion of subjects with high LDL that died within 5 years in the sample, 16/117 = 0.1368.
d. Give full inference regarding the association between 5 year mortality and high LDL levels. How does this differ from the inference that was made on problems 5 and 6 of homework #1? What is the source of any differences?
Answer:

Methods: We grouped patients according to an indicator variable equal to one for those subjects that died within 5 years of study enrollment and zero otherwise. To model the odds ratio, we then fit a logistic regression with robust standard errors using the aforementioned time of death indicator as the response, predicted by an indicator of high serum LDL (equal to one if LDL > 160 mg/dL, and zero else).

Inference: Based on logistic regression, we estimate that for subjects with high serum LDL, the odds of dying within 5 years of study enrollment is 22.6% lower than the group with low serum LDL. A 95% confidence interval suggests that this observation is not unusual if subjects with high serum LDL have odds of dying within 5 years of study enrollment from 22.60% lower to 56.14% higher than the group with low serum LDL. This observation is not significant at the 0.05 significance level (P = 0.3766), hence we do not reject the null hypothesis of an odds ratio of 1. We do not have significant evidence of an association between 5 year mortality and high LDL levels.
e. How would the answers to parts a-c change if I had instead asked you to fit a logistic regression model using the indicator of death within 5 years as your response variable, but using an indicator of low LDL as your predictor? What if we had used an indicator of survival for at least 5 years as the response variable?

Answer: If we had instead used an indicator of low LDL as our predictor, part (a) would not change because the predictor is still grouped into high and low LDL and the model will still fit both an intercept and one slope parameter, so the regression model is saturated. Due to the symmetry of the odds ratio, this re-parameterization of the model does not change our estimates of the odds or probabilities in parts (b) and (c).
If the response is changed to an indicator of survival of at least 5 years, then the model again is based on two groups based on LDL and is fitting a slope and intercept so the model remains saturated. To estimate the odds in (b) and (c) using this re-parameterization, we will have to take the reciprocal of the odds given the subject survives at least 5 years, but this will convert back to the original model’s estimated odds, which we can use to obtain the same estimates for the proportions in (b) and (c).
f. In parts a-d of this problem, we described the distribution of death within 5 years across groups defined by LDL level. What if we fit a logistic regression model mimicking the approach used in problems 1 – 4 of homework #2, where we described the distribution of LDL across groups defined by vital status? How would our answers to parts a-c change? 
Answer: If we fit the logistic model predicting high LDL levels by 5-year mortality, there are still two groups in the sample, now based on death within 5 years or survival beyond 5 years. The regression model is still fitting a slope and an intercept, so there are also two parameters. Hence the model is still saturated, as seen in (a).
Part (b) is not directly doable based on this new model as the odds are taken in terms of high LDL.
For part (c), the odds of with high LDL dying within 5 years is 0.1969*0.7740= 0.1524 and the probability of dying within 5 years based on this odds estimate is 0.1524/1.1524= 0.1322. Both of these estimates are different from those observed in the sample because the intercept in this model has changed.
2. Perform a statistical regression analysis evaluating an association between serum LDL and 5 year all-cause mortality by comparing the differences in the probability of death within 5 years across groups defined by whether the subjects have high serum LDL (“high” = LDL > 160 mg/dL). In your regression model, use an indicator of death within 5 years as your response variable, and use an indicator of high LDL as your predictor. (Only give a formal report of the inference where asked to.)

a. Is this a saturated regression model? Explain your answer.

Answer: There are two groups in the sample, one for LDL > 160 mg/dL and one for LDL < 160 mg/dL. The regression model has one parameter for each of slope and intercept, so there are two parameters total. Hence the model is saturated.
b. For subjects with low LDL, what is the estimated probability of dying within 5 years? What is the estimated odds of dying within 5 years? How do these estimates compare to the observed proportion of subjects with low LDL dying within 5 years? 

Answer: For subjects with low LDL the estimated probability of dying within 5 years is 0.1699. The estimated odds of dying within 5 years is 0.1699/0.8301 = 0.2407. The observed proportion of subjects with low LDL dying within 5 years is 105/618 = 0.1699, so the estimate from our model is the same. This occurs because the regression model is saturated.
c. For subjects with high LDL, what is the estimated probability of dying within 5 years? What is the estimated odds of dying within 5 years? How do these estimates compare to the observed proportion of subjects with low LDL dying within 5 years? 

Answer: For subjects with high LDL, the estimated probability of dying within 5 years is 0.1699-0.0332= 0.1368. The estimated odds of dying within 5 years in this group is 0.1368/0.8632= 0.1585. The observed proportion of subjects with high LDL dying within 5 years is 16/117 = 0.1368, so the estimate from our model is the same. This occurs because the regression model is saturated.
d. Give full inference regarding the association between 5 year mortality and high LDL levels. How does this differ from the inference that was made on problems 5 and 6 of homework #1? What is the source of any differences?

Answer:

Methods: We grouped patients according to an indicator variable equal to one for those subjects that died within 5 years of study enrollment and zero otherwise. To model the risk difference, we then fit a simple linear regression with robust standard errors using the aforementioned time of death indicator as the response, predicted by an indicator of high serum LDL (equal to one if LDL > 160 mg/dL, zero else).

Inference: Based on our robust linear regression, we estimate that the group with high LDL has a risk of dying with 5 years of study enrollment that is 0.0332 lower than the group with low LDL. Based on the 95% robust confidence interval, the observed difference is consistent with a risk of dying within 5 years between 0.1023 lower to 0.0360 higher in the group with high LDL than in the group with low LDL. This observation is not significant at the 0.05 significance level (P = 0.3469), hence we do not reject the null hypothesis that the risk difference is 0. We do not have significant evidence of an association between 5 year mortality and high LDL levels.
e. How would the answers to parts a-c change if I had instead asked you to fit a regression model using the indicator of death within 5 years as your response variable, but using an indicator of low LDL as your predictor? What if we had used an indicator of survival for at least 5 years as the response variable?

Answer: If the regression model used the indicator of death within 5 years as the response variable and indicator of low LDL as the predictor, this would correspond to a reparameterization of the predictor. No answers would change in (a), (b), or (c).
If the regression model used the indicator of death after at least 5 years as the response variable and indicator of high LDL as the predictor, this would be a reparameterization of the response. Thus all estimates would be 1-(original model’s estimate) and we would obtain the same results for each of (a), (b) and (c).
f. In parts a-d of this problem, we described the distribution of death within 5 years across groups defined by LDL level. What if we fit a regression model mimicking the approach used in problems 1 – 4 of homework #2, where we described the distribution of LDL across groups defined by vital status? How would our answers to parts a-c change?

Answer: If we fit a linear regression with 5-year mortality status predicting risk of high LDL, then we cannot directly compute the probabilities and odds of interest in parts (b) and (c) because they are conditional on high LDL whereas this new model is conditional on mortality status at 5 years. The model still involves two groups in the sample based on 5-year mortality and features a slope and intercept coefficient, so the model is still saturated.
3. Perform a statistical regression analysis evaluating an association between serum LDL and 5 year all-cause mortality by comparing the ratios of the probability of death within 5 years across groups defined by whether the subjects have high serum LDL (“high” = LDL > 160 mg/dL). In your regression model, use an indicator of death within 5 years as your response variable, and use an indicator of high LDL as your predictor. (Only give a formal report of the inference where asked to.)

a. Is this a saturated regression model? Explain your answer.

Answer: The samples is grouped by high and low LDL and the regression model has one slope and an intercept coefficient, so there are two groups and two model parameters. Hence this is a saturated regression model. 
b. For subjects with low LDL, what is the estimated probability of dying within 5 years? What is the estimated odds of dying within 5 years? How do these estimates compare to the observed proportion of subjects with low LDL dying within 5 years? 

Answer: For subjects with low LDL, the estimated probability of dying within 5 years is exp(-1.773)= 0.1699. Based on this estimate, the odds of dying within 5 years for these subjects are 0.1699/0.8301= 0.2047. The observed proportion of subjects with low LDL that died within 5 years is 105/618= 0.1699, so the regression-based estimate matched the estimate of the probability from the sample. This sample-regression equivalence is to be expected since this is another example of a saturated regression model.
c. For subjects with high LDL, what is the estimated probability of dying within 5 years? What is the estimated odds of dying within 5 years? How do these estimates compare to the observed proportion of subjects with low LDL dying within 5 years? 

Answer: For subjects with high LDL, the estimated probability of dying within 5 years is exp(-1.773-0.2171)= 0.1368. Based on this estimate, the odds of dying within 5 years for these subjects are 0.1368/0.8632= 0.1585. The observed proportion of subjects with low LDL that died within 5 years is 16/117= 0.1368, so the regression-based estimate matches the estimate of the probability from the sample. This equivalence is again due to the fact that we fitted a saturated regression model.
d. Give full inference regarding the association between 5 year mortality and high LDL levels. How does this differ from the inference that was made on problems 5 and 6 of homework #1? What is the source of any differences?

Answer: 

Methods: We grouped patients according to an indicator variable equal to one for those subjects that died within 5 years of study enrollment and zero otherwise. To model the risk difference, we then fit a poisson regression with robust standard errors using the aforementioned time of death indicator as the response, predicted by an indicator of high serum LDL (equal to one if LDL > 160 mg/dL, zero else).

Inference: Based on poisson regression, we estimate that the group with high LDL has a risk of dying with 5 years of study enrollment that is 19.52% lower relative to the group with low LDL. Based on the 95% robust confidence interval, the observed difference is consistent with a risk of dying within 5 years between 50.58% lower to 31.09% higher in the group with high LDL than in the group with low LDL. This observation is not significant at the 0.05 significance level (P = 0.3831), hence we do not reject the null hypothesis that the risk ratio is 1. We do not have significant evidence of an association between 5 year mortality and high LDL levels.
e. How would the answers to parts a-c change if I had instead asked you to fit a regression model using the indicator of death within 5 years as your response variable, but using an indicator of low LDL as your predictor? What if we had used an indicator of survival for at least 5 years as the response variable?

Answer: If we fit the poisson regression model using the indicator of death within 5 years as the response variable but used an indicator of low LDL as the predictor, this would be a reparameterization of the predictor and would yield the same estimates of probability and odds as in (b) and (c). Reparameterization in this way will not change the number of groups in the sample or the number of parameters in the regression model, so the model remains saturated as in (a).
Changing the response variable to an indicator of death after at least 5 years would correspond to a reparameterization of the response that would not change our estimates of the probabilities or odds in (b) and (c), though we would have to take the complementary probabilities from this new model to get those asked for in (b) and (c). Reparameterization does not change the number of groups in the sample or the single slope and intercept parameters fit in our model. As in part (a), the regression model is saturated.
f. In parts a-d of this problem, we described the distribution of death within 5 years across groups defined by LDL level. What if we fit a regression model mimicking the approach used in problems 1 – 4 of homework #2, where we described the distribution of LDL across groups defined by vital status? How would our answers to parts a-c change?

Answer: If we fit a poisson regression model with an indicator of high LDL as the response and an indicator of 5-year mortality as the predictor, then the sample will consist of two groups based on mortality and the model will have a slope and an intercept so the regression model will be saturated as in (a). The probabilities in (b) and (c) are conditioned on LDL, whereas our model is conditioned on mortality so we cannot directly estimate either the probabilities or odds in question. 
4. Perform a regression analysis of the distribution of death within 5 years across groups defined by the continuous measure of LDL. (In all cases we want formal inference.) 
a. Evaluate associations between 5 year mortality and LDL using risk difference (RD: difference in probabilities).

Answer: 
Methods: We grouped patients according to an indicator variable equal to one for those subjects that died within 5 years of study enrollment and zero otherwise. To model the risk difference, we then fit a simple linear regression with robust standard errors using the aforementioned time of death indicator as the response, predicted by serum LDL (measured in mg/dL).
Inference: Based on our robust linear regression, we estimate that for two groups with serum LDL differing by 1 mg/dL the risk of dying within 5 years of study enrollment is 0.0010 lower in the group with higher LDL. This observed difference is consistent with a true risk difference of 0.0019 to 0.0002 lower per mg/dL increase in serum LDL between the two groups based on a 95% robust confidence interval. This observation is significant at the 0.05 significance level (P = 0.0171), hence we reject the null hypothesis in favor of a hypothesis that the risk of dying within 5 years is negatively associated with increasing serum LDL.
b. Evaluate associations between 5 year mortality and LDL using risk ratio (RR: ratios of probabilities).
Answer:

Methods: We grouped patients according to an indicator variable equal to one for those subjects that died within 5 years of study enrollment and zero otherwise. To model the risk ratio, we then fit a poisson regression with robust standard errors using the aforementioned time of death indicator as the response, predicted by serum LDL (measured in mg/dL).
Inference: Based on poisson regression, we estimate that for two groups with serum LDL differing by 1 mg/dL the risk of dying within 5 years of study enrollment is 0.65% lower in the group with higher LDL relative to the group with lower LDL. This observed relative difference is consistent with a true risk ratio of 1.18% to 0.11% lower per mg/dL increase in LDL between the two groups based on a 95% robust confidence interval. This observation is significant at the 0.05 significance level (P = 0.0177), hence we reject the null hypothesis in favor of a hypothesis that the relative risk of dying within 5 years is negatively associated with increasing serum LDL.
c. Evaluate associations between 5 year mortality and LDL using odds ratio (OR: ratios of odds)

Answer:

Methods: We grouped patients according to an indicator variable equal to one for those subjects that died within 5 years of study enrollment and zero otherwise. To model the odds ratio, we then fit a logistic regression with robust standard errors using the aforementioned time of death indicator as the response, predicted by serum LDL (measured in mg/dL).

Inference: Based on logistic regression, we estimate that for each mg/dL difference in serum LDL, the odds of dying within 5 years of study enrollment is 0.77% lower in the group with higher serum LDL. A 95% confidence interval suggests that this observation is not unusual if a group with serum LDL 1 mg/dL higher has odds of stroke that is between 1.42% and 0.13% lower than the group with lower serum LDL. This observation is significant at the 0.05 significance level (P = 0.0194), hence we reject the null hypothesis in favor of a hypothesis that the odds of dying within 5 years is negatively associated with increasing serum LDL.
d. How do your conclusions about such an association from this model compare to your conclusions reached in problems 1-3 of this homework and problems 2 and 4 of homework #2? Which analyses would you prefer a priori.?
Answer: In problems 2 and 4 from homework #2 we modeled the difference in mean LDL in groups determined by 5-year mortality and rejected the null hypothesis of no association between serum LDL and risk of death in favor of a hypothesis that subjects with greater survival tend to have higher mean serum LDL level.
In problems 1-3 from this homework, we dichotomized by high LDL (at least 160 mg/dL) and 5-year mortality and did not reject the null hypothesis of no association in regression models based respectively on the risk difference, risk ratio, and odds ratio.

In the parts (a), (b) and (c) of the present problem we dichotomized by 5-year mortality and considered serum LDL (in mg/dL) on its continuum. In regression models for the risk difference, risk ratio, and odds ratio we were able to reject the null hypothesis of no association between serum LDL and 5-year mortality.
Ignoring results from all the tests we have just summarized, if we were designing the analysis from scratch, we would lose precision by dichotomizing continuous variables. However, the survival times are right-censored so until we have more advanced knowledge of survival analysis, it makes sense to use the 5-year mortality groups and consider serum LDL as a continuous variable. Additionally, since LDL levels occur prior to subject death, it makes more sense from a biological standpoint to condition our model on serum LDL rather than 5-year survival. With this in mind, I would base my analysis on the risk difference, fitting a linear regression model with serum LDL continuous predicting the risk of death within 5 years. This model would allow us to estimate the number of people in a similar population who would die within 5 years based on their LDL levels.
