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1. Perform a statistical regression analysis evaluating an association between prevalence of diabetes and race by comparing the odds of a diabetes diagnosis across race.

a. Fit a logistic regression model that uses whites as a reference group. Is this a saturated model? Provide a formal report (methods and inference) about the scientific question regarding an association between diabetes and race. 
In the regression model, four distinct groups (classified as White, Black, Asian, and “Other”) are modeled with four regression parameters (the intercept and 3 contrast terms). Thus, the model is saturated.

Methods: The odds of a diabetes diagnosis were compared across groups defined by race using logistic regression modeling race as a categorical variable with Whites as the baseline group. Statistical inference was based on the Wald statistic computed from the regression slope parameter and its standard error, with two-sided p-value and 95% confidence interval computed using the approximate normal distribution for logistic regression parameter estimates. 
Inference: From the Chi-square test, a two-sided p-value of 0.1096 suggests that the odds of a diabetes diagnosis is not significantly different by race. Thus, we cannot reject the null hypothesis that the odds of a diabetes diagnosis is equal in all race groups.
b. Using the regression model fit in part (a), provide an interpretation for each of the regression parameters (including the intercept).

The estimated odds of a diabetes diagnosis in Whites is 0.1085. The odds of a diabetes diagnosis is significantly different from 0; the two-sided p-value (P<0.001) suggests that the observed odds of diabetes diagnosis in Whites is not unusual if the true odds of diabetes diagnosis is anywhere from 0.0824 to 0.1430.
The estimated odds ratio of a diabetes diagnosis in Blacks is 92.9% higher relative to Whites (odds ratio=1.929). The two-sided p-value (P=0.026) is significant at the 0.05 level, suggesting the true odds ratio is significantly different from 1. The 95% confidence interval suggests that the observed odds ratio is not unusual if the true odds of a diabetes diagnosis for Blacks is anywhere from 8.2% higher to 243.7% higher relative to Whites. 

The estimated odds ratio of a diabetes diagnosis in Asians is 37.2% lower relative to Whites (odds ratio=0.6282). The two-sided p-value (P=0.448) is not significant at the 0.05 level, suggesting the true odds ratio not significantly different from 1. The 95% confidence interval suggests that the observed odds ratio is not unusual if the true odds of a diabetes diagnosis for Asians is anywhere from 81% lower to 109% higher relative to Whites. 

The estimated odds ratio of a diabetes diagnosis in “Other” race is 84.3% higher relative to Whites (odds ratio=1.8428). The two-sided p-value (P=0.437) is not significant at the 0.05 level, suggesting the odds ratio is not significantly different from 1. The 95% confidence interval suggests that the observed odds ratio is not unusual if the true odds of a diabetes diagnosis for patients in the “Other” race category is anywhere from 60% lower to 762% higher relative to Whites. 
c. If we were to ignore issue related to multiple comparisons, what conclusions would you reach based on the p values reported in the regression output from part (a) using a 0.05 level of significance.
If we were to ignore the issue related to multiple comparisons, we would reject the null hypothesis that the odds of diabetes diagnosis for Whites is significantly different from 0 (p<0.001). Similarly, we would reject the null hypothesis that the odds ratio for Blacks relative to Whites is significantly different from 1 in favor of Blacks having a higher odds of diabetes diagnosis relative to Whites.
d. Now fit a logistic regression model that uses blacks as a reference group. How would your report of formal inference differ from that that you provided in part (a)? How does this regression model relate to that in part (a)?
Fitting a logistic regression model using Blacks as a reference group, the intercept term would be the odds of a diabetes diagnosis in Blacks instead of Whites. The estimated odds ratios would be for the odds of diabetes diagnosis for Asians, “Other”, and Whites relative to Blacks. The regression model is a different model from the model fit part (a); the only common term in both models is the odds ratio of a diabetes diagnosis for Whites relative to Blacks (the estimated odds ratio in part (b) is the reciprocal of the odds ratio found in part (a)).
e. Using the regression model fit in part (d), provide an interpretation for each of the regression parameters (including the intercept.)

The estimated odds of a diabetes diagnosis in Blacks is 0.2093. The odds of a diabetes diagnosis is significantly different from 0; the two-sided p-value (P<0.001) suggests that the observed odds of diabetes diagnosis in Whites is not unusual if the true odds of diabetes diagnosis is anywhere from 0.1259 to 0.3479.

The estimated odds ratio of a diabetes diagnosis in Whites is 48.1% higher relative to Blacks (odds ratio=0.519). The two-sided p-value (P=0.026) is significant at the 0.05 level, suggesting the true odds ratio is significantly different from 1. The 95% confidence interval suggests that the observed odds ratio is not unusual if the true odds of a diabetes diagnosis for Whites is anywhere from 71% lower to 7% lower relative to Blacks. 

The estimated odds ratio of a diabetes diagnosis in Asians is 67.4% lower relative to Blacks (odds ratio=0.3258). The two-sided p-value (P=0.085) is not significant at the 0.05 level, suggesting the true odds ratio not significantly different from 1. The 95% confidence interval suggests that the observed odds ratio is not unusual if the true odds of a diabetes diagnosis for Asians is anywhere from 91% lower to 109% higher relative to Blacks. 

The estimated odds ratio of a diabetes diagnosis in “Other” race is 4.4% lower relative to Blacks (odds ratio=0.9556). The two-sided p-value (P=0.956) is not significant at the 0.05 level, suggesting the odds ratio is not significantly different from 1. The 95% confidence interval suggests that the observed odds ratio is not unusual if the true odds of a diabetes diagnosis for patients in the “Other” race category is anywhere from 20% lower to 374% higher relative to Blacks. 
f. If we were to ignore issue related to multiple comparisons, what conclusions would you reach based on the p values reported in the regression output from part (d) using a 0.05 level of significance.

If we were to ignore the issue related to multiple comparisons, we would reject the null hypothesis that the odds of diabetes diagnosis for Blacks is significantly different from 0 (p<0.001). Similarly, we would reject the null hypothesis that the odds ratio for Whites relative to Blacks is significantly different from 1 in favor of Blacks having a higher odds of diabetes diagnosis relative to Whites.

g. What do your results from parts (c) and (f) say about the dangers of using the p values for individual regression parameters from a dummy variable regression to decide whether to include or exclude those variables in a regression model (i.e., in a “stepwise model building” procedure)?
We must be careful in using the p values for individual regression parameters from a dummy variable regression to decide whether to include or exclude those variables, since some of the individual variables may be significant even though the set of variables is not significant in the regression model. 
2. Perform a statistical regression analysis evaluating an association between all-cause mortality and serum by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum LDL when fit as dummy variables using the categories suggested by the Mayo Clinic as reported on Homework #1. The Stata egen command can be used to categorize the LDL levels

egen ldlCTG = cut(ldl), at(0 70 100 130 160 190 250)
a. Include full description of your methods, appropriate descriptive statistics, and full report of your inferential statistics.
Methods: Distributions of time to death from any cause were compared across groups defined by serum LDL using categories suggested by the Mayo Clinic (0-70 mg/dL, 70-100 mg/dL, 100-130 mg/dL, 130-160 mg/dL, 160-190 mg/dL, and >190 mg/dL). Quantification of association between all cause mortality and LDL group was summarized by the hazard ratio computed from the regression model, with hazard ratios computed relative to the baseline group of 0-70 mg/dL. The confidence intervals and two-sided p-values were computed using Wald statistics based on the Huber-White sandwich estimator. Subjects missing data for serum LDL at time of study enrollment were omitted from the analysis.
Inference: The Chi-square test on the association of serum LDL on all-cause mortality returns a p-value of 0.0087. Therefore, we reject the null hypothesis that serum LDL at study enrollment is not associated with the probability of survival.
b. Provide an interpretation for each parameter in your regression model, including the intercept.

The estimated hazard ratio comparing the instantaneous risk of death across the entire study period for a population with serum LDL of 70-100 mg/dL relative to a population with serum LDL of 0-70 mg/dL is 0.398. The two-sided p-value of 0.008 suggests that the observed hazard ratio is significantly different from 1. The 95% confidence interval suggests that the observed hazard ratio is what might be typically observed if the true hazard ratio between a population with serum LDL of 70-100 mg/dL relative to a population with serum LDL of 0-70 mg/dL is anywhere between 0.203 and 0.782, with the population having 70-100 mg/dL serum LDL having a lower instantaneous risk of death.
The estimated hazard ratio comparing the instantaneous risk of death across the entire study period for a population with serum LDL of 100-130 mg/dL relative to a population with serum LDL of 0-70 mg/dL is 0.393. The two-sided p-value of 0.004 suggests that the observed hazard ratio is significantly different from 1. The 95% confidence interval suggests that the observed hazard ratio is what might be typically observed if the true hazard ratio between a population with serum LDL of 100-130 mg/dL relative to a population with serum LDL of 0-70 mg/dL is anywhere between 0.207 and 0.744, with the population having 100-130 mg/dL serum LDL having a lower instantaneous risk of death.

The estimated hazard ratio comparing the instantaneous risk of death across the entire study period for a population with serum LDL of 130-160 mg/dL relative to a population with serum LDL of 0-70 mg/dL is 0.294. The two-sided p-value (p<0.001) suggests that the observed hazard ratio is significantly different from 1. The 95% confidence interval suggests that the observed hazard ratio is what might be typically observed if the true hazard ratio between a population with serum LDL of 130-160 mg/dL relative to a population with serum LDL of 0-70 mg/dL is anywhere between 0.152 and 0.568, with the population having 130-160 mg/dL serum LDL having a lower instantaneous risk of death.

The estimated hazard ratio comparing the instantaneous risk of death across the entire study period for a population with serum LDL of 160-190 mg/dL relative to a population with serum LDL of 0-70 mg/dL is 0.257. The two-sided p-value (p=0.001) suggests that the observed hazard ratio is significantly different from 1. The 95% confidence interval suggests that the observed hazard ratio is what might be typically observed if the true hazard ratio between a population with serum LDL of 160-190 mg/dL relative to a population with serum LDL of 0-70 mg/dL is anywhere between 0.113 and 0.580, with the population having 160-190 mg/dL serum LDL having a lower instantaneous risk of death.

The estimated hazard ratio comparing the instantaneous risk of death across the entire study period for a population with serum LDL of greater than 190 mg/dL relative to a population with serum LDL of 0-70 mg/dL is 0.317. The two-sided p-value of 0.048 suggests that the observed hazard ratio is significantly different from 1. The 95% confidence interval suggests that the observed hazard ratio is what might be typically observed if the true hazard ratio between a population with serum LDL of greater than 190 mg/dL relative to a population with serum LDL of 0-70 mg/dL is anywhere between 0.101 and 0.989, with the population having greater than 190 mg/dL serum LDL having a lower instantaneous risk of death.
c. What analysis would you perform to assess whether the regression model used in this problem provides a “better fit” than does a model that uses only a continuous linear term for LDL? What is the result of such an analysis?

To assess whether the regression model used in this problem provides a “better fit” than a model that uses only a continuous linear term for LDL, we fit the same regression model including a continuous linear term for LDL and perform an F-test comparing the full model (including the LDL categories) with the reduced model (including only the continuous linear term for LDL). The Chi-square test returns a two-sided p-value of 0.3988. The result suggests that the data are not sufficient to suggest that the categorical LDL variables provide a “better fit” than a model that only uses a continuous linear term for LDL. 
d. For each population defined by serum LDL value, compute the hazard ratio relative to a group having serum LDL of 160 mg/dL. (This will be used in problem 4). This can be effected by generating fitted hazard ratio estimates for each individual in the sample, and then dividing that fitted value by the fitted value for a subject having a LDL of 160 mg/dL.  
3. Perform a statistical regression analysis evaluating an association between all-cause mortality and serum by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum LDL when fit as linear splines using the categories suggested by the Mayo Clinic as reported on Homework #1. The Stata mkspline command can be used to create the predictors that can be used in a regression
mkspline ldl0 70 ldl70 100 ldl100 130 ldl130 160 ldl160 190 ldl190 = ldl
a. Include full description of your methods, appropriate descriptive statistics, and full report of your inferential statistics.

Methods: Distributions of time to death from any cause were compared by fitting linear splines within groups defined by serum LDL using categories suggested by the Mayo Clinic (0-70 mg/dL, 70-100 mg/dL, 100-130 mg/dL, 130-160 mg/dL, 160-190 mg/dL, and >190 mg/dL). Quantification of association between all cause mortality and LDL group was summarized by the hazard ratio computed from the regression model, with hazard ratios computed relative to a 1 mg/dL increase in serum LDL within each serum LDL category. The confidence intervals and two-sided p-values were computed using Wald statistics based on the Huber-White sandwich estimator. Subjects missing data for serum LDL at time of study enrollment were omitted from the analysis.

b. Provide an interpretation for each parameter in your regression model, including the intercept.
The estimated hazard ratio for groups with serum LDL of 0-70 mg/dL differing by 1 mg/dL is 0.978. The two-sided p-value (p=0.019) suggests that the estimated hazard ratio is significantly different from 1. The 95% confidence interval suggests that the observed hazard ratio is not unusual if the true hazard ratio was anywhere between .960 and .996, with the group having a 1 mg/dL higher serum LDL having a lower instantaneous risk of death.
The estimated hazard ratio for groups with serum LDL of 70-100 mg/dL differing by 1 mg/dL is 0.980. The two-sided p-value (p=0.139) suggests that the estimated hazard ratio is not significantly different from 1. The 95% confidence interval suggests that the observed hazard ratio is not unusual if the true hazard ratio was anywhere between .953 and 1.007, with the group having a 1 mg/dL higher serum LDL tending towards a lower instantaneous risk of death.

The estimated hazard ratio for groups with serum LDL of 100-130 mg/dL differing by 1 mg/dL is 0.998. The two-sided p-value (p=0.835) suggests that the estimated hazard ratio is not significantly different from 1. The 95% confidence interval suggests that the observed hazard ratio is not unusual if the true hazard ratio was anywhere between .976 and 1.019, with the group having a 1 mg/dL higher serum LDL tending towards a lower instantaneous risk of death.

The estimated hazard ratio for groups with serum LDL of 130-160 mg/dL differing by 1 mg/dL is 1.003. The two-sided p-value (p=0.773) suggests that the estimated hazard ratio is not significantly different from 1. The 95% confidence interval suggests that the observed hazard ratio is not unusual if the true hazard ratio was anywhere between .979 and 1.028, with the group having a 1 mg/dL higher serum LDL tending towards a higher instantaneous risk of death.

The estimated hazard ratio for groups with serum LDL of 160-190 mg/dL differing by 1 mg/dL is 0.971. The two-sided p-value (p=0.181) suggests that the estimated hazard ratio is not significantly different from 1. The 95% confidence interval suggests that the observed hazard ratio is not unusual if the true hazard ratio was anywhere between .930 and 1.013, with the group having a 1 mg/dL higher serum LDL tending towards a lower instantaneous risk of death.

The estimated hazard ratio for groups with serum LDL of greater than 190 mg/dL differing by 1 mg/dL is 1.029. The two-sided p-value (p=0.261) suggests that the estimated hazard ratio is not significantly different from 1. The 95% confidence interval suggests that the observed hazard ratio is not unusual if the true hazard ratio was anywhere between .979 and 1.081, with the group having a 1 mg/dL higher serum LDL tending towards a higher instantaneous risk of death.

c. What analysis would you perform to assess whether the regression model used in this problem provides a “better fit” than does a model that uses only a continuous linear term for LDL? What is the result of such an analysis?

We would test for equality of the hazard ratio estimates predicted form the regression model. The Chi-square test returned a two-sided p-value of 0.0788. Therefore, there is insufficient evidence to conclude that the regression model provides significantly better fit than a model that uses only a continuous linear term for LDL.  
d. For each population defined by serum LDL value, compute the hazard ratio relative to a group having serum LDL of 160 mg/dL. (This will be used in problem 4). This can be effected by generating fitted hazard ratio estimates for each individual in the sample, and then dividing that fitted value by the fitted value for a subject having a LDL of 160 mg/dL.    
4. By answering the following questions, compare the relative advantages and disadvantages of the various statistical analysis strategies we have considered in Homeworks 1-4 and  problems 2 and 3 in this homework.
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a. What advantages do the regression strategies used in Homeworks 4 and 5 provide over the approaches used in Homeworks 1-3?

The regression strategies used in homeworks 4 and 5 model the predictor of interest as a continuous variable instead of dichotomizing the outcome by an arbitrary time period. Survival models incorporate the information of censored data while dichotomizing outcomes by 5 year all-cause mortality loses information (even if the first censoring event occurs after 5 years). Additionally, the quadratic, logistic, and linear spline modeling strategies in homeworks 4 and 5 allow for nonlinear trends in the response variable to be assessed against the predictor, compared to earlier homeworks that only tested for a linear relationship between the response (serum LDL) and the predictor of interest.
b. Comment on any similarities or differences of the fitted values from the three models fit in Homework 4 and the two models fit in problems 2 and 3 of this homework.
All five models predicted a decrease in the instantaneous risk of death with an increase of serum LDL from low (>90 mg/dL) to intermediate (130-160 mg/dL) levels. However, only the linear spline, quadratic, and (to a lesser extent) categorical regression methods picked up on a trend of increasing instantaneous risk of death at higher serum LDL concentrations. The linear and logistic regression models did not predict a higher hazard for higher serum LDL concentrations. 

c. A priori, of all the analyses we have considered for exploring an (unadjusted) association between all cause mortality and serum LDL in an elderly population, which one would you prefer and why?
A priori, I would prefer the linear spline to explore the potential association between all-cause mortality and serum LDL in an elderly population as the model treats the predictor as a continuous variable but is flexible enough to detect nonlinear trends, can test for a linear association, and is robust to model misspecification. Using the predictor of interest as a continuous variable, the method still borrows information to estimate the hazard function at each serum LDL concentration. A potential disadvantage is the arbitrary nature of selecting the linear spline cut points. 
