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Biost 518: Applied Biostatistics II 
Biost 515: Biostatistics II 

Emerson, Winter 2014 
 

Homework #2 Key 
January 21, 2014 

 
Instructions for grading: Prior to the answer for each problem, I provide the maximum points to be 
given for each problem, and the way that points should be distributed. Please insert comments on to the 
document indicating the points you have awarded for the problem, commenting on any reasons points 
were deducted. 
My answer to each question is provided in boldface type. In giving the answers, I sometimes provide 
alternative approaches in order that you can assess whether the numbers match up. I also provide 
some discussion of the choices or some additional material that I did not really expect to be provided in 
the answer. This additional information is provided in normal type. 
 
Written problems: To be submitted as a MS-Word compatible file to the class Catalyst dropbox by 9:30 
am on Tuesday, January 21, 2014. See the instructions for peer grading of the homework that are posted 
on the web pages.  
 

On this (as all homeworks) Stata / R code and unedited Stata / R  output is TOTALLY 
unacceptable. Instead, prepare a table of statistics gleaned from the Stata output. The table 
should be appropriate for inclusion in a scientific report, with all statistics rounded to a 
reasonable number of significant digits. (I am interested in how statistics are used to answer the 
scientific question.) 

 
Unless explicitly told otherwise in the statement of the problem, in all problems requesting 
“statistical analyses” (either descriptive or inferential), you should present both 

 Methods: A brief sentence or paragraph describing the statistical methods you used. 
This should be using wording suitable for a scientific journal, though it might be a 
little more detailed. A reader should be able to reproduce your analysis. DO NOT 
PROVIDE Stata OR R CODE. 

 Inference: A paragraph providing full statistical inference in answer to the question. 
Please see the supplementary document relating to “Reporting Associations” for 
details. 

 
This homework builds on the analyses performed in homework #1, As such, all questions relate to 
associations among death from any cause, serum low density lipoprotein (LDL) levels, age, and sex in a 
population of generally healthy elderly subjects in four U.S. communities. This homework uses the subset 
of information that was collected to examine MRI changes in the brain. The data can be found on the 
class web page (follow the link to Datasets) in the file labeled mri.txt. Documentation is in the file 
mri.pdf. See homework #1 for additional information.  
 

1. Perform statistical analyses evaluating an association between serum LDL and 5 year all-cause 
mortality by comparing mean LDL values across groups defined by vital status at 5 years using a 
t test that presumes equal variances across groups. Depending upon the software you use, you 
may also need to generate descriptive statistics for the distribution of LDL within each group 
defined by 5 year mortality status. As this problem is directed toward illustrating correspondences 
between the t test and linear regression, you do not need to provide full statistical inference for 
this problem. Instead, just answer the following questions. 
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Instructions for grading: Each part of this problem is worth his problem is worth 3 points, for a total of 
15 points. To get full credit, the answer must provide all requested estimates, as well any 
comparisons that were asked about.  

a. What are the sample size, sample mean and sample standard deviation of LDL values 
among subjects who survived at least 5 years? What are the sample size, sample mean 
and sample standard deviation of LDL values among subjects who died within 5 years? 
Are the sample means similar in magnitude? Are the sample standard deviations similar? 

Answer: In the 606 subjects who survived at least 5 years and had available LDL measurements, 
the sample mean LDL was 127.2 mg/dL, and the sample SD was 32.93 mg/dL. In the 119 subjects 
who died within 5 years and had available LDL measurements, the sample mean LDL was 118.7 
mg/dL, and the sample SD was 36.16 mg/dL. The sample mean is 8.5 mg/dL higher in subjects who 
survived, and the SD was approximately 9.8% higher in the subjects who died. (Note that a ratio of 
SD is more informative than is the difference in SD with respect to any problems that might be caused by 
heteroscedasticity.) 

b. What are the point estimate, the estimated standard error of that point estimate, and the 
95% confidence interval for the true mean LDL in a population of similar subjects who 
would survive at least 5 years? What are the corresponding estimates and CI for the true 
mean LDL in a population of similar subjects who would die within 5 years? Are the 
point estimates similar in magnitude? Are the standard errors similar in magnitude? 
Explain any differences in your answer about the estimates and estimated SEs compared 
to your answer about the sample means and sample standard deviations. 

Answer: Using the 606 subjects who survived at least 5 years and had available LDL 
measurements, the estimated mean LDL was 127.2 mg/dL, with a standard error of 1.34 mg/dL and 
a 95% CI of 124.6 – 129.8 mg/dL. and the sample SD was 32.93 mg/dL. Using the 119 subjects who 
died within 5 years and had available LDL measurements, the estimated mean LDL was 118.7 
mg/dL, with a standard error of 3.31 mg/dL and a 95% CI of 112.1 – 125.3 mg/dL. The estimated 
mean LDL is 8.5 mg/dL higher in subjects who survived. The estimated SE is much higher (2.47 
fold) for the subjects who died, because the large disparity in sample sizes: The SE is the SD divided 
by the square root of the sample size 

c. Does the CI for the mean LDL in a population surviving 5 years overlap with the CI for 
mean LDL in a population dying with 5 years? What conclusions can you reach from this 
observation about the statistical significance of an estimated difference in the estimated 
means at a 0.05 level of significance? 

Answer: Yes, the CI for the two groups’ means overlap. Unfortunately the degree of overlap 
provides no immediate information about any statistical significance between the groups. 

(Given that these two groups are independent samples, we can say the following: 

 If the CI do not overlap, then there is a significant difference between the means (using the same 
level of confidence).. 

 If the point estimate from one group is inside the CI for the other group, then there is not a 
significant difference between the means (using the same level of confidence). 

 For any other results, we cannot be sure until we actually perform a test. 

If the two groups were correlated, we cannot even use the above criteria. Depending on the correlation 
between measurements in the groups, nonoverlapping CI may still represent differences that are not 
statistically significant, and overlapping CI may represent differences that are statistically significant. 
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I strongly urge you not to rely on overlap of CI as a primary criterion for differences between groups. 
Instead, compute the difference or ratio of the relative parameters, and get a single CI and a single p 
value for that comparison.) 

d. If we presume that the variances are equal in the two populations, but we want to allow 
for the possibility that the means might be different, what is the best estimate for the 
standard deviation of LDL measurements in each group? (That is, how should we 
combine the two estimated sample standard deviations?) 

Answer: We would use the pooled SD estimate from the pooled variance estimate: 
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e. What are the point estimate, the estimated standard error of the point estimate, the 95% 
confidence interval for the true difference in means between a population that survives at 
least 5 years and a population that dies with 5 years? What is the P value testing the 
hypothesis that the two populations have the same mean LDL? What conclusions do you 
reach about a statistically significant association between serum LDL and 5 year all cause 
mortality? 

Answer: The mean LDL among subjects dying within 5 years is estimated to be 8.5 mg/dL lower 
than in subjects who survived at least 5 years. The estimated SE is 3.357 mg/dL, which leads to a 
95% CI for the true difference in mean LDL of 1.91 – 15.1 mg/dL, with lower mean LDL in 
subjects who die within 5 years. Based on a two-sided p value of 0.0115, we reject the null 
hypothesis of no association between serum LDL and risk of death in favor of a hypothesis that 
surviving subjects would tend toward higher mean serum LDL.  

2. Perform statistical analyses evaluating an association between serum LDL and 5 year all-cause 
mortality by comparing mean LDL values across groups defined by vital status at 5 years using 
ordinary least squares regression that presumes homoscedasticity. As this problem is directed 
toward illustrating correspondences between the t test and linear regression, you do not need to 
provide full statistical inference for this problem. Instead, just answer the following questions. 

Instructions for grading: Each part of this problem is worth his problem is worth 2 points, for a total of 
20 points. To get full credit, the answer must provide all requested estimates, as well any 
comparisons that were asked about.  

a. Fit two separate regression analyses. In both cases, use serum LDL as the response 
variable. Then, in model A, use as your predictor an indicator that the subject died within 
5 years. In model B, use as your predictor an indicator that the subject survived at least 5 
years. For each of these models, tell whether the model you fit is saturated? Explain your 
answer. 

Answer: In each regression models, two distinct groups (those who died within 5 years and those 
who survived at least 5 years) are modeled with two regression parameters (the intercept and the 
slope). They are both saturated models. 

b. Using the regression parameter estimates from one of your models (tell which one you 
use), what is the estimate of the true mean LDL among a population of subjects who 
survive at least 5 years? How does this compare to the corresponding estimate from 
problem 1? 

Answer: Using Model A, the intercept estimates a mean LDL of 127.2 mg/dL among subjects who 
survive at least 5 years. This is exactly the sample mean from problem 1a.  
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c. Using the regression parameter estimates from one of your models (tell which one you 
use), what is a confidence interval for the true mean LDL among a population of subjects 
who survive at least 5 years? How does this compare to the corresponding estimate from 
problem 1? Explain the source of any differences. 

Answer: Using Model A, the 95% CI for the intercept estimates mean LDL between 124.5 and 
129.9 mg/dL. This is very slightly different from the estimates in problem 1b, because in that 
problem the SE was computed using the sample SD from the surviving patients only, while the CI 
from this classical regression analysis is using the pooled SD as estimated by the RMSE. Note that 
the preponderance of the data contributing to the pooled SD comes from the survivors, so the 
pooled SD is closer to the sample SD for the survivors than it is to the sample SD for the subjects 
who died. 

d. Using the regression parameter estimates from one of your models (tell which one you 
use), what is the estimate of the true mean LDL among a population of subjects who die 
within 5 years? How does this compare to the corresponding estimate from problem 1? 

Answer: Using Model B, the intercept estimates a mean LDL of 118.7 mg/dL among subjects who 
survive at least 5 years. This is exactly the sample mean from problem 1a.  

e. Using the regression parameter estimates from one of your models (tell which one you 
use), what is a confidence interval for the true mean LDL among a population of subjects 
who die within 5 years? How does this compare to the corresponding estimate from 
problem 1? Explain the source of any differences. 

Answer: Using Model b, the 95% CI for the intercept estimates mean LDL between 112.7 and 124.7 
mg/dL. This is very slightly different from the estimates in problem 1b, because in that problem the 
SE was computed using the sample SD from the dying patients only, while the CI from this classical 
regression analysis is using the pooled SD as estimated by the RMSE.  

f. If we presume the variances are equal in the two populations, what is the regression based 
estimate of the standard deviation within each group for each model? How does this 
compare to the corresponding estimate from problem 1? 

Answer: The regression based estimate of the presumed common variance in the two groups is the 
RMSE of 33.48 mg/dL. This is exactly the SD derived from the pooled variance estimate in problem 
1. 

g. How do models A and B relate to each other? 

Answer: Models A and B are just reparameterizations of each other.  

h. Provide an interpretation of the intercept from the regression model A. 

Answer: The intercept of 127.2 mg/dL from model A is the estimated mean serum LDL in a 
population who would survive for 5 years post study entry.  

i. Provide an interpretation of the slope from the regression model A. 

Answer: The slope of -8.50 mg/dL from model A is the estimated difference in mean serum LDL for 
a population dying within 5 years minus the mean serum LDL for a population surviving at least 5 
years.  

j. Using the regression parameter estimates, what are the point estimate, the estimated 
standard error of the point estimate, the 95% confidence interval for the true difference in 
means between a population that survives at least 5 years and a population that dies 
within 5 years? What is the P value testing the hypothesis that the two populations have 
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the same mean LDL? What conclusions do you reach about a statistically significant 
association between serum LDL and 5 year all cause mortality? How does this compare 
to the corresponding inference from problem 1? 

Answer: The mean LDL among subjects dying within 5 years is estimated to be 8.5 mg/dL lower 
than in subjects who survived at least 5 years. The estimated SE is 3.357 mg/dL, which leads to a 
95% CI for the true difference in mean LDL of 1.91 – 15.1 mg/dL, with lower mean LDL in 
subjects who die within 5 years. Based on a two-sided p value of 0.0115, we reject the null 
hypothesis of no association between serum LDL and risk of death in favor of a hypothesis that 
surviving subjects would tend toward higher mean serum LDL. This is exactly the same inference 
that was reported in problem 1 in all respects. (I cut and pasted the answer except for the last 
sentence.) 

3. Perform statistical analyses evaluating an association between serum LDL and 5 year all-cause 
mortality by comparing mean LDL values across groups defined by vital status at 5 years using a 
t test that allows for the possibility of unequal variances across groups. How do the results of this 
analysis differ from those in problem 1? (Again, we do not need a formal report of the inference.) 

Instructions for grading: This problem is worth 10 points. Most important is that the answer discuss 
the similarity of point estimates, and the differences in the SE, CI, and p values.  

Answer: The use of a t test that allows for the possibility of unequal variances will have the same 
point estimate for the difference in means as was observed when using the t test that presumes 
equal variances. The SE for the estimated difference in means is different however: 3.357 mg/dL 
when using a pooled variance estimate in problem 1, and 3.574 mg/dL when allowing for unequal 
variances. The CI derived from those SE differ, not only because the SE differ, but also because the 
critical value used in the t test that presumes equal variances is based on 723 degrees of freedom, 
while the t test that allows unequal variances used a critical value based on 158.7 degrees of 
freedom. This latter critical value will be larger, thus leading to wider CI and a larger p value. 
(Note that the smaller group had the larger standard deviation. Hence it was entirely predictable that the 
CI would be wider and the p value larger when using the t test that allows for unequal variances.) 

4. Perform statistical analyses evaluating an association between serum LDL and 5 year all-cause 
mortality by comparing mean LDL values across groups defined by vital status at 5 years using a 
linear regression model that allows for the possibility of unequal variances across groups. How do 
the results of this analysis differ from those in problem 3? (Again, we do not need a formal report 
of the inference.)  

Instructions for grading: This problem is worth 10 points. Most important is that the answer discuss 
the similarity of point estimates, and the differences in the SE, CI, and p values.  

Answer: The use of the robust SE in linear regression leads to inference that is approximately (but 
not exactly) the same as a t test that allows for the possibility of unequal variances. The point 
estimates will agree exactly. The SE for the estimated difference in means from the t test will be 
very slightly different from the estimated SE for the slope in the regression: 3.566 mg/dL when 
using robust SE with linear regression, and 3.574 mg/dL when allowing for unequal variances in a t 
test. The CI derived from those SE differ, not only because the SE differ, but also because the 
critical value used in the regression is based on 723 degrees of freedom, while the t test that allows 
unequal variances used a critical value based on 158.7 degrees of freedom. This latter critical value 
will be larger, thus leading to wider CI (1.44 – 15.56 mg/dL vs 1.50 – 15.50 mg/dL) and a larger p 
value. 

5. Perform a regression analysis evaluating an association between serum LDL and age by 
comparing the distribution of LDL across groups defined by age as a continuous variable. 
(Provide formal inference where asked to.) 
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Instructions for grading: Part a of this problem is worth 5 points. There must be suitable descriptive 
statistics and a discussion of what they would mean for effect modification and confounding. It 
is nice if both a graph and table are presented, but it was not crucial. All other parts of the 
problem are worth 3 points. Numerical estimates must be correct, and full inference must be 
provided where it was requested. 

a. Provide descriptive statistics appropriate to the question of an association between LDL 
and age. Include descriptive statistics that would help evaluate whether any such 
association might be confounded or modified by sex. (But we do not consider sex in the 
later parts of this problem.) 

Answer: Serum LDL measurements were missing for 10 of the 735 subjects in the data set: four 
females (ages 68, 73, 75, and 82) and six males (ages 68, 68, 71, 76, 77, and 86). The following figure 
displays a scatterplot of serum LDL measurements by age for the 725 subjects with available data. 
Points are color coded by sex (pink diamonds for females and blue dots for males). Also displayed 
are superimposed lowess smooths for each sex (pink= female and blue= male), as well as for the 
combined sample (black). The data do not suggest any strong linear trend by age, though there is 
some suggestion that females tend to slightly higher values than males: the roughly parallel 
smoothed lines do not suggest any effect modification,  the vertical separation of the lines is 
suggestive of a slight association between mean serum LDL and sex, and the lack of appreciable 
upward or downward slope in the smooths suggests that there is no strong evidence for an 
association between mean LDL and age. This is borne out in the following table, which shows that 
mean serum LDL measurements tend to be approximately 10 mg/dL than those for females in 
every age range, with no clear trend in mean LDL by age for either sex. The similarity of age 
distribution for each sex would mean that confounding would not be much of an issue. 
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(Mean (SD; Minimum – Maximum; n) 
Age (yrs) Females Males Both sexes 

65 - 70 yrs 132.9 (34.74; 51 - 247; n= 90) 126.9 (30.76; 68 - 206; n= 84) 130.0 (32.92; 51 - 247; n= 174) 

71 - 75 yrs 128.4 (33.64; 46 - 216; n= 149) 118.3 (32.84; 37 - 188; n= 146) 123.4 (33.58; 37 - 216; n= 295) 

76 - 80 yrs 132.2 (35.37; 11 - 225; n= 74) 117.8 (29.91; 52 - 218; n= 81) 124.7 (33.31; 11 - 225; n= 155) 

81 - 85 yrs 133.5 (31.39; 84 - 201; n= 37) 124.1 (34.84; 69 - 227; n= 29) 129.4 (33.03; 69 - 227; n= 66) 

86 - 99 yrs 131.7 (41.07; 68 - 216; n= 15) 117.2 (36.42; 57 - 216; n= 20) 123.4 (38.59; 57 - 216; n= 35) 

All ages 130.9 (34.25; 11 - 247; n= 365) 120.6 (32.15; 37 - 227; n= 360) 125.8 (33.60; 11 - 247; n= 725) 

 

(In the above table, I used rows for age and columns for sex, even though I stated that age was the 
variable of greatest interest. While I usually prefer to make comparisons across rows, the advantage of 
having more age categories outweighed that preference in this case. As it turns out, the most consistent 
trends are across sex, so that proved fortuitous.) 

b. Provide a description of the statistical methods for the model you fit to address the 
question of an association between LDL and age. 

Answer: A linear regression model of mean serum LDL as a continuous function of age was fit to 
assess linear trends. Standard errors were computed using the Huber-White sandwich estimator. 

(An alternative approach could have used classical linear regression, though I think it preferable to allow 
for the possibility of heteroscedasticity.) 

c. Is this a saturated model? Explain your answer. 

Answer: This is not a saturated model: only two regression parameters are available to fit 31 
distinct age groups. 

d. Based on your regression model, what is the estimated mean LDL level among a 
population of 70 year old subjects? 

Answer: E[ LDL | Age = 70 ] = 132.5281 – 0.0901904 x 70 = 126.2 mg/dL 

e. Based on your regression model, what is the estimated mean LDL level among a 
population of 71 year old subjects? How does the difference between your answer to this 
problem and your answer to part c relate to the slope? 

Answer: E[ LDL | Age = 71 ] = 132.5281 – 0.0901904 x 71 = 126.1 mg/dL. The difference between 
the two answers corresponds to the slope: The older group is estimated to have a mean LDL that is 
0.0901904 mg/dL less than the younger group. 

f. Based on your regression model, what is the estimated mean LDL level among a 
population of 75 year old subjects? How does the difference between your answer to this 
problem and your answer to part c relate to the slope? 

Answer: E[ LDL | Age = 71 ] = 132.5281 – 0.0901904 x 75 = 125.8 mg/dL. The difference between 
the two answers corresponds to 5 times the slope: The older group is estimated to have a mean LDL 
that is 0.450952 mg/dL less than the younger group. 

g. What is the interpretation of the “root mean squared error” in your regression model? 

Answer: Under the presumption of a straight line relationship among the group means, the RMSE 
of 33.622 mg/dL is the square root of a weighted average of the estimated variances  in each age 
group (where the weighting is by sample size within each age group). To the extent that the 
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variances are approximately equal across age groups, the RMSE is approximately the standard 
deviation within each group. 

h. What is the interpretation of the intercept? Does it have a relevant scientific 
interpretation? 

Answer: The intercept of 132.5 mg/dL is the estimated mean serum LDL in a population of age 0. 
As this is way outside the range of sampled data, this value is not relevant to the questions posed by 
the collected data, nor is it trustworthy to extrapolate in this manner. 

i. What is the interpretation of the slope?  

Answer: The slope of -0.0901 mg/dL is an estimate of the difference in mean serum LDL between 
two groups differing in age by 1 year, with the older group tending toward a lower mean serum 
LDL.. 

j. Provide full statistical inference about an association between serum LDL and age based 
on your regression model. 

Answer: From a linear regresson analysis of 725 available observations from a sample of 735 
elderly subjects between ages 65 and 99, we estimate a difference in mean serum LDL of 0.0902 
mg/dL for each year difference in age, with older groups tending to have lower mean LDL. Based 
on a 95% confidence interval, we find that observing such an estimated difference is not unusual if 
the true association between LDL and age were such that the difference in mean LDL were 
anywhere between a tendency toward older groups having mean LDL 0.541 mg/dL lower per year 
difference in age to 0.360 mg/dL higher per year difference in age. These results are thus not 
statistically significant evidence of an association (two-sided P= 0.694). 

k. Suppose we wanted an estimate and CI for the difference in mean LDL across groups that 
differ by 5 years in age. What would you report? 

Answer: A 95% CI for the difference in mean serum LDL between groups differing in age would be 
found by multiplying the above CI by 5: -2.70 mg/dL to 1.80 mg/dL would be the CI for a difference 
between the mean serum LDL for a group of some specified age minus the mean serum LDL for a 
group 5 years younger.. 

l. Perform a test for a nonzero correlation between LDL and age. How does your 
regression-based conclusion about an association between LDL and age compare to 
inference about correlation? 

Answer: The sample correlation of -0.0146 is not statistically different from 0 (P = 0.6944). This test 
would correspond exactly with the two-sided p value for a nonzero slope from classical linear 
regression. Owing to the lack of substantial heteroscedasticity, it agrees well with the p value for the 
slope when computed using the robust standard errors. 
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Stata Output 
 
Problem #1: 
 
. quietly:                                                                        /// 
> infile ptid mridate age male race weight height packyrs yrsquit alcoh physact   /// 
>        chf chd stroke diabetes genhlth ldl alb crt plt sbp aai fev dsst atrophy /// 
>            whgrd numinf volinf obstime death                                        /// 
>            using http://www.emersonstatistics.com/datasets/mri.txt 
 
.  
. g deadin5 = 0 
 
. replace deadin5 = 1 if obstime <= 5 * 365.25 
(121 real changes made) 
 
.  
. ttest ldl, by(deadin5) 
 
Two-sample t test with equal variances 
------------------------------------------------------------------------------ 
   Group |     Obs        Mean    Std. Err.   Std. Dev.   [95% Conf. Interval] 
---------+-------------------------------------------------------------------- 
       0 |     606     127.198    1.337646    32.92893     124.571     129.825 
       1 |     119    118.6975     3.31451    36.15704    112.1338    125.2611 
---------+-------------------------------------------------------------------- 
combined |     725    125.8028    1.247946    33.60197    123.3527    128.2528 
---------+-------------------------------------------------------------------- 
    diff |            8.500541    3.356652                1.910591    15.09049 
------------------------------------------------------------------------------ 
    diff = mean(0) - mean(1)                                      t =   2.5324 
Ho: diff = 0                                     degrees of freedom =      723 
 
    Ha: diff < 0                 Ha: diff != 0                 Ha: diff > 0 
 Pr(T < t) = 0.9942         Pr(|T| > |t|) = 0.0115          Pr(T > t) = 0.0058 



Biost 518 / 515, Winter 2014 Homework #2 Key January 21, 2014, Page 10 of 16 

Problem #2: 
 
. // Model A 
. regress ldl deadin5 
 
      Source |       SS       df       MS              Number of obs =     725 
-------------+------------------------------           F(  1,   723) =    6.41 
       Model |  7187.44762     1  7187.44762           Prob > F      =  0.0115 
    Residual |  810275.347   723  1120.71279           R-squared     =  0.0088 
-------------+------------------------------           Adj R-squared =  0.0074 
       Total |  817462.794   724  1129.09226           Root MSE      =  33.477 
 
------------------------------------------------------------------------------ 
         ldl |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval] 
-------------+---------------------------------------------------------------- 
     deadin5 |  -8.500541   3.356652    -2.53   0.012    -15.09049   -1.910591 
       _cons |    127.198   1.359912    93.53   0.000     124.5282    129.8679 
------------------------------------------------------------------------------ 
 
.  
. // Model B 
. g alivefor5 = 1 - deadin5 
 
. regress ldl alivefor5 
 
      Source |       SS       df       MS              Number of obs =     725 
-------------+------------------------------           F(  1,   723) =    6.41 
       Model |  7187.44762     1  7187.44762           Prob > F      =  0.0115 
    Residual |  810275.347   723  1120.71279           R-squared     =  0.0088 
-------------+------------------------------           Adj R-squared =  0.0074 
       Total |  817462.794   724  1129.09226           Root MSE      =  33.477 
 
------------------------------------------------------------------------------ 
         ldl |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval] 
-------------+---------------------------------------------------------------- 
   alivefor5 |   8.500541   3.356652     2.53   0.012     1.910591    15.09049 
       _cons |   118.6975   3.068836    38.68   0.000     112.6726    124.7224 
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------------------------------------------------------------------------------ 
 
 
Problem #3: 
 
. ttest ldl, by(deadin5) unequal 
 
Two-sample t test with unequal variances 
------------------------------------------------------------------------------ 
   Group |     Obs        Mean    Std. Err.   Std. Dev.   [95% Conf. Interval] 
---------+-------------------------------------------------------------------- 
       0 |     606     127.198    1.337646    32.92893     124.571     129.825 
       1 |     119    118.6975     3.31451    36.15704    112.1338    125.2611 
---------+-------------------------------------------------------------------- 
combined |     725    125.8028    1.247946    33.60197    123.3527    128.2528 
---------+-------------------------------------------------------------------- 
    diff |            8.500541    3.574252                 1.44132    15.55976 
------------------------------------------------------------------------------ 
    diff = mean(0) - mean(1)                                      t =   2.3783 
Ho: diff = 0                     Satterthwaite's degrees of freedom =  158.746 
 
    Ha: diff < 0                 Ha: diff != 0                 Ha: diff > 0 
 Pr(T < t) = 0.9907         Pr(|T| > |t|) = 0.0186          Pr(T > t) = 0.0093 
 
Problem #4: 
 
. regress ldl deadin5, robust 
 
Linear regression                                      Number of obs =     725 
                                                       F(  1,   723) =    5.68 
                                                       Prob > F      =  0.0174 
                                                       R-squared     =  0.0088 
                                                       Root MSE      =  33.477 
 
------------------------------------------------------------------------------ 
             |               Robust 
         ldl |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval] 
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-------------+---------------------------------------------------------------- 
     deadin5 |  -8.500541   3.565821    -2.38   0.017    -15.50114   -1.499941 
       _cons |    127.198    1.33839    95.04   0.000     124.5704    129.8256 
------------------------------------------------------------------------------ 
 
Problem #5: 
 
. list male age if ldl==. 
 
     +------------+ 
     | male   age | 
     |------------| 
 29. |    0    82 | 
 47. |    0    68 | 
119. |    0    73 | 
242. |    0    75 | 
539. |    1    77 | 
     |------------| 
580. |    1    71 | 
607. |    1    68 | 
608. |    1    76 | 
635. |    1    86 | 
645. |    1    68 | 
     |------------| 
 
. twoway (scatter ldl age if male==1, jitter(2) col(blue)) /// 
>     (lowess ldl age if male==1, col(blue)) /// 
>     (scatter ldl age if male==0, jitter(1) col(pink) msymb(D)) /// 
>     (lowess ldl age if male==0, col(pink)) /// 
>         (lowess ldl age, col(black) xtitle("Age (years)") /// 
>     ytitle("LDL (mg/dL)") t1("Serum LDL by Age and Sex")), /// 
>         legend(label(5 "Both sexes (lowess)") label(1 "Males") /// 
>         label(2 "Males (lowess)") label(3 "Females") label(4 "Females (lowess)")) 
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. recode age 65/70=1 71/75=2 76/80=3 81/85=4 86/max=5, gen(ageCTG) 
(735 differences between age and ageCTG) 
 
.  
. bysort male: tabstat ldl, stat(n mean sd min q max) col(stat) by(ageCTG) 
 
------------------------------------------------------------------------------------------- 
-> male = 0 
 
Summary for variables: ldl 
     by categories of: ageCTG (RECODE of age) 
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  ageCTG |         N      mean        sd       min       p25       p50       p75       max 
---------+-------------------------------------------------------------------------------- 
       1 |        90     132.9  34.74079        51       110     131.5       151       247 
       2 |       149   128.396  33.64356        46       108       127       149       216 
       3 |        74  132.2432  35.37192        11       114       134       152       225 
       4 |        37  133.4865  31.39322        84       108       127       156       201 
       5 |        15  131.7333   41.0687        68        97       141       160       216 
---------+-------------------------------------------------------------------------------- 
   Total |       365  130.9397  34.25216        11       110       131       151       247 
------------------------------------------------------------------------------------------ 
 
------------------------------------------------------------------------------------------- 
-> male = 1 
 
Summary for variables: ldl 
     by categories of: ageCTG (RECODE of age) 
 
  ageCTG |         N      mean        sd       min       p25       p50       p75       max 
---------+-------------------------------------------------------------------------------- 
       1 |        84  126.9048  30.75736        68       104     131.5     150.5       206 
       2 |       146  118.2671  32.84242        37        93     118.5       138       188 
       3 |        81  117.8395   29.9088        52        99       112       136       218 
       4 |        29  124.1034  34.83978        69       102       122       138       227 
       5 |        20    117.15  36.42046        57        95     111.5       135       216 
---------+-------------------------------------------------------------------------------- 
   Total |       360  120.5944  32.14767        37        98       117       142       227 
------------------------------------------------------------------------------------------ 
 
------------------------------------------------------------------------------------------- 
-> male = . 
no observations 
 
.  
. tabstat ldl, stat(n mean sd min q max) col(stat) by(ageCTG) 
 
Summary for variables: ldl 
     by categories of: ageCTG (RECODE of age) 
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  ageCTG |         N      mean        sd       min       p25       p50       p75       max 
---------+-------------------------------------------------------------------------------- 
       1 |       174  130.0057  32.92108        51       106     131.5       151       247 
       2 |       295  123.3831   33.5783        37       100       123       146       216 
       3 |       155  124.7161  33.31486        11       102       123       144       225 
       4 |        66  129.3636  33.02616        69       105     126.5       150       227 
       5 |        35     123.4  38.59229        57        95       128       142       216 
---------+-------------------------------------------------------------------------------- 
   Total |       725  125.8028  33.60197        11       102       125       147       247 
------------------------------------------------------------------------------------------ 
 
 
. regress ldl age, robust 
 
Linear regression                                      Number of obs =     725 
                                                       F(  1,   723) =    0.15 
                                                       Prob > F      =  0.6984 
                                                       R-squared     =  0.0002 
                                                       Root MSE      =  33.622 
 
------------------------------------------------------------------------------ 
             |               Robust 
         ldl |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval] 
-------------+---------------------------------------------------------------- 
         age |  -.0901904   .2326644    -0.39   0.698    -.5469688     .366588 
       _cons |   132.5281   17.34322     7.64   0.000     98.47902    166.5772 
------------------------------------------------------------------------------ 
 
.  
. regress ldl age 
 
      Source |       SS       df       MS              Number of obs =     725 
-------------+------------------------------           F(  1,   723) =    0.15 
       Model |  174.675008     1  174.675008           Prob > F      =  0.6944 
    Residual |  817288.119   723  1130.41234           R-squared     =  0.0002 
-------------+------------------------------           Adj R-squared = -0.0012 
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       Total |  817462.794   724  1129.09226           Root MSE      =  33.622 
 
------------------------------------------------------------------------------ 
         ldl |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval] 
-------------+---------------------------------------------------------------- 
         age |  -.0901904   .2294369    -0.39   0.694    -.5406325    .3602518 
       _cons |   132.5281   17.15422     7.73   0.000     98.85007    166.2061 
------------------------------------------------------------------------------ 
 
.  
. pwcorr ldl age, sig 
 
             |      ldl      age 
-------------+------------------ 
         ldl |   1.0000  
             | 
             | 
         age |  -0.0146   1.0000  
             |   0.6944 
             | 
 


