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Written problems: To be submitted as a MS-Word compatible file to the class Catalyst dropbox by 9:30 am on Monday, February 2, 2014. See the instructions for peer grading of the homework that are posted on the web pages. 
On this (as all homeworks) Stata / R code and unedited Stata / R  output is TOTALLY unacceptable. Instead, prepare a table of statistics gleaned from the Stata output. The table should be appropriate for inclusion in a scientific report, with all statistics rounded to a reasonable number of significant digits. (I am interested in how statistics are used to answer the scientific question.)

Unless explicitly told otherwise in the statement of the problem, in all problems requesting “statistical analyses” (either descriptive or inferential), you should present both
· Methods: A brief sentence or paragraph describing the statistical methods you used. This should be using wording suitable for a scientific journal, though it might be a little more detailed. A reader should be able to reproduce your analysis. DO NOT PROVIDE Stata OR R CODE.
· Inference: A paragraph providing full statistical inference in answer to the question. Please see the supplementary document relating to “Reporting Associations” for details.
This homework considers pregnancy outcomes in an observational study of women attending a prenatal clinic in South Africa. Questions in this homework focus most closely on association with delivery of babies that are small for gestational age (SGA). The data can be found on the class web page (follow the link to Datasets) in the file labeled pregout.txt (you will not need any of the longitudinal measurements in the file preglong.txt). Documentation is in the file pregnancy.pdf.
1. Provide suitable descriptive statistics relevant to this analysis.
Methods: Only slight modifications were made to the original dataset. First we re-coded two binary variables (sex and smoker) to indicator variables for smoker and male. We also consider scientifically-informed categorizations of infant birth weight (< 2500g and ≥ 2500 g), gestational age (< 38 weeks and ≥ 38 weeks), maternal age (teen < 18, adult 18-34, advanced maternal age ≥ 35), and parity (0, 1-2, ≥ 3 prior children) for the purpose of descriptive statistics. These categories are based on prior scientific knowledge about infant birth weight, gestational age, and maternal age and parity. In Table 1 below we report summary statistics for maternal characteristics (height, age, number or previous children, and indicator for whether the mother was a smoker) and infant characteristics (birth weight, gestational age, sex, and indicator for whether the infant was determined to be small for gestational age). We are interested in determining which maternal characteristics are associated with the probability of delivering an infant that is small for gestational age (SGA). We are particularly interested in whether the probability of giving birth to an infant that is SGA differs across groups defined by maternal smoking, so in Table 1 we also present descriptive statistics across groups defined by maternal smoking. Within these groups defined by maternal smoking we report the mean, standard deviation, minimum and maximum, and number missing (if any) for continuous variables (height, age, parity, birth weight, and gestational age) and we report percentages and number missing (if any) for categorical variables (indicator for SGA, indicator for maternal smoking, indicator for infant sex).  Plot?
Inference: We have observations for 755 pregnant women from Western Cape, South Africa who had singleton pregnancies and could not afford private healthcare. However, we are missing measurements of maternal smoking habits and infant birth weight, sex, and gestational age for four subjects (subjects 50322437, 50521194, 64404776, and 72944317), one of whom delivered an infant that was SGA. Since each of these variables is of high interest, we remove these subjects from consideration and conduct all further analyses using the 751 remaining women for whom we are not missing all four of these measurements. Among the remaining 751 subjects, we are missing a few measurements for height and gestational age, but will ignore these missing observations only in analyses that consider those variables. 
Of the remaining 755 subjects, 13.8% delivered an infant that was SGA. Fewer (9.99%) delivered an infant with low birthweight (< 2500g) and only 5.20% delivered an infant pre-term (< 38 weeks). Quite a few of these women were smokers (30.8%), most were between 18 and 34 years of age (89.7%), about half (49.5%) had already given birth to one or two children, and most of the rest (38.7%) were giving birth to their first child. For more details see Table 1. We found that in our dataset, mothers that smoked were more likely to have given birth to an infant that was SGA compared to nonsmokers (19.5% versus 11.3%). Also, a higher proportion of mothers that smoked gave birth to an infant of low birth weight compared to nonsmokers (14.3% vs 8.08%) and their infants had a smaller average birth weight. Smoking mothers were also slightly more likely to have given birth to infants pre-tem (6.52% vs 4.62%), but the difference in the mean gestational ages of infants born to smokers versus nonsmokers was small. This suggests that each of these variables is associated with our predictor of interest in our sample. Based on prior scientific knowledge (specifically, the definition of our response variable SGA), we know that birth weight is associated with whether an infant is small for gestational age, but this relationship is in our causal pathway of interest, so we will not account for birth weight as a confounder. Gestational age should also be incorporated into the determination of SGA, so we do not expect that it is causally associated with our response and thus it is not a confounder
. The other variables did not vary noticeably across groups defined by maternal smoking.
Further analysis shows that in this dataset, mothers who gave birth to infants that were SGA had smaller average height compared to mothers who gave birth to infants that were not SGA (154.6 vs 157.0 cm), had smaller average age (23.9 vs 24.9 years), and were more likely to have given birth pre-term (37.9% vs 0%), to a girl (67.7% vs 47.6
%), and to be a first time mother (46.2% vs 37.6%). This confirms some of our prior hypotheses that age of the mother and parity would be causally associated with the probability an infant is SGA. It is interesting to note that our hypothesis of whether maternal height and infant sex and gestational age would be causally associated with the probability of infants born SGA would depend on the definition of “small for gestational age.” It seems that the determination of whether an infant is small for gestational age should have already taken into account the size (height) of the mother, since the mother could belong to a racial subgroup that tends to be more petite; the sex of the baby, since we may predict that girls tend to be slightly smaller than boys at birth; and gestational age, since we are interested in whether an infant, born at any gestational age, is small compared to other infants born at that same age. However, since we do not have any information about how “small for gestational age” was determined in this dataset, we cannot be sure whether these variables have already been accounted for. Thus we may need to account for all of these variables are precision variables since they are causally associated with our response (probability of SGA), but were not found to be associated with our predictor of interest, maternal smoking, in our sample. 
In later questions (6-8) we are also interested in the association between maternal age and probability of delivering an SGA infant. We might consider creating a scatterplot, such as Figure 1, below, to see how the probability of delivering an SGA infant varies across groups defined by maternal age
.
	
	Maternal Smoking

	
	Smoker (n=231)
	Nonsmoker (n=520)
	Entire Sample (n=751)

	Infant Characteristics

	Small for Gestational Age (SGA) (%)
	19.5%
	11.3%
	13.9%

	Birthweight (grams)
	2972.2 (512.38; 1410 - 4550)
	3164.9 (533.85; 1035 - 4730)
	3105.6 (534.46; 1035 - 4730)

	Gestational Age (weeks)
	39.0 (1.36; 33 - 43), missing: 1
	39.3 (1.55; 30 - 44)
	39.2 (1.5; 30 - 44), missing: 1

	Male (%)
	48.1%
	52.3%
	51.0%

	Maternal Characteristics

	Maternal Age (years)
	25.1 (5.35; 15 - 42)
	24.6 (5.37; 14 - 43)
	24.8 (5.36; 14 - 43)

	Maternal Height (cm)
	156.8 (7.185; 106 - 176), missing: 1
	156.6 (6.157; 127 - 175), missing: 5
	156.7 (6.488; 106 - 176), missing: 6

	Number of Previous Children (children)
	1.19 (1.27; 0 - 6)
	1.06 (1.19; 0 - 6)
	1.10 (1.21; 0 - 6)


Table 1. Descriptive statistics presented for continuous variables are the mean (standard deviation; minimum - maximum), number of missing observations (if any). Descriptive statistics presented for binary variables are the percentages and number of missing observations.

2. Perform a statistical regression analysis evaluating an association between the odds of delivery of infants who were small for gestational age (SGA) and maternal smoking behavior. (Only give a formal report of the inference where asked to.)
a. Give full inference regarding the association between SGA and maternal smoking. 

Methods: We compare the odds of delivery of infants who were SGA between subjects who did and did not smoke. We conduct a simple logistic regression without robust standard errors, with the indicator for SGA as our response and the indicator for maternal smoking as our response. Point estimates for the odds of delivery of an SGA infant among nonsmokers and the ratio of odds of delivery of an SGA infant between smokers and nonsmokers are based on the exponentiated estimated intercept and slope of our logistic regression. We construct 95% confidence intervals for the ratio of odds of delivery of an SGA infant between smokers and nonsmokers based on Wald statistics. We also conduct a two-sided hypothesis test based on the same Wald-based statistics that tests the null hypothesis that the regression slope is zero (i.e., the odds ratio is one between smokers and nonsmokers) to test for an association between odds of delivery of an SGA infant and maternal smoking. 
Inference: We estimate that the odds of delivery of an SGA infant among the 231 subjects who smoked was 0.242 and the odds of delivery of an SGA infant among the 520 subjects who did not smoke was 0.128. Thus, our estimate for the ratio of odds of delivery of an SGA infant between smokers and nonsmokers is 1.890, so we estimate that the odds of delivery of an SGA infant is 89.0% higher in relative value for mothers who smoke. A 95% confidence interval for this odds ratio is from 1.233 to 2.883. So, our observed ratio of odds of delivery of an SGA infant between smokers and nonsmokers (1.890) would not be unusual if the true population of mothers who smoke had odds of delivery of an SGA infant between 1.233 and 2.883 times higher in relative value compared to mothers who do not smoke. A two-sided hypothesis test for the odds ratio equal to one yields a p-value of 0.003 which is significant at the 0.05 level, so we can reject the null hypothesis that the odds of delivery of an SGA infant are the same between mothers that did and did not smoke, and conclude that there is an association between odds of delivery of an SGA infant and maternal smoking
. 
b. Use the regression model parameter estimates to provide estimates of both the odds and the probability of delivering a SGA infant separately for smokers and nonsmokers. How do these estimates compare with simple descriptive statistics as you might have reported in problem 1. Explain any differences or similarities.

Methods: Point estimates for the odds of delivery of an SGA infant among nonsmokers and smokers and the ratio of odds of delivery of an SGA infant between smokers and nonsmokers are based on the exponentiated estimated intercept and slope of our logistic regression in part (a). We estimate the probability of delivering a SGA infant for smokers and nonsmokers based on the fact that the probability of an event equal the ratio of the odds and the odds plus one (probability = odds / (odds + 1)). 
Inference: We estimate that the odds of delivery of an SGA infant among the 231 subjects who smoked was 0.242 and the odds of delivery of an SGA infant among the 520 subjects who did not smoke was 0.128. Thus, we estimate that the probability of delivery of an SGA infant among the 231 subjects who smoked was 0.195 and the probability of delivery of an SGA infant among the 520 subjects who did not smoke was 0.113. These probabilities are exactly consistent with the probabilities of delivery of an SGA infant among smokers and nonsmokers reported in Table 1. This is because our simple logistic regression is saturated, so the estimates it provides of odds of delivery of an SGA infant among smokers and nonsmokers will exactly match the sample odds in each of these groups
. 
c. There were actually four regression analyses that could have been used to answer this question. I am betting that all students would have fit a regression model with SGA as response and the indicator of maternal smoking as the predictor. Presuming that you did indeed fit that model, explain the similarities and differences between the estimates and inference you would have obtained for the following three additional models (You do not need to run these analyses, if you can tell me how they differ without doing so. It is of course okay to run the analyses if it will help you recognize the more general principles.):

i. You create an indicator NONSMOKER that the mother was a nonsmoker, and you fit a logistic regression model of response SGA on predictor NONSMOKER.

Methods: To compare the odds of delivery of infants who were SGA between subjects who did not and did smoke, we could instead conduct a simple logistic regression without robust standard errors, with the indicator for SGA as our response and the indicator for maternal nonsmoking as our response. Point estimates, 95% confidence intervals, and two-sided hypothesis tests would be conducted using the same methods as in part (a). 
Inference: Our exponentiated intercept is now the estimated odds of delivering an SGA infant for smokers, so it will differ from the exponentiated intercept in part (a), but it will equal the product of the exponentiated slope and exponentiated intercept from part (a
) . The exponentiated slope is now the estimated ratio of odds of delivering a SGA infant for nonsmokers compared to smokers, so it will be the reciprocal of the estimated odds ratio in part (a). Although the interpretation and estimates for the slope and intercept will be slightly different, the estimates for the odds of delivery of an SGA infant for smokers and nonsmokers will be exactly the same. The upper and lower bounds of the confidence interval for the odds ratio will be the reciprocal of the lower and upper bounds of the confidence interval in part (a) because we’re now dividing the odds of nonsmokers by odds of smokers instead of the other way around. The standard error for the slope will be the same. The test statistic will be -1 times the test statistic in part (a) and the p-value for the hypothesis test will be exactly the same as in part (a). Our final conclusions about the association between SGA and maternal smoking will be the same.
ii. You create an indicator NOTSGA that the infant was not small for gestational age, and you fit a logistic regression model of response NOTSGA on predictor SMOKER.

Methods: To compare the odds of delivery of infants who were not SGA between subjects who did and did not smoke, we could instead conduct a simple logistic regression without robust standard errors, with the indicator for not-SGA as our response
 and the indicator for maternal smoking as our response. Point estimates, 95% confidence intervals, and two-sided hypothesis tests would be conducted using the same methods as in part (a).

Inference: Our exponentiated intercept is now the estimated odds of delivering a not-SGA infant for nonsmokers, so it will be the same as the reciprocal of the exponentiated intercept in part (a) and has a slightly different interpretation
. The exponentiated slope is now the estimated ratio of odds of delivering a not-SGA infant for smokers compared to nonsmokers, so it will be the reciprocal of that in part (a). The upper and lower bounds of the confidence interval for the odds ratio will be the reciprocal of the lower and upper bounds in part (a). The standard error for the slope will be the same. The test statistic will be -1 times the test statistic in part (a) and the p-value for the hypothesis test will be exactly the same as in part (a). Our final conclusions about the association between SGA and smoking will be the same.
iii. You fit a regression model of response NOTSGA on predictor NONSMOKER. 
Methods: To compare the odds of delivery of infants who were not SGA between subjects who did not and did smoke, we could conduct a simple logistic regression without robust standard errors, with the indicator for not-SGA as our response and the indicator for maternal nonsmoking as our response. Point estimates, 95% confidence intervals, and two-sided hypothesis tests would be conducted using the same methods as in part (a).

Inference: Our exponentiated intercept is now the estimated odds of delivering a not-SGA infant for smokers, so it will be the reciprocal of the product of the exponentiated slope and exponentiated intercept from part (a). The exponentiated slope is now the estimated ratio of odds of delivering a not-SGA infant for nonsmokers compared to smokers, so it will be the same as that in part (a). The standard error for the slope will be the same. The 95% confidence intervals for the exponentiated slope will be the same. The test statistic will be the same as the test statistic in part (a) and the p-value for the hypothesis test will be exactly the same as in part (a). Our final conclusions about the association between SGA and smoking will be the same
.
3. Repeat problem 2, except consider a statistical regression analysis evaluating an association between the odds of delivery of infants who were small for gestational age (SGA) and maternal smoking behavior by evaluating the difference in probabilities for SGA across smoking groups.
a. Give full inference regarding the association between SGA and maternal smoking. 

Methods: We compare the probability of delivery of infants who were SGA between subjects who did and did not smoke. We conduct a simple linear regression with robust standard errors (based on Huber-White sandwich estimators), with the indicator for SGA as our response and the indicator for maternal smoking as our response. Point estimates for the probability of delivery of an SGA infant among nonsmokers and the absolute difference of probabilities of delivery of an SGA infant between smokers and nonsmokers are based on the estimated intercept and slope of our linear regression. We construct 95% confidence intervals for the absolute difference of probabilities of delivery of an SGA infant between smokers and nonsmokers based on Wald statistics, again using robust estimation of standard errors. We also conduct a two-sided hypothesis test based on the same Wald-based statistics that tests the null hypothesis that the regression slope is zero (i.e., the absolute difference in probabilities is zero between smokers and nonsmokers) to test for an association between probability of delivery of an SGA infant and maternal smoking
. 

Inference: We estimate that the probability of delivery of an SGA infant among the 231 subjects who smoked was 0.195 and the probability of delivery of an SGA infant among the 520 subjects who did not smoke was 0.113. Thus, our estimate for the absolute difference of probabilities of delivery of an SGA infant between smokers and nonsmokers is 0.081, so we estimate that the probability of delivery of an SGA infant is 8.1% higher in absolute value for mothers who smoke. A 95% confidence interval for this absolute difference in probabilities is from 0.023 to 0.139. So, our observed absolute difference of probabilities of delivery of an SGA infant between smokers and nonsmokers (8.1%) would not be unusual if the true population of mothers who smoke had probability of delivery of an SGA infant between 2.3 and 13.9 percent higher in absolute value compared to mothers who do not smoke. A two-sided hypothesis test for the absolute difference in probabilities equal to zero yields a p-value of 0.006 which is significant at the 0.05 level, so we can reject the null hypothesis that the probabilities of delivery of an SGA infant are the same between mothers that did and did not smoke, and conclude that there is an association between probability of delivery of an SGA infant and maternal smoking
. 
b. Use the regression model parameter estimates to provide estimates of both the odds and the probability of delivering a SGA infant separately for smokers and nonsmokers. How do these estimates compare with simple descriptive statistics as you might have reported in problem 1. Explain any differences or similarities.

Methods: Point estimates for the probability of delivery of an SGA infant among nonsmokers and smokers and the absolute difference of probabilities of delivery of an SGA infant between smokers and nonsmokers are based on the estimated intercept and slope of our linear regression in part (a). We estimate the odds of delivering a SGA infant for smokers and nonsmokers based on the fact that the odds of an event equal the ratio of the probability and one minus the probability (odds = probability / (1 - probability)). 

Inference: We estimate that the probability of delivery of an SGA infant among the 231 subjects who smoked was 0.195 and the probability of delivery of an SGA infant among the 520 subjects who did not smoke was 0.113. Thus, we estimate that the odds of delivery of an SGA infant among the 231 subjects who smoked was 0.242 and the odds of delivery of an SGA infant among the 520 subjects who did not smoke was 0.128 These probabilities are exactly consistent with the probabilities of delivery of an SGA infant among smokers and nonsmokers reported in Table 1. This is because our simple linear regression is saturated, so the estimates it provides of probability of delivery of an SGA infant among smokers and nonsmokers will exactly match the sample probabilities in each of these groups
.
c. There were actually four regression analyses that could have been used to answer this question. I am betting that all students would have fit a regression model with SGA as response and the indicator of maternal smoking as the predictor. Presuming that you did indeed fit that model, explain the similarities and differences between the estimates and inference you would have obtained for the following three additional models (You do not need to run these analyses, if you can tell me how they differ without doing so. It is of course okay to run the analyses if it will help you recognize the more general principles.):

i. You create an indicator NONSMOKER that the mother was a nonsmoker, and you fit a logistic regression model of response SGA on predictor NONSMOKER.

Methods: To compare the probability of delivery of infants who were SGA between subjects who did not and did smoke, we could conduct a simple linear regression with robust standard errors, with the indicator for SGA as our response and the indicator for maternal nonsmoking as our response. Point estimates, 95% confidence intervals, and two-sided hypothesis tests would be conducted using the same methods as in part (a).

Inference: Our intercept is now the estimated probability of delivering an SGA infant for smokers, so it will differ from the intercept in part (a), but it will equal the sum of the slope and intercept from part (a). The slope is now the estimated absolute difference of probabilities of delivering a SGA infant for nonsmokers compared to smokers, so it will be -1 times the estimated slope in part (a). Although the interpretation and estimates for the slope and intercept will be slightly different, the estimates for the probability of delivery of an SGA infant for smokers and nonsmokers will be the same. The upper and lower bounds of the confidence interval for the difference in probabilities will be -1 times the lower and upper bounds of the confidence interval in part (a). The standard error for the slope will be the same. The test statistic will be -1 times the test statistic in part (a) and the p-value for the hypothesis test will be exactly the same as in part (a). Our final conclusions about the association between SGA and maternal smoking will be the same.
ii. You create an indicator NOTSGA that the infant was not small for gestational age, and you fit a logistic regression model of response NOTSGA on predictor SMOKER.

Methods: To compare the probability of delivery of infants who were not SGA between subjects who did and did not smoke, we could conduct a simple linear regression with robust standard errors, with the indicator for not-SGA as our response and the indicator for maternal smoking as our response. Point estimates, 95% confidence intervals, and two-sided hypothesis tests would be conducted using the same methods as in part (a).

Inference: Our intercept is now the estimated probability of delivering a not-SGA infant for nonsmokers, so it will be the same as one minus the intercept in part (a). The slope is now the estimated absolute difference of probabilities of delivering a not-SGA infant for smokers compared to nonsmokers, so it will be -1 times that in part (a). The upper and lower bounds of the confidence interval for the difference in probabilities will be -1 times the lower and upper bounds in part (a). The standard error for the slope will be the same. The test statistic will be -1 times the test statistic in part (a) and the p-value for the hypothesis test will be exactly the same as in part (a). Our final conclusions about the association between SGA and smoking will be the same.
iii. You fit a regression model of response NOTSGA on predictor NONSMOKER. 

Methods: To compare the probability of delivery of infants who were not SGA between subjects who did not and did smoke, we could conduct a simple linear regression with robust standard errors, with the indicator for not-SGA as our response and the indicator for maternal nonsmoking as our response. Point estimates, 95% confidence intervals, and two-sided hypothesis tests would be conducted using the same methods as in part (a).

Inference: Our intercept is now the estimated probability of delivering a not-SGA infant for smokers, so it will be one minus the sum of the slope and intercept from part (a). The slope is now the estimated difference of probabilities of delivering a not-SGA infant for nonsmokers compared to smokers, so it will be the same as that in part (a). The standard error for the slope will be the same. The 95% confidence intervals for the slope will be the same. The test statistic will be the same as the test statistic in part (a) and the p-value for the hypothesis test will be exactly the same as in part (a). Our final conclusions about the association between SGA and smoking will be the same
.
4. Repeat problem 2, except consider a statistical regression analysis evaluating an association between the odds of delivery of infants who were small for gestational age (SGA) and maternal smoking behavior by evaluating the ratio of probabilities for SGA across smoking groups.
a. Give full inference regarding the association between SGA and maternal smoking. 

Methods: We compare the probabilities of delivery of infants who were SGA between subjects who did and did not smoke. We conduct a simple poisson regression with robust standard errors, with the indicator for SGA as our response and the indicator for maternal smoking as our response. Point estimates for the probabilities of delivery of an SGA infant among nonsmokers and the ratio of probabilities of delivery of an SGA infant between smokers and nonsmokers are based on the exponentiated estimated intercept and slope of our poisson regression. We construct 95% confidence intervals for the ratio of probabilities of delivery of an SGA infant between smokers and nonsmokers based on Wald statistics, with robust standard error estimates. We also conduct a two-sided hypothesis test based on the same Wald-based statistics that tests the null hypothesis that the regression slope is zero (i.e., the ratio of probabilities is one between smokers and nonsmokers) to test for an association between probability of delivery of an SGA infant and maternal smoking
. 

Inference: We estimate that the probability of delivery of an SGA infant among the 231 subjects who smoked was 0.195 and the probability of delivery of an SGA infant among the 520 subjects who did not smoke was 0.113. Thus, our estimate for the ratio of probabilities of delivery of an SGA infant between smokers and nonsmokers is 1.717, so we estimate that the probability of delivery of an SGA infant is 71.7% higher in relative value for mothers who smoke. A 95% confidence interval for this ratio of probabilities is from 1.202 to 2.453. So, our observed ratio of probabilities of delivery of an SGA infant between smokers and nonsmokers (1.717) would not be unusual if the true population of mothers who smoke had probability of delivery of an SGA infant between 1.202 and 2.453 times higher in relative value compared to mothers who do not smoke. A two-sided hypothesis test for the ratio of probabilities equal to one yields a p-value of 0.003 which is significant at the 0.05 level, so we can reject the null hypothesis that the probability of delivery of an SGA infant are the same between mothers that did and did not smoke, and conclude that there is an association between probability of delivery of an SGA infant and maternal smoking
. 
b. Use the regression model parameter estimates to provide estimates of both the odds and the probability of delivering a SGA infant separately for smokers and nonsmokers. How do these estimates compare with simple descriptive statistics as you might have reported in problem 1. Explain any differences or similarities.

Methods: Point estimates for the probability of delivery of an SGA infant among nonsmokers and smokers and the ratio of probabilities of delivery of an SGA infant between smokers and nonsmokers are based on the exponentiated estimated intercept and slope of our poisson regression in part (a). We estimate the odds of delivering a SGA infant for smokers and nonsmokers based on the fact that the odds of an event equal the ratio of the probability and one minus the probability (odds = probability / (1-probability)). 

Inference: We estimate that the probability of delivery of an SGA infant among the 231 subjects who smoked was 0.195 and the probability of delivery of an SGA infant among the 520 subjects who did not smoke was 0.113. Thus, we estimate that the odds of delivery of an SGA infant among the 231 subjects who smoked was 0.242 and the odds of delivery of an SGA infant among the 520 subjects who did not smoke was 0.128. These probabilities are exactly consistent with the probabilities of delivery of an SGA infant among smokers and nonsmokers reported in Table 1. This is because our simple poisson regression is saturated, so the estimates it provides of probabilities of delivery of an SGA infant among smokers and nonsmokers will exactly match the sample probabilities in each of these groups
. 
c. There were actually four regression analyses that could have been used to answer this question. I am betting that all students would have fit a regression model with SGA as response and the indicator of maternal smoking as the predictor. Presuming that you did indeed fit that model, explain the similarities and differences between the estimates and inference you would have obtained for the following three additional models (You do not need to run these analyses, if you can tell me how they differ without doing so. It is of course okay to run the analyses if it will help you recognize the more general principles.):

i. You create an indicator NONSMOKER that the mother was a nonsmoker, and you fit a logistic regression model of response SGA on predictor NONSMOKER.

Methods: To compare the probability of delivery of infants who were SGA between subjects who did not and did smoke, we could conduct a simple poisson regression with robust standard errors, with the indicator for SGA as our response and the indicator for maternal nonsmoking as our response. Point estimates, 95% confidence intervals, and two-sided hypothesis tests would be conducted using the same methods as in part (a).

Inference: Our exponentiated intercept is now the estimated probability of delivering an SGA infant for smokers, so it will differ from the exponentiated intercept in part (a), but it will equal the product of the exponentiated slope and exponentiated intercept from part (a) . The exponentiated slope is now the estimated ratio of probabilities of delivering a SGA infant for nonsmokers compared to smokers, so it will be the reciprocal of the estimated ratio of probabilities in part (a). Although the interpretation and estimates for the slope and intercept will be slightly different, the estimates for the probability of delivery of an SGA infant for smokers and nonsmokers will be the same. The upper and lower bounds of the confidence interval for the ratio of probabilities will be the reciprocal of the lower and upper bounds of the confidence interval in part (a). The standard error for the slope will be the same. The test statistic will be -1 times the test statistic in part (a) and the p-value for the hypothesis test will be exactly the same as in part (a). Our final conclusions about the association between SGA and maternal smoking will be the same.
ii. You create an indicator NOTSGA that the infant was not small for gestational age, and you fit a logistic regression model of response NOTSGA on predictor SMOKER.

Methods: To compare the probability of delivery of infants who were not SGA between subjects who did and did not smoke, we could conduct a simple poisson regression with robust standard errors, with the indicator for not-SGA as our response and the indicator for maternal smoking as our response. Point estimates, 95% confidence intervals, and two-sided hypothesis tests would be conducted using the same methods as in part (a).
Inference: Our exponentiated intercept is now the estimated probability of delivering a not-SGA infant for nonsmokers, so it will be one minus the exponentiated intercept in part (a). The exponentiated slope is now the estimated ratio of probabilities of delivering a not-SGA infant for smokers compared to nonsmokers, so it’s now the ratio of one minus the probability of not-SGA for smokers and one minus the probability of not-SGA for nonsmokers. The confidence interval will now be for the ratio of probabilities of not-SGA for smokers vs non-smokers and will not be a direct transformation of the lower and upper bounds in part (a) as we saw in questions 2 and 3. The standard error for the slope will not be the same and the test statistic will no longer be -1 times the test statistic in part (a), nor will our p-value be exactly the same as in part (a). However, in this case our final conclusions about the association between SGA and smoking will be the same.
iii. You fit a regression model of response NOTSGA on predictor NONSMOKER. 

Methods: To compare the probabilities of delivery of infants who were not SGA between subjects who did not and did smoke, we could conduct a simple poisson regression with robust standard errors, with the indicator for not-SGA as our response and the indicator for maternal nonsmoking as our response. Point estimates, 95% confidence intervals, and two-sided hypothesis tests would be conducted using the same methods as in part (a).
Inference: Our exponentiated intercept is now the estimated probability of delivering a not-SGA infant for smokers, so it will be one minus the product of the exponentiated slope and exponentiated intercept from part (a). The exponentiated slope is now the estimated ratio of probabilities of delivering a not-SGA infant for nonsmokers compared to smokers, so it will not be the same as that in part (a). Instead, it’s now the ratio of one minus the probability of not-SGA for nonsmokers and one minus the probability of not-SGA for smokers. The standard error for the slope will not be the same. The exponentiated 95% confidence intervals will now be for the ratio of probabilities of not-SGA for nonsmokers vs nonsmokers and will not be a direct transformation of the lower and upper bounds in part (a) as we saw in questions 2 and 3. The test statistic will not be the same as the test statistic in part (a) and the p-value for the hypothesis test will not be exactly the same as in part (a). In this case, our final conclusions about the association between SGA and smoking will be the same
.
5. How do the analyses performed in problems 2-4 compare to that that would be obtained in a simple two sample comparison of SGA by smoking status (i.e., using methods covered in Biost 517/514.) Explicitly mention where they would be similar or different?

Our analysis in Question 3 (linear regression with robust standard errors) will produce comparable results to a two-sided two-sample t test allowing for unequal variances. The two methods will provide exactly the same estimates for the probability of delivering an SGA infant among smokers and nonsmokers, as well as the difference in probabilities between the two groups. 95% confidence intervals, standard errors, test-statistics, and p-values will be approximately equal because linear regression on a binary predictor with robust standard errors only approximates the two-sided two-sample t-test allowing for unequal variances. However, the conclusions will be the same in this case.
Our analysis in Question 2 (logistic regression) will produce comparable results to a two-sided Fisher’s Exact Tes
t, though not exactly the same. The two methods will provide exactly the same estimates for the odds of delivering an SGA infant among smokers and nonsmokers, as well as the odds ratio. However, 95% confidence intervals, standard errors, test-statistics and p-values will be slightly different because Fisher’s Exact Test uses different (‘exact’) methods for these calculations rather than the approximately normal Wald-based statistics that logistic regression relies on. The p-values will be similar when comparing our analysis in Question 1 and a Chi-Square Test, but the test statistics will differ because the Chi-Square test relies on different (chi-square) test statistics. Our analysis in Question 4 (poisson regression)
 would be similarly comparable to Fisher’s Exact Test and Chi-Square Test if the probabilities of delivering an SGA infant were small among smokers and nonsmokers. When these event probabilities are small, the risk ratio is approximately equal to the odds ratio, so inference about the odds ratio and about the risk ratio would be similar. However in this case our event probabilities are 0.113 and 0.195, which may not be quite small enough for this approximate equality of risk and odds ratios to hold. So, in this case our final conclusions from Question 4 will be similar to our conclusions based on a Fisher’s Exact Test or Chi Square Test, but our test statistic, standard errors, confidence intervals, and p-values will not be exactly the same
. 
6. Perform a regression analysis of the distribution of the prevalence of SGA infants across groups defined by the continuous measure of maternal age. In all cases we want formal inference. (Note: In problem 7, I am asking you to plot the estimated probabilities of SGA infants from each of these regression models. Hence, you will want to make sure you estimate those fitted values following each regression.)
a. Evaluate associations using risk difference (RD: difference in probabilities).

Methods: We compare the probability of delivery of infants who were SGA across groups defined by maternal age. We conduct a simple linear regression with robust standard errors (based on Huber-White sandwich estimators), with the indicator for SGA as our response and the continuous variable maternal age as our response. A point estimate for the absolute difference of probabilities of delivery of an SGA infant between mothers that differ in age by one year is based on the slope of our linear regression. We construct 95% confidence intervals for the absolute difference of probabilities of delivery of an SGA infant between groups of mothers that differ by one year in age based on Wald statistics, again using robust estimation of standard errors. We also conduct a two-sided hypothesis test based on the same Wald-based statistics that tests the null hypothesis that the regression slope is zero (i.e., the absolute difference in probabilities is zero between mothers that differ in age by one year) to test for an association between probability of delivery of an SGA infant and maternal age. 

Inference: We estimate that the absolute difference of probabilities of delivery of an SGA infant between two groups of mothers that differ by one year of age is 0.004, so we estimate that the probability of delivery of an SGA infant is 0.4% higher in absolute value for mothers who are one year younger. A 95% confidence interval for this absolute difference in probabilities is from 0.000 to 0.009. So, our observed absolute difference of probabilities of delivery of an SGA infant across groups of mothers that differ by one year in age (0.004) would not be unusual if the true probability of delivery of an SGA infant were between 0.0 % lower and 0.9 % higher in absolute value for mothers who are one year younger. A two-sided hypothesis test for the difference in probabilities equal to zero yields a p-value of 0.0502 which is (barely) not significant at the 0.05 level, so we cannot reject the null hypothesis that the probabilities of delivery of an SGA infant are the same for mothers that differ by one year in age, and cannot conclude that there is an association between probability of delivery of an SGA infant and maternal age
. 
Similarly, we might report that the estimated absolute difference of probabilities of delivery of an SGA infant between two groups that differ by five years of age is 0.021, so we estimate that the probability of delivery of an SGA infant is 2.1% lower in absolute value for mothers who are five years older. Based on a 95% confidence interval for this difference in probabilities, our observed difference in probabilities would not be unusual if the true probability of delivery of an SGA infant were between 0.0% higher to 4.3% lower in absolute value for mothers who are five years older
.  
b. Evaluate associations between risk ratio (RR: ratios of probabilities).
Methods: We compare the probabilities of delivery of SGA infants across groups that differ by one year in maternal age. We conduct a simple poisson regression with robust standard errors, with the indicator for SGA as our response and the continuous variable maternal age as our response. A point estimate for the ratio of probabilities of delivery of an SGA infant between groups of mothers that differ by one year in age are based on the exponentiated estimated slope of our poisson regression. We construct 95% confidence intervals for the ratio of probabilities of delivery of an SGA infant between mothers that differ in one year of age based on Wald statistics, with robust standard error estimates. We also conduct a two-sided hypothesis test based on the same Wald-based statistics that tests the null hypothesis that the regression slope is zero (i.e., the ratio of probabilities is one between mothers that differ in age by one year) to test for an association between probability of delivery of an SGA infant and maternal age. 
Inference: We estimate that the ratio of probabilities of delivery of an SGA infant between two groups of mothers that differ by one year of age is 0.968, so we estimate that the probability of delivery of an SGA infant is 3.2% lower in relative value for women that are on year older. A 95% confidence interval for this ratio of probabilities is from 0.936 to 1.002. So, our observed ratio of probabilities of delivery of an SGA infant between mothers that differ by one year of age (0.968) would not be unusual if the true probability of delivery of an SGA infant were between 0.2% higher and 6.4% lower in relative value for mothers who were one year older. A two-sided hypothesis test for the ratio of probabilities equal to one yields a p-value of 0.062 which is not significant at the 0.05 level, so we cannot reject the null hypothesis that the probabilities of delivery of an SGA infant are the same between mothers that differ by one year in age, and cannot conclude that there is an association between probability of delivery of an SGA infant and maternal age
. 

c. Evaluate associations using odds ratio (OR: ratios of odds)

Methods: We compare the odds of delivery of SGA infants across groups that differ by one year in maternal age. We conduct a simple logistic regression without robust standard errors, with the indicator for SGA as our response and the continuous variable maternal age as our response. A point estimate for the ratio of odds of delivery of an SGA infant between groups of mothers that differ by one year in age are based on the exponentiated estimated slope of our logistic regression. We construct 95% confidence intervals for the ratio of odds of delivery of an SGA infant between groups of mothers that differ by one year in age based on Wald statistics. We also conduct a two-sided hypothesis test based on the same Wald-based statistics that tests the null hypothesis that the regression slope is zero (i.e., the odds ratio is one between mothers that differ by one year of age) to test for an association between odds of delivery of an SGA infant and maternal age. 
Inference: We estimate that the ratio of odds of delivery of an SGA infant between two groups of mothers that differ by one year in age is 0.963, so we estimate that the odds of delivery of an SGA infant is 3.7% lower in relative value for mothers who are one year older. A 95% confidence interval for this odds ratio is from 0.924 to 1.002. So, our observed ratio of odds of delivery of an SGA infant between groups of mothers that differ by one year in age (0.963) would not be unusual if the true odds of delivery of an SGA infant were between 7.6% lower and 0.2% higher in relative value for mothers that are one year older. A two-sided hypothesis test for the odds ratio equal to one yields a p-value of 0.070 which is not significant at the 0.05 level, so we cannot reject the null hypothesis that the odds of delivery of an SGA infant are the same between mothers that differ in age by one year, and cannot conclude that there is an association between odds of delivery of an SGA infant and maternal age
. 

d. Using the regression parameter estimates from each of these regressions, provide an estimate of the probability that a 20 year old mother would have a SGA infant. Explain any similarities or differences these estimates might have when compared to the sample proportion of SGA infants among 20 year olds.

Methods: We use the regression parameters estimated above in parts (a), (b), and (c) (and the fact that the probability of an event equals the odds of the event dived by one plus the odds) to find the fitted estimate for the probability that a 20 year old mother would have a SGA infant.
Inference: Based on the logistic regression in part (c) we estimate that the odds of delivery of an SGA infant for a 20 year old mother is -1.663, so we estimate that the probability of delivery of an SGA infant for a 20 year old mother is 0.159. Based on the poisson regression in part (b), we estimate that the probability of delivery of an SGA infant for a 20 year old mother is 0.159. Based on the linear regression in part (a), we estimate that the probability of delivery of an SGA infant for a 20 year old mother is 0.159. It is important to note that each of these methods provides slightly different estimates, but they are very similar (and look identical when we only report four significant digits). We would not expect any of these estimates to exactly match the sample proportion of SGA infants among 20 year olds because these regressions are not saturated. So, in making these estimates for the probability of delivering an SGA infant for a 20 year old mother, these regressions borrow information from nearby groups of mothers of other ages, especially since in our sample we only have 39 women of age 20. Our expectations that these probabilitity estimates will not match the true sample proportion of SGA infants among 20 year olds is confirmed when we look at the data: in our sample, the proportion of SGA infants among 20 year olds is only 0.051
. 
7. Produce a plot of the estimated probability of an SGA infant by age as derived by each of the following methods. Comment on the similarity and difference among the various fitted values form the various analyses performed in problem 6. (Note that Stata allows you to specify multiple Y variables for a single X variable: scatter y1 y2 y3 y4 age)
a. Sample proportions within each unique age: This can be obtained in Stata using the command egen varname= mean(sga), by(age).
b. Estimated probabilities for each age in the data as derived from each of the regression analyses. In Stata, this can be obtained using the simple “post-estimation” command: predict varname.  (But use a different variable name for each fitted value.) 

i. After performing a linear regression, the default action of the “predict” function is to create a variable that contains the estimated “linear predictor”, which corresponds to the regression based estimate of the mean. With a binary response variable, the mean response is the proportion.
ii. After performing a Poisson regression, the default action of the “predict” function is to create a variable that contains the exponentiated estimated “linear predictor”, which corresponds to the regression based estimate of the mean. With a binary response variable, the mean response is the proportion. (The linear predictor in Poisson regression corresponds to the log “rate”, because Poisson regression uses a log link function.
iii. In logistic regression, the estimated “linear predictor” corresponds to the log odds. Exponentiating that would correspond to the odds. By default, Stata figures that you would really rather have the estimated probability, which is computed as prob = odds / (1 + odds). So, after performing a logistic regression, the default action of the “predict” function is to create a variable that contains the the regression based estimate of the mean. 
Methods: First, we calculated the proportions of SGA infants born to mothers at each age represented in our sample. These proportions are plotted as the black diamonds in a scatterplot of maternal age versus proportion of SGA infants born to mothers of that age in Figure 1 below. Next, we calculate the fitted values of probability of delivering an SGA infant for each of the ages represented in our sample based on the linear regression fit in question 6a (blue triangles), the poisson regression fit in question 6b (red triangles), and the logistic regression fit in question 6c (black circles). 
Inference: It is interesting to note that the fitted values for the three regressions fit in question 6 are quite similar, particularly the estimated probabilities of SGA infant for the logistic and poisson regressions. As expected, the fitted values from the linear regression decrease linearly as age increases. The fitted probabilities for logistic and poisson regression do not have this same linear relationship with age, but do also decrease as age increases. It is interesting to note that these fitted values are often not very close to the sample proportions of SGA infants born to mothers in each age group, but this is not surprising because these models are not saturated and thus are borrowing information across age groups to make estimates and the variability in our sample proportions is not surprising due to small numbers of subjects in many of the age groups in our sample
.
Figure 1. Estimated probabilities of SGA infant by age
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8. Perform a logistic regression analyses of the distribution of the prevalence of SGA infants across groups defined by the logarithmically transformed maternal age.

a. Provide formal inference for associations using odds ratio (OR: ratios of odds) and log transformed age.

Methods: We compare the odds of delivery of SGA infants across groups that differ by one unit in log (base 2) transformed maternal age. We conduct a simple logistic regression without robust standard errors, with the indicator for SGA as our response and the continuous log transformed maternal age as our response. A point estimate for the ratio of odds of delivery of an SGA infant between groups of mothers that differ by a 2-fold relative increase in age is  based on the exponentiated estimated slope of our logistic regression. We construct 95% confidence intervals for the ratio of odds of delivery of an SGA infant between groups of mothers that differ by a 2-fold relative increase in age based on Wald statistics. We also conduct a two-sided hypothesis test based on the same Wald-based statistics that tests the null hypothesis that the regression slope is zero (i.e., the odds ratio is one between mothers that differ by a 2-fold relative increase in age) to test for an association between odds of delivery of an SGA infant and maternal age. 
Inference: We estimate that the ratio of odds of delivery of an SGA infant between two groups of mothers that differ by a 2-fold relative increase in age is 0.535, so we estimate that the odds of delivery of an SGA infant is 46.5% lower in relative value for mothers who are twice as old. A 95% confidence interval for this odds ratio is from 0.267 to 1.059. So, our observed ratio of odds of delivery of an SGA infant between groups of mothers that differ by a 2-fold relative increase in age (0.535) would not be unusual if the true odds of delivery of an SGA infant were between 73.3% lower and 5.9% higher in relative value for mothers that are twice as old. A two-sided hypothesis test for the odds ratio equal to one yields a p-value of 0.075 which is not significant at the 0.05 level, so we cannot reject the null hypothesis that the odds of delivery of an SGA infant are the same between mothers that differ by a 2-fold increase in age, and cannot conclude that there is an association between odds of delivery of an SGA infant and maternal age
. 

b. Why might it be reasonable or silly to have performed such an analysis rather than the analysis in problem 6c?
It would be reasonable to perform such an analysis if we had reason to believe that maternal age acts multiplicatively on the odds of delivering an SGA infant. In this case, it may actually be reasonable to believe such a relationship exists if we believe that the ratio of odds of delivering an SGA infant between mothers at age 17 versus 18 would be larger than the odds ratio between mothers at age 24 versus 25. If we did not have scientific reason to believe such a multiplicative relationship between age and odds of delivering an SGA infant exists, then we would likely prefer the analysis in problem 6c which is more easily interpretable
.
� Really excellent job on this homework!  Total points: 158/160


�Good


� Wrong number, should be 57.7%


� I think you forgot to include the plot; consider a second table that looks at maternal and infant characteristics according to outcome (SGA).  Well described in your results, but may be more easily interpretable


� Total Points: 10


� Good job, 10 points


�5 points


�good, showed how the intercept and slope between models differed


� you mean POI here, not response


�what do you mean by different interpretation here?


�Overall, very nice job.  You did not have to provide full statistical inference on each problem. Total: 10 points


�Include # missing from the analysis


�Good, 10 points


�Good, 5 points


�Good, 10 points


�Include # excluded from analyses due to missing


�10 points, good


�5 points


�10 points


�-Should be comparable to chi-square test although I suppose you could also perform the Fisher’s exact test.  However, I’m not sure why you would since none of the probabilities are ow


�see key; actually this is similar to a 2 sample test of probability of ratios


�9 points total; overall very good understanding and grasp of comparisons


� Not sure why you got a different p-value  and confidence intervals here: should be just barely significant.  Your slope is correct based on 1 year difference in age, methods and inference all correct. -1 points


�Total: 9 points


�Once again, I am not entirely sure why your analysis yielded a non-significant risk ratio.  Point estimate is correct


Total: 9 points


�P-value does not entirely agree with key.  Right point estimate and conclusions,  Total 10 points


�Excellent explanation.  Once again, for some reason your estimates for fitted models differ slightly from the key.  10 points


�Very nice job. 10 points


Good discussion of the differences between the different fitted regression models


�Good- I like that you used log base 2 to make results more interpretable. 10 points


� Good 5 points.  Note- you could have tested your hypothesis that there was a multiplicative relationship between age and delivering SGA infant by plotting the fitted models.  See key






