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This homework considers pregnancy outcomes in an observational study of women attending a prenatal clinic in South Africa. Questions in this homework focus most closely on association with delivery of babies that are small for gestational age (SGA). The data can be found on the class web page (follow the link to Datasets) in the file labeled pregout.txt (you will not need any of the longitudinal measurements in the file preglong.txt). Documentation is in the file pregnancy.pdf.
1. Provide suitable descriptive statistics relevant to this analysis. 10 points
Methods: Summary statistics (N, mean, standard deviation, median, minimum and maximum, and 25% and 75% quintiles) are presented for infant size based on gestational age (SGA).  The variable, SGA, is dichotomized here between ‘not small’ and ‘small’, and corresponding summary statistics are described for each category of SGA.  Summary statistics include variables on maternal height, maternal age, parity, birthweight, and gestational age and delivery.  Descriptive statistics on gender and maternal smoking are also included, expressed as proportions and number of subjects in the specific categories.         
Results: There are a total of 755 subjects in the study population.  There were 6 missing subjects among maternal height measurements, 4 missing subjects among maternal smoking, birthweight, and gender measurements, and 5 missing subjects among gestational age measurements.  The majority of subjects, or mothers in the study had children considered to be not small for gestational age.  Some differences to note based on Table 1 are: Maternal smoking was higher among children small for gestational age as compared to children not small for gestational age (42% and 52%, respectively), gestational age at delivery was shorter for children small for gestational age as compared to children not small for gestational age (37.92 weeks and 39.38 weeks, respectively), birthweight was less for children small for gestational age as compared to children not small for gestational age (2231.11 g and 3246.21 g, respectively).  Parity is slight higher among children not small for gestational age (1.13) as compared to children small for gestational age (0.90).  Children small for gestational age are born to slightly younger mothers as compared to children not small for gestational age (23.85 years and 24.94 years, respectively), and to slightly shorter mothers as well (154.56 cm and 157.01 cm, respectively).  
Table 1.  Descriptive Statistics (N = 755) for Gestational Age Size

	
	Not Small for Gestational Age
	Small for Gestational Age

	
	N
	Mean (SD)
	Min
	1st quartile
	Med
	3rd quartile
	Max
	N
	Mean (SD)
	Min
	1st quartile
	Med
	3rd quartile
	Max

	Maternal height (centimeters)
	650
	157.01 (6.54)
	106
	153
	157
	162
	176
	99
	154.56 (5.87)
	142
	150
	155
	158
	172

	Maternal age (years)
	650
	24.94 (5.45)
	14
	21
	24
	28
	43
	105
	23.85 (4.90)
	16
	20
	23
	27
	35

	Parity
	650
	1.13 (1.23)
	0
	0
	1
	2
	6
	105
	0.90 (1.11)
	0
	0
	1
	1
	6

	Birthweight (grams)
	647
	3246.21 (402.13)
	2510
	2940
	3200
	3500
	4730
	104
	2231.11 (411.60)
	1035
	2030
	2320
	2530
	3780

	Gestational age at delivery (weeks)
	647
	39.38 (1.24)
	38
	38
	39
	40
	44
	103
	37.92 (2.20)
	30
	37
	38
	39
	42

	Male infant (%)
	647
	0.52 (0.50)
	
	
	
	
	
	104
	0.42 (0.50)
	
	
	
	
	

	Maternal smoking (%)
	647
	0.29 (0.45)
	
	
	
	
	
	104
	0.43 (0.50)
	
	
	
	
	


2. Perform a statistical regression analysis evaluating an association between the odds of delivery of infants who were small for gestational age (SGA) and maternal smoking behavior. (Only give a formal report of the inference where asked to.)
a. Give full inference regarding the association between SGA and maternal smoking. 10 points
Methods: A logistic regression model with SGA as the outcome of interest and maternal smoking as the predictor of interest was fit to model the linear trend in odds of delivery of infants who were small for gestational age by maternal smoking behavior.  Point estimates of the association were based on the slope parameter of the logistic regression analysis, and 95% confidence intervals and a two-sided p-value were calculated.  Subjects missing data on SGA or maternal smoking were not included in the analysis.   

Results: From the logistic regression analysis, we estimate that the difference between groups of maternal smoking and no maternal smoking, the odds of delivering an infant small for gestational age is about 89% higher in the maternal smoking group.  At a 5% level of significance, our result is statistically significant given a two-sided p-value of 0.003.  The corresponding 95% confidence interval indicates that our result would not be unusual if the odds of SGA was somewhere between 23.7% and 188.7% higher among a group of maternal smokers as compared to a group of non-maternal smokers.  
b. Use the regression model parameter estimates to provide estimates of both the odds and the probability of delivering a SGA infant separately for smokers and nonsmokers. How do these estimates compare with simple descriptive statistics as you might have reported in problem 1. Explain any differences or similarities.  – 5 Points
· For maternal smokers, the odds of delivering a SGA infant would be 1.89, and the corresponding probability of delivering a SGA infant would be 0.654, based on the slope parameter estimate from the regression model.

· For maternal non-smokers, the odds of delivering a SGA infant would be 0.529, and the corresponding probability of delivering a SGA infant would be 0.346, based on the slope parameter estimate from the regression model.  
· These results are consistent with what I reported from the descriptive statistics 
table (Table 1) from problem 1.  Given that I had reported a higher proportion of maternal smoking among delivering a SGA infant as compared to delivering a non-SGA infant (43% versus 29%), I would thus expect the odds and probability of delivering a SGA infant to be greater among the maternal smoking as compared to the maternal non-smoking group.    

c. There were actually four regression analyses that could have been used to answer this question. I am betting that all students would have fit a regression model with SGA as response and the indicator of maternal smoking as the predictor. Presuming that you did indeed fit that model, explain the similarities and differences between the estimates and inference you would have obtained for the following three additional models (You do not need to run these analyses, if you can tell me how they differ without doing so. It is of course okay to run the analyses if it will help you recognize the more general principles.):-10 points
· Fitting a logistic regression model of response SGA on predictor NONSMOKER yields the same estimate as fitting a logistic regression model of response NOTSGA on predictor SMOKER.
· Fitting a logistic regression model of response NOTSGA on predictor NONSMOKER yields the same estimate as fitting a logistic regression model of response SGA on predictor SMOKER.
· Fitting a logistic regression model of response SGA on predictor NONSMOKER yields the same inference as fitting a logistic regression model of response SGA on predictor SMOKER.

· Fitting a logistic regression model of response NONSGA on predictor NONSMOKER yields the same inference as fitting a logistic regression model of response NONSGA on predictor SMOKER.

3. Repeat problem 2, except consider a statistical regression analysis evaluating an association between the odds of delivery of infants who were small for gestational age (SGA) and maternal smoking behavior by evaluating the difference in probabilities for SGA across smoking groups. – 10 points
Methods: A logistic regression model with SGA as the outcome of interest and maternal smoking as the predictor of interest was fit to model the linear trend in odds of delivery of infants who were small for gestational age by maternal smoking behavior.  Point estimates of the association were based on the slope parameter of the logistic regression analysis, and 95% confidence intervals and a two-sided p-value were calculated.  Probabilities for SGA across smoking groups was calculated based on Odds = p/(1-p), where p = probability.  Subjects missing data on SGA or maternal smoking were not included in the analysis.   

Results: From the logistic regression analysis, we estimate that the probability of SGA in maternal smoking is 0.654, and the probability of SGA in maternal non-smoking is 0.346.  Thus, the difference in probabilities for SGA across smoking group is about 0.308.  At a 5% level of significance, our result is statistically significant given a two-sided p-value of 0.003.  The corresponding 95% confidence interval indicates that our result would not be unusual if the difference in probabilities of SGA across smoking groups was somewhere between 0.11 and 0.48 higher among the maternal smoking group.  

-15 3(b) and 3 (c) missing
4. Repeat problem 2, except consider a statistical regression analysis evaluating an association between the odds of delivery of infants who were small for gestational age (SGA) and maternal smoking behavior by evaluating the ratio of probabilities for SGA across smoking groups.
Methods: A logistic regression model with SGA as the outcome of interest and maternal smoking as the predictor of interest was fit to model the linear trend in odds of delivery of infants who were small for gestational age by maternal smoking behavior.  Point estimates of the association were based on the slope parameter of the logistic regression analysis, and 95% confidence intervals and a two-sided p-value were calculated.  Probabilities for SGA across smoking groups was calculated based on Odds = p/(1-p), where p = probability.  Subjects missing data on SGA or maternal smoking were not included in the analysis.   

Results: From the logistic regression analysis, we estimate that the probability of SGA in maternal smoking is 0.654, and the probability of SGA in maternal non-smoking is 0.346.  Thus, the ratio of probabilities for SGA across smoking group is about 1.89.  At a 5% level of significance, our result is statistically significant given a two-sided p-value of 0.003.  The corresponding 95% confidence interval indicates that our result would not be unusual if the ratio of probabilities of SGA across smoking groups was somewhere between 1.24 and 2.89 higher among the maternal smoking group.
- 25 points 
5. How do the analyses performed in problems 2-4 compare to that that would be obtained in a simple two sample comparison of SGA by smoking status (i.e., using methods covered in Biost 517/514.) Explicitly mention where they would be similar or different? – 10 points
· The analyses performed in problems 2-4 yield had some similarities and some difference as compared to the analyses obtained in a simple two sample comparison of SGA by smoking status.  Specifically, the simple two sample comparison of SGA by smoking status was performed using a cross-tabulation.  The odds ratio estimates (and 95% CI) are consistent between the analyses done for problem 2 and from the cross-tabulation (OR = 1.89, 95% CI; 1.24 – 2.88).  In addition, the p-values from the logistic regression analyses and Chi-Square test are consistent with each other – both are p-value = 0.003.  The risk ratio from the cross-tabulation was 1.72 (95% CI: 1.20 – 2.45), which slightly differed from the ratio of probabilities for SGA across smoking groups in problem 4 (RR = 1.89, 95% CI: 1.24 – 2.89).  The main difference was the estimate of the risk difference and the difference in probabilities for SGA across smoking groups from problem 3.  The risk difference from the cross-tabulation was 0.081 (95% CI: 0.023 – 0.139), but the difference in probabilities for SGA across smoking groups as calculated in problem 3 was 0.308 (95% CI: 0.11 – 0.48).  Another difference came from the calculated Chi-Square statistics: The LR Chi-Square statistic from the logistic regression analysis was 8.44, but the Pearson Chi-Square statistic from the Chi Square test was about 8.87.    
6. Perform a regression analysis of the distribution of the prevalence of SGA infants across groups defined by the continuous measure of maternal age. In all cases we want formal inference. (Note: In problem 7, I am asking you to plot the estimated probabilities of SGA infants from each of these regression models. Hence, you will want to make sure you estimate those fitted values following each regression.)
a. Evaluate associations using risk difference (RD: difference in probabilities). 10 points
Methods: A linear regression model of SGA as the response and maternal age as the predictor was fit to describe the linear trend in mean SGA as a function of absolute differences in maternal age.  Robust standard error estimates were used (i.e., Huber-White sandwich estimator) in order to allow for unequal variances across groups.  The slope parameter from the linear regression analysis was used to estimate the point estimate of the risk difference.  A two-sided p-value for the association was reported, and the 95% confidence interval was calculated using robust estimates for the standard error and slope estimate from the regression model.  Subjects with missing data were omitted form the analysis.   
Results: From the linear regression analysis of 755 subjects, the mean proportion of SGA is 0.0045 lower for every 1 year difference in maternal age group, with the older age group having a lower probability of a SGA infant when comparing two populations with two different age groups.  Given that our two-sided p-value was 0.036, we can at the 95% level of confidence, reject the null hypothesis in favor of the hypothesis that mean SGA tends to be higher with decreasing maternal age.  The 95% confidence interval indicates that our result would not be unusual if the true risk difference was between 0.0003 and 0.0087 between a one year difference in maternal age, with the older maternal age group having the lower risk of a SGA infant.    
b. Evaluate associations between risk ratio (RR: ratios of probabilities). 10 points
Methods: A Poisson regression model with SGA as the outcome of interest and maternal age as the predictor of interest was fit to model the ratio of rates of delivery of infants who were small for gestational age differing by one year in maternal age.  Point estimates of the association were based on the slope parameter of the Poisson regression analysis, and 95% confidence intervals and a two-sided p-value were calculated using robust standard errors.  Subjects missing data on SGA or maternal smoking were not included in the analysis.   

Results: From the Poisson regression analysis, we estimate that for each 1 year increase in maternal age, the probability of a SGA infant decreases by 3.4%, which is statistically significant at a 5% level of significance (two-sided p-value = 0.046).  The 95% confidence interval indicates that our results would not be unusual if a child born to a mother one year older would have a risk of SGA 0.06% to 6.6% lower comparing to a child born to a mother one year younger.  
c. Evaluate associations using odds ratio (OR: ratios of odds) 10 points
Methods: A logistic regression model with SGA as the outcome of interest and maternal age as the predictor of interest was fit to model the linear trend in odds of delivery of infants who were small for gestational age by maternal age.  Point estimates of the association were based on the slope parameter of the logistic regression analysis, and 95% confidence intervals and a two-sided p-value were calculated.  Subjects missing data on SGA or maternal smoking were not included in the analysis.   

Results: From the logistic regression analysis, we estimate that in a one year difference in maternal age, the odds of delivering an infant small for gestational age is about 3.9% lower in the older maternal group.  At a 5% level of significance, our result is not statistically significant given a two-sided p-value of 0.0496, which basically round to 0.05.  The corresponding 95% confidence interval indicates that our result would not be unusual if the odds of SGA was somewhere between 0.08% higher to 7.72% lower among a one year increase in maternal age.  
d. Using the regression parameter estimates from each of these regressions, provide an estimate of the probability that a 20 year old mother would have a SGA infant. Explain any similarities or differences these estimates might have when compared to the sample proportion of SGA infants among 20 year olds. – 10 points 
· The estimate of the probability that a 20 year old mother would have a SGA infant based on the evaluation of an association using risk difference is 0.090.
· The estimate of the probability that a 20 year old mother would have a SGA infant based on the evaluation of an association using the risk ratio is about 0.498.

· The estimate of the probability that a 20 year old mother would have a SGA infant based on the evaluation of an association using the odds ratio is about 0.549.

· Given that the sample proportion of SGA infants among 20 year olds is about 2.86% (3/105), it appears as though these estimates are significantly different.  Estimates from the Poisson and logistic regression analyses were particularly different from the sample proportion – they were overestimates and quite inflated.  The estimate from the linear regression analysis was not consistent either, though its estimate was closer and relatively more reasonable to the same proportion.    
7. Produce a plot of the estimated probability of an SGA infant by age as derived by each of the following methods. Comment on the similarity and difference among the various fitted values form the various analyses performed in problem 6. (Note that Stata allows you to specify multiple Y variables for a single X variable: scatter y1 y2 y3 y4 age)
a. Sample proportions within each unique age: This can be obtained in Stata using the command egen varname= mean(sga), by(age).
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b. Estimated probabilities for each age in the data as derived from each of the regression analyses. In Stata, this can be obtained using the simple “post-estimation” command: predict varname.  (But use a different variable name for each fitted value.) 
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· Comparing the various fitted values from the various analyses performed in problem 6, we can see that the Poisson and logistic regression analyses are quite consistent with each other as their curves or lines match well together.  The main difference comes from the linear regression fitted values, which do not match as well as the Poisson and logistic regression fitted values, especially at the ends in which mean maternal age is lowest and highest.  All three models converge or are most consistent with each other in the middle range of average maternal age.  Given that the probability of the risk and probability of the odds of SGA in a one year difference in maternal age was similar to each other from the analyses in problem 6, parts b and c (3.4% and 3.9%, respectively), whereas the result from the linear regression analysis was further off from the Poisson and logistic regression analyses, this graph is consistent in visually depicting the similarities and differences between the three analyses done in problem 6.  10 points
8. Perform a logistic regression analyses of the distribution of the prevalence of SGA infants across groups defined by the logarithmically transformed maternal age.

a. Provide formal inference for associations using odds ratio (OR: ratios of odds) and log transformed age. 5 points
Methods: A logistic regression model with SGA as the outcome of interest and log transformed maternal age as the predictor of interest was fit to model the linear trend in odds of delivery of infants who were small for gestational age by log transformed maternal age.  Point estimates of the association were based on the slope parameter of the logistic regression analysis, and 95% confidence intervals and a two-sided p-value were calculated.  Subjects missing data on SGA or maternal smoking were not included in the analysis.   

Results: From the logistic regression analysis, we estimate that the a 2.72 
year difference in maternal age, the odds of delivering an infant small for gestational age is about 61.5% lower in the older maternal group.  At a 5% level of significance, our result is not statistically significant given a two-sided p-value of 0.0564.  The corresponding 95% confidence interval indicates that our result would not be unusual if the odds of SGA was somewhere between 3.44% higher to 85.6% lower among a 2.72 year increase in maternal age, which is equivalent to a one year increase in log maternal age.  

b. Why might it be reasonable or silly to have performed such an analysis rather than the analysis in problem 6c? 5 points
· It would be preferable to perform an analysis similar to what was done in problem 6c, where maternal age was not log transformed.  It is not as conducive or intuitive to interpret the odds of a SGA infant using maternal age on the log scale.  Rather, as what was done in problem 6, it seems easier to exponentiate the log odds of SGA from the logit model, and then exponentiate that answer by whatever age difference we are interested in to get the probability of the odds of a SGA infant.  Log transforming maternal age by the natural log, base e, does not seem like a natural conversion to report the difference in age groups that we would be interested in (i.e., 5 year or 10 year differences).  
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