Biost 518 / 515, Winter 2015
Homework #3
January 23, 2015, Page 10 of 14

Biost 518: Applied Biostatistics II
Biost 515: Biostatistics II
Emerson, Winter 2015
Homework #3
January 23, 2015
Written problems: To be submitted as a MS-Word compatible file to the class Catalyst dropbox by 9:30 am on Monday, February 2, 2014. See the instructions for peer grading of the homework that are posted on the web pages. 
On this (as all homeworks) Stata / R code and unedited Stata / R  output is TOTALLY unacceptable. Instead, prepare a table of statistics gleaned from the Stata output. The table should be appropriate for inclusion in a scientific report, with all statistics rounded to a reasonable number of significant digits. (I am interested in how statistics are used to answer the scientific question.)

Unless explicitly told otherwise in the statement of the problem, in all problems requesting “statistical analyses” (either descriptive or inferential), you should present both
· Methods: A brief sentence or paragraph describing the statistical methods you used. This should be using wording suitable for a scientific journal, though it might be a little more detailed. A reader should be able to reproduce your analysis. DO NOT PROVIDE Stata OR R CODE.
· Inference: A paragraph providing full statistical inference in answer to the question. Please see the supplementary document relating to “Reporting Associations” for details.
This homework considers pregnancy outcomes in an observational study of women attending a prenatal clinic in South Africa. Questions in this homework focus most closely on association with delivery of babies that are small for gestational age (SGA). The data can be found on the class web page (follow the link to Datasets) in the file labeled pregout.txt (you will not need any of the longitudinal measurements in the file preglong.txt). Documentation is in the file pregnancy.pdf.
1. Provide suitable descriptive statistics relevant to this analysis.

Methods: Data based on 755 pregnant women was analyzed. Among these subjects, 4 had missing smoking information and were excluded from the analysis. A binary variable, small for gestational age (SGA), was cross-tabulated by categorical variables including smoking status for descriptive statistics. The mean, standard deviation, minimum and maximum values were computed to describe continuous variables by SGA. Since only smoking and SGA are the variables of interest, the analysis did not exclude individuals with missing values on the other variables.
Inference: After excluding 4 individuals with missing smoking information, 751 subjects remained for further analysis. Among these, 104 (13.9%) delivered small for gestational age baby (Table 1). Among these 104 with SGA, 45 (43.3%) smoked and among 647 without SGA, 186 (28.8%) smoked. Overall, there is a tendency to deliver small for gestational age babies among those who smoke. Parity seemed to be higher among non SGA mothers. On average, birth weight for babies in the SGA group was 2231 grams compared with non SGA mothers who delivered babies 3246 grams on average. All other characteristics seem to show similar distribution between SGA and non SGA mothers. 
Table 1: Baseline characteristics of participants in the study by status of small for gestational age (SGA)

	 Characteristics
	Small for Gestational Age (SGA)
	Total
(n=751)

	 
	No
(n=647)
	Yes
(n=104)
	

	Mother's height, cm
	157.01 (6.54; 106.0 - 176.0; n=650)
	154.56 (5.87; 142.0 - 172.0; n=99)
	156.68 (6.50; 106.0 - 176.0; n=749)

	Mother's age at enrollment, yrs
	24.94 (5.45; 14.0 - 43.0; n=650)
	23.85 (4.90; 16.0 - 35.0; n=105)
	24.79 (5.39; 14.0 - 43.0; n=755)

	Gestational age at delivery, wk
	39.38 (1.24; 38.0 - 44.0; n=647)
	37.92 (2.20; 30.0 - 42.0; n=103)
	39.18 (1.50; 30.0 - 44.0; n=750)

	Number of prior deliveries
	
	
	

	None
	n=244 (37.71%)
	n=49 (47.12%)
	n=293 (39.01%)

	1-2
	n=327 (50.54%)
	n=46 (44.23%)
	n=373 (49.67%)

	≥ 3
	n=79 (23.21%)
	n=10 (9.62%)
	n=89 (11.85%)

	Infant's Birthweight, g
	3246.21 (402.13; 2510.0 - 4730.0; n=647)
	2231.11 (411.60; 1035.0 - 3780.0; n=104)
	3105.63 (534.46; 1035.0 - 4730.0; n=751)

	Male infant
	n=339 (n=52.40%)
	n=44 (42.31%)
	383 (51.00%)

	Mother's smoking status
	
	
	

	Yes
	n=186 (28.75%)
	n=45 (43.27%)
	n=231 (30.76%)

	No
	n=461 (71.25%)
	n=59 (56.73%)
	n=520 (69.24%)


Unless stated otherwise, values are means (standard deviations; minimum - maximum; total subjects without missing values)
2. Perform a statistical regression analysis evaluating an association between the odds of delivery of infants who were small for gestational age (SGA) and maternal smoking behavior. (Only give a formal report of the inference where asked to.)
a. Give full inference regarding the association between SGA and maternal smoking. 

Methods: Individuals with missing smoking information were excluded from the analysis. We used the classical logistic regression model to evaluate the odds of having small for gestational age (SGA=Yes) among mothers who smoke compared with mothers who do not smoke. This inference is based on the Wald statistic that was computed from the regression slope parameter and its standard error. The corresponding two-sided two-sided p-values and 95% confidence intervals were computed for our parameter estimates with a 5% significance level.
Inference: After excluding 4 individuals with missing smoking information, 751 individuals remained for further analysis. The odds of delivering small for gestational age is 1.890 times higher for smokers than non-smokers. This odds ratio would not be unusual if the true odds ratio was somewhere between 1.238 and 1.887. Thus, statistical evidence to reject our null hypothesis that the odds ratio equals to 1 is sufficient (p=0.003). 
b. Use the regression model parameter estimates to provide estimates of both the odds and the probability of delivering a SGA infant separately for smokers and nonsmokers. How do these estimates compare with simple descriptive statistics as you might have reported in problem 1. Explain any differences or similarities.

Methods: We used classical logistic regression to assess the odds for SGA and maternal smoking status. We estimated the odds and the probability of delivering a SGA baby separately for smokers and non-smokers. Then, we compared these estimates with simple descriptive statistics reported in Table 1 using direct calculation in STATA and the formula p=odds/(1+odds). The odds and their corresponding 95% confidence intervals were computed.  

Inference: The odds of delivering small for gestational age for mothers who smoked was 0.242, whereas, the odds for those who did not smoke was 0.128. These odds would not be unusual if the true odds were between 0.175 and 0.335, and 0.097 and 0.168, respectively. Using the proportions for smoking status in Table 1, we can calculate the odds ratio due to smoking as (0.433/(1-0.433))/(0.288/(1-0.288)) which equals 1.89. We observed that the proportions obtained using logistic regression are similar to those obtained by table 1.
c. There were actually four regression analyses that could have been used to answer this question. I am betting that all students would have fit a regression model with SGA as response and the indicator of maternal smoking as the predictor. Presuming that you did indeed fit that model, explain the similarities and differences between the estimates and inference you would have obtained for the following three additional models (You do not need to run these analyses, if you can tell me how they differ without doing so. It is of course okay to run the analyses if it will help you recognize the more general principles.):

i. You create an indicator NONSMOKER that the mother was a nonsmoker, and you fit a logistic regression model of response SGA on predictor NONSMOKER.

Response:

Yes, I can fit logistic regression using model below:

Ln(pr(SGA=yes|NONSMOKER)) = β0 + β1 * NONSMOKER

pr(SGA=yes|NONSMOKER) = e(β0 + β1) * 1/( e( β1* NonSmoker))

Using the above results, the slope is calculated as 1/exp(0.6368) = 1/1.890 = 0.529 on odds scale
The intercept term by multiplying the coefficients obtained in part a: 1.890 for smokers multiplied by 1.128 for nonsmokers = 0.242 on odds scale. We would get the same values as the STATA output if we calculated the Wald statistic and thus the two-sided p-value.
ii. You create an indicator NOTSGA that the infant was not small for gestational age, and you fit a logistic regression model of response NOTSGA on predictor SMOKER.

Ln(pr(NOTSGA|SMOKER)) = -β0 - β1 * SMOKER
Pr(NOTSGA|SMOKER) = (1/exp(β0) )*(1/(exp(β1*SMOKER)))

The slope would be calculated as the same as above 1/exp(0.6368) = 1/1.890 = 0.529 on odds scale

The intercept is calculated from the intercept obtained in STATA output modeling non SGA and smokers, 1/exp(-2.0559) = 1/0.128 = 7.81 in odds scale. In this analysis the Wald statistic and the two-sided p-value will not change. 
iii. You fit a regression model of response NOTSGA on predictor NONSMOKER. 
Ln(pr(NOTSGA|NONSMOKER)) = -β0 - β1 * (1-NONSMOKER)
Pr(NOTSGA|NONSMOKER) = exp(-(β0 + β1)) * exp(β1 * NONSMOKER)

= 1/exp(β0 + β1) * exp(β1 * NONSMOKER)

The slope can be estimated from the STATA output in 2a as exp(0.6368) = 1.890 on odds scale
The intercept is estimated using the STATA outputs in 2a as 1/(exp(0.6368-2.0559)) = 4.13 on odds scale
3. Repeat problem 2, except consider a statistical regression analysis evaluating an association between the odds of delivery of infants who were small for gestational age (SGA) and maternal smoking behavior by evaluating the difference in probabilities for SGA across smoking groups.
Methods: The association between the probability of delivering small for gestational age baby and smoking status was modeled using a linear regression method. Individuals with missing values were excluded from the analysis. Robust standard errors were computed using this method. STATA outputs were used to calculate the probabilities of having small for gestational age by smoking status. 
Inference: Among 751 subjects with data, the estimated probability of delivering small for gestational age in mothers who smoke is 0.0813 higher than those who do not smoke. This difference would not be unusual if the true probability difference was between 0.023 and 0.139. With a two-sided p-value of 0.006, we reject the null hypothesis that the difference in probabilities between smokers and non-smokers is 0.
b. The estimated probability of delivering small for gestational age baby for smokers is 0.113 + 0.081 = 0.194. The estimated probability of delivering small for gestational age baby for non-smokers is 0.113. We obtain the same probabilities as in Table 1 and the odds would be the same as in part 2b above. 
c. We can estimate the probabilities for each scenario as in part 2 using, 
pr(SGA=yes|NONSMOKER) = β0 + β1 *(1- NONSMOKER)
pr(SGA=yes|NONSMOKER) = (β0 + β1) -- β1*NONSMOKER
Intercept is estimated as : 0.081+0.113 = 0.194

The slope is estimated as -0.081

pr(NOTSGA|SMOKER)) = β0 + β1 * SMOKER



= (1- β0) + (-β1 * SMOKER)


= 1- β0 - β1*SMOKER



The intercept can be estimated as 1-0.113 = 0.887



The slope is estimated as -0.081

pr(NOTSGA|NONSMOKER) = 1-β0- β1 + (β1*NONSMOKER)

The slope in this estimate will be 0.081 and the intercept is 1-0.113-0.081 = 0.806
4. Repeat problem 2, except consider a statistical regression analysis evaluating an association between the odds of delivery of infants who were small for gestational age (SGA) and maternal smoking behavior by evaluating the ratio of probabilities for SGA across smoking groups.
Methods: We estimated the probabilities of delivering small for gestational age by smoking status using poisson regression with robust standard error estimation. The 95% confidence interval and two-sided p-values were computed using the Wald statistic. We used significance level α = 0.05.
Inference: Among the 751 mothers with non-missing data, the ratio of the probability of SGA is 1.717 times higher for smokers than non-smokers. This ratio would not be unusual if the true probability ratio was between 1.203 and 2.450. The statistical evidence for the ratio in probabilities is sufficient (p=0.003). Thus we reject the null hypothesis that the ratio of probabilities is 1. 
Following part b), we can compute the probabilities for SGA and maternal smoking status using the poisson regression estimates of the intercept and slope:

1.717 * 0.113 = 0.194 is the probability of delivering SGA, which would be the same result as in part 1 and 2b. 

ln((SGA=yes|NONSMOKER)) = β0 + β1 *(1- NONSMOKER)

pr(SGA=yes|NONSMOKER) = exp(β0 + β1) * 1/exp(β1*NONSMOKER)
The slope as a probability is calculated as 1/1.717 = 0.582 using the ratio probability above 

The intercept as a probability is calculated as 1.717 x 0.113 = 0.194 likewise. 

Ln(pr(NOTSGA|SMOKER))) = β0 + β1 * SMOKER

pr(NOTSGA|SMOKER) = 1 – exp(β0 + β1 * SMOKER)
The slope as a probability is calculated as (1-0.113*1.717)/(1-0.113) = 0.909

The intercept as a probability is calculated as 1 – 0.113 = 0.887

Ln(pr(NOTSGA|NONSMOKER) )= 1-β0- β1 + (β1*NONSMOKER)

The slope as a ratio is calculated as (1-0.113)/(1-0.113*1.717) = 1.101
The intercept as a ratio is calculated as 1 – (0.113*1.717) = 0.806

5. How do the analyses performed in problems 2-4 compare to that that would be obtained in a simple two sample comparison of SGA by smoking status (i.e., using methods covered in Biost 517/514.) Explicitly mention where they would be similar or different?

Response:

The estimated values will all be the same if we had done simple two sample comparison of SGA by smoking for example using the prtest in STATA. This is because the Wald test statistic and the z-score will provide the same estimation of each corresponding estimates calculated above. 

6. Perform a regression analysis of the distribution of the prevalence of SGA infants across groups defined by the continuous measure of maternal age. In all cases we want formal inference. (Note: In problem 7, I am asking you to plot the estimated probabilities of SGA infants from each of these regression models. Hence, you will want to make sure you estimate those fitted values following each regression.)
a. Evaluate associations using risk difference (RD: difference in probabilities).

Methods: The association between the probabilities of delivering SGA and maternal age were assessed using the linear regression with robust standard error estimation method. The probability difference, 95% confidence interval and two-sided p-values were computed using the Fischer statistic. We used significance level α = 0.05.
Inference: 755 mothers with SGA and age information were analyzed. Among these, for one year increase in age mothers tend to have 0.451 lower probability of delivering SGA. This difference in probability would not be unusual if the true difference in probability was anywhere between 0.029 and 0.874. The statistical evidence for this difference is sufficient (p=0.04). Thus, we rejuect the null hypothesis that there is no association between SGA and age in risk difference scale. 
b. Evaluate associations between risk ratio (RR: ratios of probabilities).
Methods: The association between the risk of delivering SGA and maternal age were assessed using the poisson regression with robust standard error estimation method. The risk ratio, the 95% confidence interval and two-sided p-values were computed using the Wald test statistic. We used significance level α = 0.05.

Inference: 755 mothers with SGA and age information were analyzed. Among these, for one year increase in age mothers tend to have 3.459% lower probability of delivering SGA. This difference in risk ratio would not be unusual if the true difference in risk ratio was anywhere between 0.100% and 6.827%. The statistical evidence for this difference is insufficient (p=0.05). Thus, we do not reject the null hypothesis that there is no association between SGA and age in risk ratio scale. 

c. Evaluate associations using odds ratio (OR: ratios of odds)

Methods: The association between the risk of delivering SGA and maternal age were assessed using the logistic regression method. The odds ratio, the 95% confidence interval and two-sided p-values were computed using the Wald test statistic. We used significance level α = 0.05.

Inference: 755 mothers with SGA and age information were analyzed. Among these, for one year increase in age mothers tend to have 0.039 times the odds of delivering SGA. This odds ratio would not be unusual if the true odds ratio was anywhere between 0.0007 and 0.0772. The statistical evidence for this difference is insufficient (p>0.05). Thus, we do not reject the null hypothesis that there is no association between SGA and age in odds ratio scale. 

d. Using the regression parameter estimates from each of these regressions, provide an estimate of the probability that a 20 year old mother would have a SGA infant. Explain any similarities or differences these estimates might have when compared to the sample proportion of SGA infants among 20 year olds.

Response based on inferences above:

We can use the regression parameters from the outputs of each of the methods above and calculate the probabilities of SGA for a 20 year of mother as follows:
Linear regression:

0.2510 + (20* -0.004515) = 0.161
Poisson regression:

Ln(0.3211 + 20*0.9662) = 0.197
Logistic regression:

0.4261 + 20*0.9610 = 0.196
The three probabilities from each measure of association are very similar to eachother with their overlapping confidence intervals. Their corresponding confidence intervals can also be calculated similarly by obtaining the confidence intervals from each regression output. 

7. Produce a plot of the estimated probability of an SGA infant by age as derived by each of the following methods. Comment on the similarity and difference among the various fitted values form the various analyses performed in problem 6. (Note that Stata allows you to specify multiple Y variables for a single X variable: scatter y1 y2 y3 y4 age)
a. Sample proportions within each unique age: This can be obtained in Stata using the command egen varname= mean(sga), by(age).
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Figure 1. Plot of estimated probability of having SGA by age comparing the different regression measures.

Method: We sampled proportions within each unique age for all corresponding measures. We plotted the probabilities by age to compare the estimates by each method. 
Inference: Figure 1 shows the estimated probability of having SGA by age comparing the different regression measures. The three measures tend to have an overall agreement; an almost perfect agreement observed for around 25 year olds but estimates slightly defer for persons in the extreme tails of the age distribution.  

b. Estimated probabilities for each age in the data as derived from each of the regression analyses. In Stata, this can be obtained using the simple “post-estimation” command: predict varname.  (But use a different variable name for each fitted value.) 

i. After performing a linear regression, the default action of the “predict” function is to create a variable that contains the estimated “linear predictor”, which corresponds to the regression based estimate of the mean. With a binary response variable, the mean response is the proportion.

ii. After performing a Poisson regression, the default action of the “predict” function is to create a variable that contains the exponentiated estimated “linear predictor”, which corresponds to the regression based estimate of the mean. With a binary response variable, the mean response is the proportion. (The linear predictor in Poisson regression corresponds to the log “rate”, because Poisson regression uses a log link function.

iii. In logistic regression, the estimated “linear predictor” corresponds to the log odds. Exponentiating that would correspond to the odds. By default, Stata figures that you would really rather have the estimated probability, which is computed as prob = odds / (1 + odds). So, after performing a logistic regression, the default action of the “predict” function is to create a variable that contains the the regression based estimate of the mean. 
Response:

Part i-iii are all done in STATA as shown in the Appendix section of this homework. To compare how well the three measures agree, Figure 2 displays the probability of fitted values from poisson, logistic and linear regression. There may be slight differences with linear regression predicted values compared with poisson and logistic regression predicted values.
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Figure 2. Plot of predicted probabilities of SGA by age comparing all three measures of association.

8. Perform a logistic regression analyses of the distribution of the prevalence of SGA infants across groups defined by the logarithmically transformed maternal age.

a. Provide formal inference for associations using odds ratio (OR: ratios of odds) and log transformed age.

Methods: The distritbution of the prevalence of SGA infants across groups was evaluated by using classic logistic regression method. The predictor age was modeled as a continuous log-transformed variable. The odds ratio, 95% confidence interval and two-sided p-values were computed using the Wald test statistic. Significance level α = 0.05 was used.

Inference: 755 mothers with non-missing SGA and age information were analyzed. There is 8.72% decreased odds of delivering SGA for a 10% increase in age. This odds ratio would not be unusual if the true odds ratio was somewhere between 0.0% and 16.8%. The statistical evidence for this odds ratio is insufficient (p>0.05). Thus, we reject the null hypothesis that there is no association between odds of SGA and age. 
b. Why might it be reasonable or silly to have performed such an analysis rather than the analysis in problem 6c?
Log transforming the predictor only, in this case, age would not make scientific sense and given that the unit of age is in years and age ranges in our population from 14 years to 43 years old. We are often interested in the difference in unit of age on additive scale rather than multiplicative scale. For example risk of SGA for a 10% increase in age may not make a very good sense. But if we were working in small numbers, we could express in ratio form to accentuate an effect better.

Appendix:
quietly: infile mcode ht age sga parity smoker bweight sex gesage using http://www.emersonstatistics.com/datasets/pregout.txt

list in 1/5, table

/*Drop the rows with missing values */

drop in 1

/*Descriptive stats 

Outcome of interest is SGA (1 for small gestational age and 0 for otherwise)

Predictor of interest: smoker (1 for yes, 2 for no)

Other variables may include ht, age, parity bweight sex gesage

*/

tabulate smoker sga sex, row

tabulate parity sga, row

tabulate sga

tabulate sga sex, row

/*

         |          sga

    smoker |         0          1 |     Total

-----------+----------------------+----------

         1 |       186         45 |       231 

           |     80.52      19.48 |    100.00 

-----------+----------------------+----------

         2 |       461         59 |       520 

           |     88.65      11.35 |    100.00 

-----------+----------------------+----------

     Total |       647        104 |       751 

           |     86.15      13.85 |    100.00 

There are 4 people missing smoking information

*/

tabstat ht age gesage bweight, by (sga) stat(n mean sd min q max) col(stat) long

/*

sga          variable |         N      mean        sd       min       p25       p50       p75       max

----------------------+--------------------------------------------------------------------------------

0                  ht |       650  157.0077  6.538609       106       153       157       162       176

                  age |       650     24.94  5.448549        14        21        24        28        43

               gesage |       647  39.38485   1.24491        38        38        39        40        44

              bweight |       647  3246.206  402.1284      2510      2940      3200      3500      4730

----------------------+--------------------------------------------------------------------------------

1                  ht |        99  154.5556  5.873187       142       150       155       158       172

                  age |       105  23.84762   4.89855        16        20        23        27        35

               gesage |       103  37.92233  2.203782        30        37        38        39        42

              bweight |       104  2231.106  411.6016      1035      2030      2320      2530      3780

----------------------+--------------------------------------------------------------------------------

Total              ht |       749  156.6836  6.504216       106       153       156       161       176

                  age |       755  24.78808  5.385669        14        21        24        28        43

               gesage |       750    39.184  1.500604        30        38        39        40        44

              bweight |       751  3105.632  534.4615      1035      2810      3140      3440      4730

-------------------------------------------------------------------------------------------------------

*/

/*Question 2 a */

/*logistic regression */

/*recode smoking status to 0 and 1 so STATA can model the correct groups*/

/*

drop smk

recode smoke 1=1 2=0, gen(smk)

recode smoke =1, gen(smk)

tab smk

*/

recode smoker (2=0)

/*Modeling smokers (smoker=1) and odds for SGA=1 */

logit sga smoker

test smoker

/*

Logistic regression                               Number of obs   =        751

                                                  LR chi2(1)      =       8.44

                                                  Prob > chi2     =     0.0037

Log likelihood = -297.82957                       Pseudo R2       =     0.0140

------------------------------------------------------------------------------

         sga |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

      smoker |   .6367768   .2161409     2.95   0.003     .2131484    1.060405

       _cons |  -2.055861   .1382691   -14.87   0.000    -2.326863   -1.784858

------------------------------------------------------------------------------

. test smoker

 ( 1)  [sga]smoker = 0

           chi2(  1) =    8.68

         Prob > chi2 =    0.0032

*/

/*odds of SGA in smokers */

lincom smoker, eform

di %6.4f r(estimate)/(1+r(estimate))

/* 

-----------------------------------------------------------------------------

         sga |     exp(b)   Std. Err.      z    P>|z|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

         (1) |   1.890378   .4085881     2.95   0.003     1.237568    2.887541

------------------------------------------------------------------------------

*/

/*odds of SGA in non-smokers */

lincom _cons, eform

di %6.4f r(estimate)/(1+r(estimate))

/*

 ( 1)  [sga]_cons = 0

------------------------------------------------------------------------------

         sga |     exp(b)   Std. Err.      z    P>|z|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

         (1) |   .1279826    .017696   -14.87   0.000     .0976014    .1678209

------------------------------------------------------------------------------

*/

/*odds of SGA in smokers */

lincom _cons + smoker, eform

/*

 ( 1)  [sga]smoker + [sga]_cons = 0

------------------------------------------------------------------------------

         sga |     exp(b)   Std. Err.      z    P>|z|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

         (1) |   .2419356   .0401923    -8.54   0.000     .1746993     .335049

------------------------------------------------------------------------------

*/

/*2 c */

/* Create a variable NONSMOKER*/

g NONSMOKER = 1-smoker

tab NONSMOKER

tab smoker

/*question 3 */

regress sga smoker, robust

/*

Linear regression                                      Number of obs =     751

                                                       F(  1,   749) =    7.56

                                                       Prob > F      =  0.0061

                                                       R-squared     =  0.0118

                                                       Root MSE      =  .34382

------------------------------------------------------------------------------

             |               Robust

         sga |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

      smoker |   .0813437    .029577     2.75   0.006       .02328    .1394073

       _cons |   .1134615   .0139268     8.15   0.000     .0861214    .1408017

------------------------------------------------------------------------------

*/

/*Question 4 */

/*a. Poisson regression with robust standard error estimation */

poisson sga smoker, robust irr

/*

Poisson regression                                Number of obs   =        751

                                                  Wald chi2(1)    =       8.86

                                                  Prob > chi2     =     0.0029

Log pseudolikelihood = -306.01018                 Pseudo R2       =     0.0116

------------------------------------------------------------------------------

             |               Robust

         sga |        IRR   Std. Err.      z    P>|z|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

      smoker |   1.716927   .3117213     2.98   0.003     1.202845    2.450722

       _cons |   .1134615   .0139175   -17.74   0.000      .089215    .1442977

------------------------------------------------------------------------------

*/

/*Question 6 */

/*Regression analysis to get estimates of RD RR */

regress sga age, robust

predict rd

/*

Linear regression                                      Number of obs =     755

                                                       F(  1,   753) =    4.39

                                                       Prob > F      =  0.0364

                                                       R-squared     =  0.0049

                                                       Root MSE      =  .34563

------------------------------------------------------------------------------

             |               Robust

         sga |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

         age |  -.0045152   .0021545    -2.10   0.036    -.0087448   -.0002856

       _cons |   .2509966   .0568594     4.41   0.000     .1393747    .3626184

------------------------------------------------------------------------------

*/

/*Regression analysis to get estimate of RR */

poisson sga age, robust irr

predict rr

lincom _cons + 20*age, eform

/*

Poisson regression                                Number of obs   =        755

                                                  Wald chi2(1)    =       3.98

                                                  Prob > chi2     =     0.0460

Log pseudolikelihood = -310.47398                 Pseudo R2       =     0.0053

------------------------------------------------------------------------------

             |               Robust

         sga |        IRR   Std. Err.      z    P>|z|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

         age |   .9661622   .0166695    -2.00   0.046     .9340368    .9993926

       _cons |   .3211086   .1345436    -2.71   0.007      .141254    .7299668

------------------------------------------------------------------------------

*/

/*Regression analysis to get OR */

logit sga age, or

predict or

lincom _cons + 20*age, or

/*

Logistic regression                               Number of obs   =        755

                                                  LR chi2(1)      =       3.85

                                                  Prob > chi2     =     0.0496

Log likelihood = -302.54725                       Pseudo R2       =     0.0063

------------------------------------------------------------------------------

         sga | Odds Ratio   Std. Err.      z    P>|z|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

         age |   .9610022   .0198788    -1.92   0.054     .9228198    1.000764

       _cons |   .4260677   .2161143    -1.68   0.093     .1576608    1.151419

------------------------------------------------------------------------------

*/

/*Question 7 */

egen rdmean = mean(rd), by(age)

egen rrmean = mean(rr), by(age)

egen ormean = mean(or), by(age)

/*Scatter plots using the predicted values comparing all three methods*/

scatter rrmean ormean rdmean age, ///


legend(order(1 "Poisson" 2 "Logistic" 3 "Linear") ///


cols(3)) ///


xtitle(Age) ///


ytitle(Probability of having SGA) ///


xlabel(5(10)60) ///


ylabel(0 (0.05) 0.25, format(%13.2f))

twoway (line rr age, sort) (line or age, sort) (line rd age, sort), ///


legend(order(1 "Poisson" 2 "Logistic" 3 "Linear") ///


cols(3)) ///


xtitle(Age) ///


ytitle(Probability of having SGA) ///


xlabel(5(10)60) ///


ylabel(0 (0.05) 0.25, format(%3.2f))

/*Question 8 */

/*Log transform age */

gen lage = log(age)

logit sga lage, or

/*

Logistic regression                               Number of obs   =        755

                                                  LR chi2(1)      =       3.64

                                                  Prob > chi2     =     0.0564

Log likelihood = -302.65371                       Pseudo R2       =     0.0060

------------------------------------------------------------------------------

         sga | Odds Ratio   Std. Err.      z    P>|z|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

        lage |   .3853337   .1941469    -1.89   0.058      .143538    1.034444

       _cons |   3.326692    5.30269     0.75   0.451      .146289    75.65077

------------------------------------------------------------------------------

*/
