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January 23, 2015
This homework considers pregnancy outcomes in an observational study of women attending a prenatal clinic in South Africa. Questions in this homework focus most closely on association with delivery of babies that are small for gestational age (SGA). The data can be found on the class web page (follow the link to Datasets) in the file labeled pregout.txt (you will not need any of the longitudinal measurements in the file preglong.txt). Documentation is in the file pregnancy.pdf.

1. Provide suitable descriptive statistics relevant to this analysis.

Methods: Descriptive statistics were tabulated for the sample overall and by groups defined by delivery of a baby that was small for gestational age (SGA) or not. Observations with missing data on a covariate were excluded from analyses involving that covariate. Maternal age, maternal height, gestational age at delivery, and infant birthweight were analyzed as continuous variables. For these variables, the mean, standard deviation, minimum and maximum are presented as descriptive statistics. Parity was analyzed as a categorical variable, and maternal smoking and infant sex were analyzed as binary indicator variables. For these variables, the percentages are presented.

Results: Data are available on 755 women who delivered singleton pregnancies in Western Cape, South Africa. Of these women, 13.9% (n=105) delivered infants that were SGA. Table 1 (below) presents descriptive statistics of the sample. Four women had missing data on smoking status, birthweight, infant sex, and gestational age, one of whom had an SGA infant. One other woman with an SGA infant had missing data on gestational age but had no other missing data, and six women had missing data only on height, all of whom had SGA infants. 

The mean age of women in the sample was 24.8 years (SD=4.39), ranging from 14 to 43 years. Women with SGA infants were slightly younger on average (23.8 years compared to 24.9 years among those not SGA) and had a smaller range, with no women below age 16 or above 35 among those with SGA infants. The mean height was 157 cm (SD=6.50), with means of 157 cm (SD=6.54) among women with non-SGA infants and 155 cm (SD=5.87) among women with SGA infants. There are two outlying observations, one with a height of 106 cm and one with a height of 127 cm. While these heights are possible for women with growth abnormalities, they may represent data errors. The majority of women in the sample had delivered 0 (38.8%) or 1 (31.8%) prior birth, and approximately 12% had delivered 3 or more prior births. A higher proportion of women with SGA infants had no prior deliveries than women with non-SGA infants (46.7% compared to 37.5%). Thirty-one percent (30.8%) of the women in the sample were smokers, with a markedly higher proportion of smokers among women with SGA infants (43.3%) relative to women with non-SGA infants (28.7%). Overall, approximately half (49.0%) of infants were female, although a larger proportion of SGA infants were female (57.7%) than non-SGA infants (47.6%). The mean gestational age was 39.2 weeks (SD 1.50), and the minimum was 30 weeks. Only 3.2% of the sample had babies born preterm (before 37 weeks gestation), all of which were SGA. This pattern is evident in the lower mean gestational age among women with SGA infants (37.9 vs 39.4 weeks among women with non-SGA infants). The mean birthweight was 3,106 grams (SD 534.5) with a wide range from 1,035 to 4,730. Ten percent were low birthweight (below 2,500 grams). Infants that were SGA had lower mean birthweight than non-SGA infants (mean 2,231 grams compared to 3,246 grams). 

	Table 1: Descriptive statistics for a sample of 755 women delivering singleton pregnancies in Western Cape, South Africa, overall and within groups defined by whether the infant was small for gestational age (SGA)

	
	All subjects

(n=755)
	Non-SGA infants (n=650)
	SGA infants

(n=105)

	Maternal age (years)a
	24.8 (5.39; 14-43)
	24.9 (5.45; 14-43)
	23.8 (4.90; 16-35)

	Maternal height (cm) a,c
	157 (6.50; 106-176)
	157 (6.54; 106-176)
	155 (5.87; 142-172)

	Parityb
	
	
	

	0 prior deliveries (n=293)
	38.8%
	37.5%
	46.7%

	1 prior delivery (n=240)
	31.8%
	32.0%
	30.5%

	2 prior deliveries (n=133)
	17.6%
	18.3%
	13.3%

	3 prior deliveries (n=52)
	6.9%
	6.8%
	7.6%

	4 prior deliveries (n=23)
	3.0%
	3.4%
	1.0%

	5 prior deliveries (n=8)
	1.1%
	1.2%
	0.0%

	6 prior deliveries (n=6)
	0.8%
	0.8%
	1.0%

	Smokerb,c (n=231)
	30.8%
	28.7%
	43.3%

	Female infantb,c (n=368)
	49.0%
	47.6%
	57.7%

	Gestational age (weeks) a,c
	39.2 (1.50; 30-44)
	39.4 (1.24; 38-44)
	37.9 (2.20; 30-42)

	Infant birthweight (gms) a,c
	3,106 (534.5; 1,035-4,730)
	3,246 (402.1; 2,510-4.730)
	2,231 (411.6; 1,035-3,780)

	a Descriptive statistics presented are: mean (standard deviation; min-max) 

b Descriptive statistics presented are: column percentage

c Missing data: maternal height (6 observations missing data, all among those with SGA infant); smoker (4 observations missing data, 1 among those with SGA infant); female infant (4 observations missing data, 1 among those with SGA infant); gestational age (5 observations missing data; 2 among those with SGA infant); birthweight (4 observations missing data; 1 among those with SGA infants)


2. Perform a statistical regression analysis evaluating an association between the odds of delivery of infants who were small for gestational age (SGA) and maternal smoking behavior. (Only give a formal report of the inference where asked to.)

a. Give full inference regarding the association between SGA and maternal smoking. 

Methods: A simple logistic regression model was fit to the data from women delivering singleton pregnancies in the Western Cape of South Africa to examine the association between maternal smoking and the odds of delivering an infant small for gestational age (SGA). Four subjects with missing data on smoking status were omitted from the analysis. The null hypothesis that the odds of SGA are equivalent among smokers and non-smokers (OR=1) is tested with (=0.05. In addition to a two-sided p-value corresponding to the hypothesis test, a point estimate of the odds ratio and 95% confidence intervals are presented to examine the strength and precision of the association. 

Results: From logistic regression analysis on the 751 subjects with non-missing data on smoking status, the odds of having an SGA infant were 1.89 times as high among smokers relative to non-smokers (OR 1.89). The Wald-based 95% confidence interval (CI) indicates that this estimate would not be unusual if the true odds ratio for SGA among smokers relative to non-smokers were between 1.24 and 2.89. This result is statistically significant (p=0.003), allowing us to reject the null hypothesis that the odds of SGA among smokers are equal to the odds of SGA among non-smokers.

b. Use the regression model
 parameter estimates to provide estimates of both the odds and the probability of delivering a SGA infant separately for smokers and nonsmokers. How do these estimates compare with simple descriptive statistics as you might have reported in problem 1. Explain any differences or similarities.

The estimate for the odds of SGA among non-smokers is given by the intercept of the model. From this regression output, the odds of delivering an SGA infant among non-smokers are 0.128. The probability can be obtained from this through the formula, probability=odds/(1+odds). So the probability of delivering an SGA infant among non-smokers is 0.128/1.128 = 0.113. 

The estimate for the odds of SGA among smokers can be estimated by multiplying the estimate of e^(1 by the estimate of the intercept, since e^(1=odds(smokers) / odds(non-smokers). The estimate of e^(1 (the odds ratio) is 1.89, so the odds of delivering an SGA infant among smokers are 1.89*0.128 = 0.242. The probability of a smoking woman delivering an SGA infant is 0.242/(1+0.242) = 0.195. These results are summarized in the table below.
	
	Smokers
	Non-smokers

	Odds of delivering an SGA infant
	0.242
	0.128

	Probability of delivering an SGA infant
	0.195
	0.113


The estimated probabilities of delivering an SGA infant among smokers and non-smokers match exactly the observed probabilities in the sample (they do not match the probabilities presented in Table 1, as those are column percentages corresponding to the probability of a woman being a smoker among those with an SGA baby and those without). The odds also correspond to the odds observed in the sample, as there is a monotonic relationship between odds and probabilities. This exact correspondence between the regression estimates and the observed statistics is due to the model being saturated (two groups and two parameters). 
c. There were actually four 
regression analyses that could have been used to answer this question. I am betting that all students would have fit a regression model with SGA as response and the indicator of maternal smoking as the predictor. Presuming that you did indeed fit that model, explain the similarities and differences between the estimates and inference you would have obtained for the following three additional models (You do not need to run these analyses, if you can tell me how they differ without doing so. It is of course okay to run the analyses if it will help you recognize the more general principles.):

i. You create an 
indicator NONSMOKER that the mother was a nonsmoker, and you fit a logistic regression model of response SGA on predictor NONSMOKER.

I would have obtained the same Wald-based p-value and likelihood ratio test for the overall significance of the model (in addition to the same pseudo-R2). The intercept would correspond to the odds of SGA among smokers, and the slope would correspond to the odds ratio of SGA among non-smokers relative to smokers – the inverse of what I obtained above. The Z-statistic for the slope would have the same absolute value, but would be negative. The 95% CI would be different due to the fact that the odds ratio is flipped and constrained between 0 and 1. The SE presented in the “logistic” output would be different, but the SE from the “logit” output, which is more informative, would be the same. So we would reach the same conclusion to reject the null hypothesis and we could reach the same inference about the relative odds of SGA.
ii. You create an 
indicator NOTSGA that the infant was not small for gestational age, and you fit a logistic regression model of response NOTSGA on predictor SMOKER.

The overall model statistics (likelihood ratio chi-square, likelihood ratio p-value, and pseudo-R2) would be the same. Additionally, the absolute value of the Z-statistic and the Wald-based p-value for the parameter estimates would be the same. The intercept and slope estimates would be different, however, as would the 95% confidence intervals. This is because these estimates correspond to the odds of not being SGA (prob(NOTSGA) / prob(SGA)), which is the reciprocal of the odds of being SGA (prob(SGA) / prob(NOTSGA)). As above, the SE presented in the “logistic” output would be different, but the SE from the “logit” output, which is more informative, would be the same. We would reach the same conclusion to reject the null hypothesis and we could reach the same inference about the association between smoking and SGA.
iii. You fit a regression 
model of response NOTSGA on predictor NONSMOKER. 

The overall model statistics (likelihood ratio chi-square, likelihood ratio p-value, and pseudo-R2) would be the same, and the Z-statistic and Wald-based p-value for the slope estimate would be the same. The estimate and 95% CI for the odds ratio of not being SGA among non-smokers relative to smokers would be the same as the estimate for the odds ratio obtained in part (a), which corresponded to the odds of being SGA among smokers relative to non-smokers).  The intercept would be different, however, as it would indicate the odds of not being SGA among non-smokers instead of the odds of being SGA among smokers. The SE from the “logit” output would be the same for the slope (odds ratio), but not for the intercept. So we would reach the same conclusion to reject the null hypothesis and we would reach the same inference about the relative odds of SGA.
3. Repeat problem 2, except consider a statistical regression analysis evaluating an association between the odds of delivery of infants who were small for gestational age (SGA) and maternal smoking behavior by evaluating the difference in probabilities for SGA across smoking groups.

a. Give full inference 
regarding the association between SGA and maternal smoking. 

Methods: A simple linear regression model was fit to the data from women delivering singleton pregnancies in the Western Cape of South Africa to examine the association between maternal smoking and the probability of delivering an infant small for gestational age (SGA). Standard errors were calculated using the Huber-White sandwich estimator, thereby relaxing the assumption of equal variances within groups. Four subjects with missing data on smoking status were omitted from the analysis. The null hypothesis that there is zero absolute difference in the probabilities of SGA between smokers and non-smokers is tested with (=0.05. In addition to a two-sided p-value corresponding to the hypothesis test, a point estimate of the absolute difference in probabilities and 95% confidence intervals are presented to examine the strength and precision of the association. 

Results: From simple linear regression analysis on the 751 subjects with non-missing data on smoking status, the probability of delivering an SGA infant among smokers is estimated to be 8.13% higher than the probability of delivering an SGA infant among non-smokers. The 95% confidence interval (CI) indicates that this estimate would not be unusual if the true probability of a smoker delivering an SGA infant was between 2.33% higher and 13.9% higher than the probability of a non-smoker delivering an SGA infant. This result is statistically significant (p=0.006), allowing us to reject the null hypothesis that the difference in the probabilities of SGA between smokers and non-smokers is zero.
b. Use the regression 
model parameter estimates to provide estimates of both the odds and the probability of delivering a SGA infant separately for smokers and nonsmokers. How do these estimates compare with simple descriptive statistics as you might have reported in problem 1. Explain any differences or similarities.

The estimate for the probability of an SGA infant among non-smokers is given by the intercept of the model. From this regression output, the probability of delivering an SGA infant among non-smokers is 0.113. The odds can be obtained from this through the formula, odds=probability/(1-probability). So, the odds of delivering an SGA infant among non-smokers are 0.113/(1-0.113) = 0.128. 

The estimate for the probability of SGA among smokers can be estimated by adding the estimate of (1 to the estimate of the intercept, since (1=probability(smokers) - probability(non-smokers). The estimate of (1 is 0.0813, so the probability of delivering an SGA infant among smokers is 0.0813 + 0.113 = 0.195. By the same formula above, the odds of a smoking woman delivering an SGA infant are 0.195/(1-0.195) = 0.242. These results are summarized in the table below.

	
	Smokers
	Non-smokers

	Odds of delivering an SGA infant
	0.242
	0.128

	Probability of delivering an SGA infant
	0.195
	0.113


The estimated probabilities of delivering an SGA infant among smokers and non-smokers match exactly the observed probabilities in the sample (they do not match the probabilities presented in Table 1, as those are column percentages corresponding to the probability of a woman being a smoker among those with an SGA baby and those without). The odds also correspond to the odds observed in the sample, as there is a monotonic relationship between odds and probabilities. This exact correspondence between the regression estimates and the observed statistics is due to the model being saturated (two groups and two parameters).
c. There were actually 
four regression analyses that could have been used to answer this question. I am betting that all students would have fit a regression model with SGA as response and the indicator of maternal smoking as the predictor. Presuming that you did indeed fit that model, explain the similarities and differences between the estimates and inference you would have obtained for the following three additional models (You do not need to run these analyses, if you can tell me how they differ without doing so. It is of course okay to run the analyses if it will help you recognize the more general principles.):

i. You create an indicator NONSMOKER that the mother was a nonsmoker, and you fit a logistic regression model of response SGA on predictor NONSMOKER.

I would have obtained the same F-test statistic and p-value for the overall significance of the model (in addition to the same R2 and RMSE). The intercept would correspond to the probability of SGA among smokers, and the estimate for the difference in probabilities would have the same absolute value but would be negative, as i
t indicates the difference in probabilities of SGA between non-smokers and smokers. The t-statistic would also have the same absolute value, but would be negative. The SE would be the same, and the 95% CI would have the same precision but would be flipped to negative values, corresponding to the estimate. So we would reach the same conclusion to reject the null hypothesis and we would make the same inference about the difference in risks.
ii. You create an indicator NOTSGA that the infant was not small for gestational age, and you fit a logistic regression model of response NOTSGA on predictor SMOKER.

The overall model 
statistics (F-test statistic, p-value, R2 and RMSE) would be the same. Additionally, the t-statistic would have the same absolute value (but negative), and the p-value for the parameter estimates would be the same. The estimate for the difference in probabilities would have the same absolute value but would be negative, as it indicates the difference in probabilities of not being SGA. The SE would be the same, and the 95% confidence intervals for the difference in probabilities would have the same precision but would be negative to match the estimate of the difference. So we would reach the same conclusion to reject the null hypothesis and we could reach the same inference about the difference in risks.
iii. You fit a regression 
model of response NOTSGA on predictor NONSMOKER. 

The overall model statistics (F-test statistic, p-value, R2 and RMSE) would be the same, and the t-statistic and p-value for the estimate of the differences in proportions would be the same. The estimate, SE, and 95% confidence interval would also be exactly the same. So we would reach the same conclusion to reject the null hypothesis and could reach the same inference about the difference in risks.
4. Repeat problem 2, except consider a statistical regression analysis evaluating an association between the odds of delivery of infants who were small for gestational age (SGA) and maternal smoking behavior by evaluating the ratio of probabilities for SGA across smoking groups.

a. Give full inference regarding the association between SGA and maternal smoking. 

Methods: A simple Poisson 
regression model was fit to the data from women delivering singleton pregnancies in the Western Cape of South Africa to examine the association between maternal smoking and the relative probability of delivering an infant small for gestational age (SGA). Robust standard errors were specified to relax the mean-variance assumption (mean and variance both equal to (t). Four subjects with missing data on smoking status were omitted from the analysis. The null hypothesis that there is zero relative difference in the probabilities of SGA between smokers and non-smokers (RR=1) is tested with (=0.05. In addition to a two-sided p-value corresponding to the hypothesis test, a point estimate of the relative difference in probabilities and 95% confidence intervals are presented to examine the strength and precision of the association. 

Results: From simple Poisson regression analysis on the 751 subjects with non-missing data on smoking status, the risk of delivering an SGA infant is estimated to increase by 71.7% for a smoking mother relative to a non-smoker mother (RR=1.72). The 95% confidence interval (CI) indicates that this estimate would not be unusual if the true risk of SGA for smokers increased by anywhere from 20.3% to 145
% relative to non-smokers (95% CI: 1.20, 2.45). This result is statistically significant (p=0.003), allowing us to reject the null hypothesis that there is no relative difference in the risk of SGA between smokers and non-smokers.
b. Use the regression 
model parameter estimates to provide estimates of both the odds and the probability of delivering a SGA infant separately for smokers and nonsmokers. How do these estimates compare with simple descriptive statistics as you might have reported in problem 1. Explain any differences or similarities.

The estimate for the probability of an SGA infant among non-smokers is given by the intercept of the model. From this Poisson regression output, the probability of delivering an SGA infant among non-smokers is 0.113. The odds can be obtained from this through the formula, odds=probability/(1-probability). So, the odds of delivering an SGA infant among non-smokers are 0.113/(1-0.113) = 0.128. 

The estimate for the probability of SGA among smokers can be estimated by multiplying the estimate of (1 by the estimate of the intercept (probability(non-smokers)), since (1 is the ratio of probability(smokers) : probability(non-smokers). The estimate of (1 is 1.72, so the probability of delivering an SGA infant among smokers is 1.72 *0.113 = 0.195. By the same formula above, the odds of a smoking woman delivering an SGA infant are 0.195/(1-0.195) = 0.242. These results are summarized in the table below.

	
	Smokers
	Non-smokers

	Odds of delivering an SGA infant
	0.242
	0.128

	Probability of delivering an SGA infant
	0.195
	0.113


The estimated probabilities of delivering an SGA infant among smokers and non-smokers match exactly the observed probabilities in the sample (they do not match the probabilities presented in Table 1, as those are column percentages corresponding to the probability of a woman being a smoker among those with an SGA baby and those without). The odds also correspond to the odds observed in the sample, as there is a monotonic relationship between odds and probabilities. This exact correspondence between the regression estimates and the observed statistics is due to the model being saturated (two groups and two parameters).
c. There were actually 
four regression analyses that could have been used to answer this question. I am betting that all students would have fit a regression model with SGA as response and the indicator of maternal smoking as the predictor. Presuming that you did indeed fit that model, explain the similarities and differences between the estimates and inference you would have obtained for the following three additional models (You do not need to run these analyses, if you can tell me how they differ without doing so. It is of course okay to run the analyses if it will help you recognize the more general principles.):

i. You create an indicator NONSMOKER that the mother was a nonsmoker, and you fit a logistic regression model of response SGA on predictor NONSMOKER.

I would have obtained the same p-value and Wald chi-square test statistic for the overall significance of the model (in addition to the same pseudo-R2). The intercept would correspond to the probability of SGA among smokers,
 and the estimate for the ratio of probabilities would be the inverse (reciprocal), as it indicates the ratio of probabilities of SGA for non-smokers relative to smokers. The Z-statistic would also have the same absolute value, but would be negative. Since the estimate is on the opposite side of the null value and constrained between 0 and 1, the SE would be different, as would the 95% CI. But in this case we would reach the same conclusion to reject the null hypothesis and we would make the same inference about the association between smoking and SGA.
ii. You create an indicator NOTSGA that the infant was not small for gestational age, and you fit a logistic regression model of response NOTSGA on predictor SMOKER.

The overall model statisti
cs (Wald chi-square test statistic, p-value, and pseudo R2) would be slightly less significant. The estimate of the intercept would be equal to 1 minus the intercept from the original model, as in this case it indicates the probability of not delivering an SGA baby among non-smokers. For the estimate of the risk ratio, the Z-statistic and would be negative and slightly lower, and the p-value would be slightly higher. The estimate for the ratio of probabilities would be different, as it indicates (1 – probability of SGA among smoker) / (1 – probability of SGA among non-smokers). The SE would be different, as would the 95% confidence intervals for the difference in probabilities. But in this case we would reach the same conclusion to reject the null hypothesis.
iii. You fit a 
regression model of response NOTSGA on predictor NONSMOKER. 

The overall model statistics (Wald chi-square test statistic, p-value, and pseudo R2) would be slightly less significant. The estimate of the intercept would be different, as it corresponds to the probability of not having an SGA baby among smokers. For the estimate of the risk ratio, the Z-statistic and would be slightly lower, and the p-value would be slightly higher. The estimate for the ratio of probabilities would be different, as it indicates (1 – probability of SGA among non-smokers) / (1 – probability of SGA among smokers), as opposed to (probability of SGA among smokers) / (probability of SGA among non-smokers). The SE would be different, as would the 95% confidence intervals. But in this case we would reach the same conclusion to reject the null hypothesis.
5. How do the analyses 
performed in problems 2-4 compare to that that would be obtained in a simple two sample comparison of SGA by smoking status (i.e., using methods covered in Biost 517/514.) Explicitly mention where they would be similar or different?
Since these analyses all have saturated models, the regression estimates would be exactly equal to the 2-sample estimates. In this case, the 2-sample comparison would involve a cross-tabulation and a chi-square test (shown below). The estimates for the probability of delivering an SGA infant from the above models exactly match the percentages from the sample tabulation (11.3% among non-smoking mothers and 19.5% among smoking mothers). The test statistics differ slightly, since the chi-square test uses a score test, linear regression uses an F-test, and logistic and Poisson regression use a Wald-test. But the test statistics are close in value (8.87 for chi-square, 8.44 for logistic, 7.56 for linear, 8.86 for Poisson), and the p-values are similar (p=0.0003 for chi-square, logistic, and Poisson, and p=0.006 for linear).

	
	Not SGA
Percent
	SGA
Percent

	Non-smoking mother
	88.7%
	11.3%

	Smoking mother
	80.5%
	19.5%

	Pearson chi-square (1 df) = 8.87; p=0.003


6. Perform a regression analysis of the distribution of the prevalence of SGA infants across groups defined by the continuous measure of maternal age. In all cases we want formal inference. (Note: In problem 7, I am asking you to plot the estimated probabilities of SGA infants from each of these regression models. Hence, you will want to make sure you estimate those fitted values following each regression.)

a. Evaluate associations using risk difference (RD: difference in probabilities).

Methods
: A simple linear regression model was fit to the data from women delivering singleton pregnancies in the Western Cape of South Africa to examine the association between maternal age and the risk of delivering an infant small for gestational age (SGA). Robust standard errors (Huber-White sandwich estimator method) were specified to relax the assumption of homoskedasticity. Maternal age was rescaled to correspond to age in 5-year increments to make the regression output easier to interpret. The null hypothesis that there is zero absolute difference in the probability (risk) of SGA between women differing by 5 years in age is tested with (=0.05. An estimate of the risk difference and 95% confidence intervals are presented to examine the strength and precision of the association. 
Results: From linear regression analysis on the 755 subjects in the dataset, the risk of delivering an SGA infant is estimated to decrease in absolute probability by 2.26% for every 5-year increase in maternal age. The 95% confidence interval (CI) indicates that this estimate would not be unusual if the true probability of delivering an SGA infant decreases by a probability between 1.43% and 4.37% for every 5-year increase in maternal age. This result is statistically significant (p=0.036), allowing us to reject the null hypothesis that the absolute difference in the probability of SGA is zero between women differing in age by 5 years.
b. Evaluate a
ssociations between risk ratio (RR: ratios of probabilities).

Methods: A simple Poisson regression model was fit to the data from women delivering singleton pregnancies in the Western Cape of South Africa to examine the association between maternal age and the risk of delivering an infant small for gestational age (SGA). Robust standard errors were specified to relax the assumption of the mean-variance relationship (mean and variance both equal to (t). Maternal age was rescaled to correspond to age in 5-year increments to make the regression output easier to interpret. The null hypothesis that there is zero relative difference in the probability (risk) of SGA between women differing by 5 years in age (RR=1) is tested with (=0.05. An estimate of the risk ratio and 95% confidence intervals are presented to examine the strength and precision of the association. 
Results: From Poisson regression analysis on the 755 subjects in the dataset, the risk of delivering an SGA infant is estimated to decrease by 15.8
% for every 5-year increase in maternal age. The 95% confidence interval (CI) indicates that this estimate would not be unusual if the true risk of delivering an SGA infant decreases by 0.303% to 28.9% for every 5-year increase in maternal age. This result is statistically significant (p=0.046), allowing us to reject the null hypothesis that the risk ratio for SGA equals 1 among women differing in age by 5 years.
c. Evaluat
e associations using odds ratio (OR: ratios of odds)

Methods: A simple logistic regression model was fit to the data from women delivering singleton pregnancies in the Western Cape of South Africa to examine the association between maternal age and the risk of delivering an infant small for gestational age (SGA). Maternal age was rescaled to correspond to age in 5-year increments to make the regression output easier to interpret. The null hypothesis that there is zero relative difference in the odds of SGA between women differing by 5 years in age (OR=1) is tested with (=0.05. An estimate of the odds ratio and 95% confidence intervals are presented to examine the strength and precision of the association. 
Results: From logistic regression analysis on the 755 subjects in the dataset, the odds of delivering an SGA infant are estimated to decrease by 18.0% for every 5-year increase in maternal age. The 95% confidence interval (CI) indicates that this estimate would not be unusual if the true odds ratio for delivering an SGA infant lies in the range from 1.003 to 0.669 for every 5-year increase in maternal age. This result is not statistically significant (p=0.054), such that we fail to reject the null hypothesis that the odds ratio for SGA equals 1 among women differing in age by 5 years.
d. Using the 
regression parameter estimates from each of these regressions, provide an estimate of the probability that a 20 year old mother would have a SGA infant. Explain any similarities or differences these estimates might have when compared to the sample proportion of SGA infants among 20 year olds.

From the linear regression model, a 20 year-old woman would be expected to have a 16.07% probability of delivering an SGA infant. From the Poisson regression model, this probability is estimated at 16.13%, and the estimate from the Logistic regression model is also 16.13%. The observed probability of SGA among 20 year-olds is 7.50%. 

The estimates do not agree with the observed data because the model is not saturated – all three of these models use maximum likelihood estimation, borrowing information across age groups to estimate parameters. The models assume a linear relationship in the true group estimates; the fact that there are zero SGA infants born to women ages 14 and 15 and above 35 indicates that the linear relationship does not exactly hold. Consequently, the models can only be taken to estimate the first order trend and are not reliable as means of prediction for individual observations. The estimated probabilities are within the range of observed probabilities of SGA for women of similar ages (25.0% among 18 year-olds, 14.8% among 29 year-olds, 17.2% among 21-year-olds), which makes sense given that the models assume a linear trend.
	
	Predicted probability of delivering an SGA infant for a 20 year-old woman

	Linear regression (RD)
	0.1607

	Poisson regression (RR)
	0.1613

	Logistic regression (OR)
	0.1613


7. Produce 
a plot of the estimated probability of an SGA infant by age as derived by each of the following methods. Comment on the similarity and difference among the various fitted values form the various analyses performed in problem 6. (Note that Stata allows you to specify multiple Y variables for a single X variable: scatter y1 y2 y3 y4 age)

The plot below presents the observed probability of delivering an SGA infant within each age in the sample, alongside the estimated probabilities of delivering an SGA infant obtained from simple linear, logistic, and Poisson regression models. Lowess smooths are fitted to each set of probabilities. All of the estimates indicate a negative relationship between the probability of SGA and increasing maternal age. However, because the regression estimates assume a linear trend in the association, they don’t exactly match the observed data, as indicated by the divergence in the lowess curve for the observed probabilities from the regression estimates. The estimates from the regression models are all quite similar to each other, and they roughly correspond to the observed data through the middle of the range (ages 19 to 34). The estimates from linear regression are slightly lower than the estimates from Poisson and logistic regression at the extremes of the data, indicating slightly more sensitivity to the observed zero probabilities among women below age 16 and above 35. Logistic and Poisson regression estimates are nearly identical, perhaps because both use an iterative search to obtain estimates and use Wald-based estimates. 
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8. Perform a logistic regression analyses of the distribution of the prevalence of SGA infants across groups defined by the logarithmically transformed maternal age.

a. Provide formal inference for associations using odds ratio (OR: ratios of odds) and log transformed 
age.
Methods: A simple logistic regression model was fit to the data from women delivering singleton pregnancies in the Western Cape of South Africa to examine the association between log-transformed age and the odds of delivering an infant small for gestational age (SGA). Maternal age was log-transformed with base 1.1 such that the estimate from regression would indicate the relative change in odds corresponding to a 10% increase in age. The null hypothesis that there is zero relative difference in the odds of SGA between women differing by 10% in age (OR=1) is tested with (=0.05. An estimate of the odds ratio and 95% confidence intervals are presented to examine the strength and precision of the association. 
Results: From logistic regression analysis on the 755 subjects in the dataset, the odds of delivering an SGA infant are estimated to decrease by 8.69% for every 10% increase in maternal age. The 95% confidence interval (CI) indicates that this estimate would not be unusual if the true odds ratio for delivering an SGA infant lies in the range from 0.831 to 1.00 for every 10% increase in maternal age. This result is not statistically significant (p=0.058), such that we fail to reject the null hypothesis that the odds ratio for SGA equals 1 among women differing in age by 10%.
b. Why mig
ht it be reasonable or silly to have performed such an analysis rather than the analysis in problem 6c?
It does not make much of a difference to log-transform age, and there is little justification for doing so. Although the association between age and risk of SGA does not appear to be linear, it also does not appear to be multiplicative. The distribution of age is also only slightly skewed right, so there is not a motivation to transform it to downweight outliers. Part of the issue with the observed distribution is that there is a relatively small sample size; the data suggest that there is zero probability of SGA among women under 16 and above 35, but this is likely just due to the small number of women of these ages. Transforming the variable will not fix this problem.
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