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Biost 515: Biostatistics II
Emerson, Winter 2015
Homework #4

February 2, 2015
Written problems: To be submitted as a MS-Word compatible file to the class Catalyst dropbox by 9:30 am on Monday, February 9, 2014. See the instructions for peer grading of the homework that are posted on the web pages. 
On this (as all homeworks) Stata / R code and unedited Stata / R  output is TOTALLY unacceptable. Instead, prepare a table of statistics gleaned from the Stata output. The table should be appropriate for inclusion in a scientific report, with all statistics rounded to a reasonable number of significant digits. (I am interested in how statistics are used to answer the scientific question.)

Unless explicitly told otherwise in the statement of the problem, in all problems requesting “statistical analyses” (either descriptive or inferential), you should present both
· Methods: A brief sentence or paragraph describing the statistical methods you used. This should be using wording suitable for a scientific journal, though it might be a little more detailed. A reader should be able to reproduce your analysis. DO NOT PROVIDE Stata OR R CODE.
· Inference: A paragraph providing full statistical inference in answer to the question. Please see the supplementary document relating to “Reporting Associations” for details.
This homework investigates associations between death from any cause and age, sex, and serum bilirubin in a population of patients with primary biliary cirrhosis who were enrolled in a randomized clinical trial (RCT) of D-penicillamine. The data can be found on the class web page (follow the link to Datasets) in the file labeled liver.txt. Documentation is in the file liver.doc. 
1. Provide
 suitable descriptive statistics pertinent to the scientific questions addressed in this homework.

METHODS: The scientific question addressed by this homework is “Is death from any cause associated with age, sex, and serum bilirubin in patients with PBC enrolled in a RCT of d-penicillamine?” One of the primary variables of interest in this study is serum bilirubin. Thus we start with descriptive statistics on this variable, and on death, the primary response variable. Then we present summaries of age and sex, and the distribution of serum bilirubin stratified by age (broken up into roughly ten year increments) and sex. We then present summaries of death stratified by bilirubin (high or low) and sex and age group. There also may be differential effect based on the stage of the disease, so we present a summary of this variable as well. Last, we summarize the censoring and observation distribution so that we have an idea of how much censoring is present. We also present a table of groups of serum bilirubin level laid out by the Mayo Clinic: 0.1-1 mg/dL is normal, higher than this is abnormal.  The results of these are collected into a table, and Kaplan-Meier Curves are given in a figure.
RESULTS: The scientific question of interest is “Is death from any cause associated with age, sex, and serum bilirubin in a population of patients with PBC in a RCT of d-penicillamine?” In order to answer this question, we provide summaries of the relevant variables in Table 1. First, we notice that of the 418 subjects, 106 are missing values for sex and stage of disease. Since sex is a primary variable of interest, we remove these 106 from all future analysis when sex (or stage of disease) is included in the model. It turns out that these same 106 subjects were missing a value for stage of disease. Therefore, of the 312 subjects remaining, 88.5% are female and 11.5% are male. This is not surprising – we expected many more females than males to have primary biliary cirrhosis. Of the 418 subjects (here we revert to the original sample size) average serum bilirubin level is 3.22 mg/dL, with a standard deviation of 4.41 mg/dL. However, we note that the maximum value for serum bilirubin level – 28 mg/dL – is striking given that the 75th percentile is at 3.4 mg/dL. Also, given the guidelines for dichotomizing bilirubin set out by the Mayo Clinic, we notice that 116 subjects (37.2%) have normal serum bilirubin while the remaining 196 subjects have high bilirubin. We thus expect, given our knowledge of how blood level indicators work, that bilirubin levels should be compared on a multiplicative scale. Now the age distribution is spread out between a minimum of 26 years and a maximum of 78 years. Mean age in the data is 50, with a standard deviation of 10.58 years. This makes sense given our knowledge that PBC is usually diagnosed between ages 35 and 60. If we consider overall observation time, in years, we notice that the minimum time is 41 days. Mean observation time is 5.49 years, with a standard deviation of 2.75 years. However, if we look at observation time stratified by censoring status, we see that in the censored group the minimum observation time is 1.46 years. The maximum observation time is 12.48 years, and occurs in the censored group. Thus the study ran for 12.48 years. We also note here that we have a recorded death for 125 subjects, and therefore the remaining 187 patients were censored. The distribution of stages of disease is fairly disproportionate – 38.5% (120) of the subjects are stage 3, and 34.9% (109) of the subjects are stage 4. Only 5.1% (16) are in stage 1 and 21.5% (67) are in stage 2.  
The Kaplan-Meier estimates (given in Table 2 and Figure 1) are stratified on whether the patient has high (>1 mg/dL) or low bilirubin. Of the 125 subjects observed to die, 17 deaths occurred in the low bilirubin group and 108 occurred in the high bilirubin group. The Kaplan-Meier estimated mean observation time was 2974 days (8.15 years), while in the low bilirubin group the mean observation time was 3951 days (10.82 years) and in the high bilirubin group it was 2377 days (6.51 years). Figure 1 shows the different estimated survival curves for the low bilirubin group (black) and the high bilirubin group (red). We see quite a different distribution between the two groups, as already evidenced in our descriptive statistics (Table 2).
In Table 3, we notice that the distribution of bilirubin appears to differ markedly between the sexes. Not only are there far more females than males as we have previously noted, but also there are more large values in the female group. The sample means, standard deviations, and quantiles are all different between the two groups, leading us to believe there may be an association between the two in our sample. In a perfect world, we would have known this beforehand and specified it in our SAP.

In Table 4, we notice that the distribution of bilirubin differs by age group (broken up into roughly ten year increments). The sample means, standard deviations, and quantiles are again quite different between the age groups. Also we note that sample size varies, with the oldest group (71-80 years old) having only 12 subjects. The difference in distribution, as in our analysis of bilirubin stratified by sex, leads us to believe that there may be an association in the sample. Again, in real life, we would have thought about this before looking at the data and included it in our SAP.

Table 5 shows the association between bilirubin (high or low, dichotomized using the Mayo Clinic Guidelines) 
and death stratified by sex. Each cell has the count followed by the proportion dead. We see evidence that sex does modify the association between bilirubin and death.

Table 6 shows evidence of a modification of the association between bilirubin (again dichotomized
 to high and low) and death by age group. Each cell again has the count followed by the proportion dead. Again, we would specify the use of both tables (5 and 6) in our SAP.
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	Table 1
	
	
	
	
	


	
	N
	Msng
	Mean
	Std Dev
	Min
	25%
	Mdn
	75%
	Max

	Bilirubin (mg/dL)
	418
	0
	3.221
	4.408
	0.3
	0.8
	1.4
	3.4
	28

	Age (years)
	418
	0
	50.74
	10.45
	26.28
	42.83
	51
	58.24
	78.44


Stage of Disease
1




2






Count:  16.0; Proportion:   5.1%
Count:  67.0; Proportion:  21.5%

3




4



All

Count: 120.0; Proportion:  38.5%
Count: 109.0; Proportion:  34.9%
Count:312





Proportion Female: 88.50%
N Female: 276
Count: 312





	
	
	
	
	Table 2
	
	
	
	
	
	

	
	N
	Msng
	N Deaths
	Restricted Mean
	SD
	Min
	25%
	Mdn
	75%
	Max

	All
	418
	0
	161
	(R 4795)   3050+
	1657+
	41.00+
	1462
	3395
	NA
	4795+

	Low (<=1 mg/dL)
	157
	0
	22
	(R 4509)   3933+
	1053+
	193.0+
	3853
	NA
	NA
	4509+

	High (>1 mg/dL)
	261
	0
	139
	(R 4795)   2415+
	1603+
	41.00+
	943
	2288
	3762
	4795+




	
	Table 3: Serum Bilirubin by Sex
	

	
	Sex (all)
	Male
	Female
	Missing

	N Subjects
	418
	36
	276
	106

	Mean Bilirubin (mg/dL)
	3.221
	2.872
	3.306
	3.117

	SD (mg/dL)
	4.408
	2.234
	4.749
	4.043

	Min (mg/dL)
	0.3
	0.6
	0.3
	0.4

	25% (mg/dL)
	0.8
	1.375
	0.775
	0.725

	Mdn (mg/dL)
	1.4
	2.2
	1.3
	1.4

	75% (mg/dL)
	3.4
	3.625
	3.4
	3.075

	Max (mg/dL)
	28
	8.6
	28
	18

	
	
	Table 4: Serum Bilirubin by Age Group
	

	
	All
	26-40
	41-50
	51-60
	61-70
	71-80

	N
	418
	72
	126
	135
	73
	12

	Mean (mg/dL)
	3.221
	2.59
	3.783
	3.27
	2.737
	3.483

	Std Dev (mg/dL)
	4.408
	2.956
	4.886
	4.998
	3.553
	3.73

	Min  (mg/dL)
	0.3
	0.5
	0.4
	0.3
	0.4
	0.6

	25% (mg/dL)
	0.8
	0.875
	0.8
	0.7
	0.8
	1.075

	Mdn (mg/dL)
	1.4
	1.35
	1.6
	1.2
	1.3
	1.7

	75% (mg/dL)
	3.4
	3.15
	4.5
	3.2
	3
	5.85

	Max (mg/dL)
	28
	14
	22.5
	28
	17.9
	12.6

	
	Table 5: Death Status by Sex and Bilirubin (High or Low)

	
	Low (<= 1mg/dL)*
	High (>1 mg/dL)
	All

	Male
	7.0; 0.2857
	29.0; 0.6897
	36.0; 0.6111

	Female
	109.0; 0.1376
	167.0; 0.5269
	276.0; 0.3732

	Missing
	41.0; 0.1220
	65.0; 0.4769
	106.0; 0.3396

	Nonmissing
	116.0; 0.1466
	196.0; 0.5510
	312.0; 0.4006

	All
	157.0; 0.1401
	261.0; 0.5326
	418.0; 0.3852

	
	Table 6: Death Status by Age Group and Bilirubin

	
	Low (<= 1mg/dL)*
	High (>1 mg/dL)
	All

	26-40
	26.0; 0.0000
	46.0; 0.2826
	72.0; 0.1806

	41-50
	42.0; 0.0476
	84.0; 0.4881
	126.0; 0.3413

	51-60
	59.0; 0.1864
	76.0; 0.6316
	135.0; 0.4370

	61-70
	27.0; 0.2963
	46.0; 0.6739
	73.0; 0.5342

	71-80
	3.0; 0.3333
	9.0; 0.6667
	12.0; 0.5833

	All
	157.0; 0.1401
	261.0; 0.5326
	418.0; 0.3852


* Each cell contains number in that age category and bilirubin category, followed by the proportion who died.
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2. In
 prior homeworks using the Cardiovascular Health Study datasets, we were able to use logistic regression to investigate associations between mortality and various covariates. Why might such an approach not seem advisable with these data? (Consider the extent to which such analyses might be confounded and/or lack precision.)
The logistic regression approach might not be advisable with these data because there is such a disproportionate number of females in the data set. Recall that of the 312 subjects, 88.5% (276) are female. Thus if we also include age and bilirubin in the model, we may end up with some groups having no events (also because roughly two-thirds of our data is censored). Thus the logistic regression iterative search method might fail, leading us to get poor estimates (or none at all). We are also worried about observation time being associated with death in our sample – perhaps those people who censor quickly are also more likely to die, but we have no knowledge of this. Last, we gain precision by modeling observation time. In previous analyses, we had a long enough period of observation before the first censoring that dichotomizing the data into dead by a certain point in time and dead after this point made sense. However, here, the minimum censored time is less than 2 years, so we would not have enough data for the logistic regression model to have full precision and deal with confounding.
3. Perform a statistical regression analysis evaluating an association between serum bilirubin and all-cause mortality by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum bilirubin modeled as a continuous variable. 
a. Include a full report 
of your inference about the association.
METHODS: Distributions of all-cause mortality were compared across groups defined by serum bilirubin using the proportional hazards regression modeling serum bilirubin as a continuous variable. The association was quantified using the estimated hazard ratio from the regression model, and robust standard error estimates were calculated using the Huber-White method to allow for the possibility of non-proportional hazards. These standard error estimates 
were used to calculate 95% confidence intervals and two-sided p-values. 
RESULTS: Serum bilirubin data was available on all 418 subjects. From proportional hazards regression, we estimate the hazard ratio between two groups differing by 1 mg/dL in serum bilirubin to be 1.15. Thus the instantaneous risk of death is a relative 15% higher in a group 1 mg/dL higher in serum bilirubin. Based on a 95% confidence interval computed using robust standard error estimates, this data would not be surprising given a true hazard ratio between 1.12 and 1.15 
for two groups differing by 1 mg/dL in serum bilirubin. A two-sided p-value of <0.00005 leads us to reject the null hypothesis that the hazard ratio is 1 in favor of the alternative hypothesis, that the hazard is higher for the group with the higher bilirubin.

b. For each population defined by serum bilirubin value, compute the hazard ratio relative to a group having serum bilirubin of 1 mg/dL. (This will be used in problem 6). If HR is the hazard ratio (use the actual hazard ratio estimate) obtained from your regression model, this can be effected by the Stata code

gen fithrA = HR ^ (bili – 1)

It could also be computed by creating a centered bilirubin variable, and then using the Stata predict command




gen cbili = bili – 1
stcox cbili
predict fithrA  
We use the above method, and do not provide any results here. The results will be used in Problem 6.
4. Perform a statistical regression analysis evaluating an association between serum bilirubin and all-cause mortality by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum bilirubin modeled as a continuous logarithmically transformed variable. 

a. Why might 
this analysis be preferred a priori?
As we noted in question 1, the distribution of bilirubin seems to lend itself more to a multiplicative model. As we have reviewed in class, when looking at a blood serum variable, we generally see multiplicative effects with aberrant behavior. Therefore modeling on the log scale will give more precision and better scientific accuracy.
b. Include a full report 
of your inference about the association.
METHODS: We transform the serum bilirubin variable logarithmically, changing to a base 1.1 log (allowing us to talk about 10% increases in bilirubin). Then we compare the distributions of all-cause mortality were across groups defined by serum bilirubin using the proportional hazards regression modeling serum bilirubin as a continuous logarithmically transformed variable, on the base 1.1 scale. The association was quantified using the estimated hazard ratio from the regression model, and robust standard error estimates were calculated using the Huber-White method to allow for the possibility of non-proportional hazards. These standard error estimates were used to calculate 95% confidence intervals and two-sided p-values.

RESULTS: From proportional hazards regression, for two groups differing by 10% in serum bilirubin, the instantaneous risk of death is a relative 10% higher in the group with the higher serum bilirubin. Based on a 95% confidence interval computed with robust standard error estimates, this data set would not have been surprising if the true instantaneous risk of death were a relative 8% to 12% higher in the group with the higher bilirubin. Based on a p-value of <0.00005, we reject the null hypothesis that the hazard ratio is 1 in favor of the alternative, that groups differing in serum bilirubin level by 10% have a relative 10% difference in the instantaneous risk of death, with the group with a higher serum bilirubin level having the higher risk of 
death.
c. For each population defined by serum bilirubin value, compute the hazard ratio relative to a group having serum LDL of 1 mg/dL. (This will be used in problem 6). If HR is the hazard ratio (use the actual hazard ratio estimate) obtained from your regression model, this can be effected by the Stata code 
gen logbili = log(bili)

stcox logbili
fithrB = HR ^ (logbili)

(Note that the log(1) = 0 when using any base, so there is no need to rescale by the bilirubin values. Note also that you might want to use a different base in your logarithmic transformation in order to facilitate more natural reporting of effects.)  
Again, we are using log base 1.1 for more natural reporting. Also, as in the previous question, we do not present the fitted values here but instead leave them for problem 6. 
5. One approach to testing to see whether an association between the response and the predictor of interest is adequately modeled by an untransformed continuous variable is to add some other transformation to the model and see if that added covariate provides statistically significant improved “fit” of the data. In this case, we could test for “linearity” of the bilirubin association with the log hazard ratio by including both the untransformed and log transformed bilirubin. (Other alternatives might have been bilirubin and bilirubin squared, but in this case our a priori interest in the log bilirubin might drive us to the specified analysis.) 

a. Provide full inference 
related to the question of whether the association is linear.
METHODS: Distributions of all-cause mortality were compared across groups defined by serum bilirubin using the proportional hazards regression modeling serum bilirubin both as a continuous variable and as a continuous logarithmically (base 1.1) transformed variable. The association was quantified by simultaneously testing whether the estimated coefficients of the untransformed and logarithmically transformed variables are equal to zero. Robust standard error estimates were calculated using the Huber-White method to allow for the possibility of non-proportional hazards. These standard error estimates were used to calculate 95% confidence intervals and two-sided p-values, for this two degree of freedom test. A second test for nonlinearity of the association between instantaneous risk of death from any cause and log transformed serum bilirubin was performed, testing that the regression coefficient was different from zero. 
RESULTS: Based on proportional hazards regression, we find a statistically significant (p < 0.00005) association between all-cause mortality and serum bilirubin. However, if we look at the secondary test for nonlinearity, we see that the test that the regression coefficient of untransformed bilirubin (exponentiated value of 0.961, 95% confidence interval based on robust standard error estimates [.911, 1.01]) was insignificant (P = 0.15), but the test that the regression of log base 1.1 transformed bilirubin (exponentiated value of 1.12 with a 95% confidence interval based on robust standard error estimates [1.09,1.15]) was highly statistically significant (p < 0.00005). Therefore, we reject the null hypothesis that the coefficient of transformed bilirubin is zero in favor of the alternative, that it is positive. 

b. Again, save the fitted values from this model by obtaining the estimated HRs relative to a group with bilirubin of 1 mg/dl. (This will be used in problem 6.)

Again, we fit the values and present nothing here.
6. Display a 
graph with the fitted hazard ratios from problems 3 - 5. Comment on any similarities or differences of the fitted values from the three models.

We display a graph with the fitted hazard ratios from problems 3-5. The orange line denotes the fitted hazard ratios from the model including only the untransformed bilirubin variable, the red line denotes the fitted hazard ratios from the model including only the transformed bilirubin variable, and the black like denotes the fitted hazard ratios from the model including both the untransformed and transformed bilirubin variable. 
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Notice first that the curve for the untransformed variable looks like an exponential curve. It is also markedly different from the other two curves (for the transformed and for the combination). The other two curves are similar for small values of serum bilirubin, but begin to diverge between 0 and 5 mg/dL. Then they cross again at around 14 mg/dL. Also, we see the closest to a linear relationship in the red curve (only transformed bilirubin). The black curve looks like a logistic curve.

All three curves, show an increasing trend in the fitted hazard ratio with serum bilirubin. However, the magnitude of this trend differs. In the untransformed model, the trend is more pronounced as bilirubin increases. In the transformed model, it is a relatively linear trend. In the third model, the trend is less pronounced as bilirubin increases. 

However, we note that the greatest difference in the models is in the higher range of serum bilirubin values, for which we do not have nearly as much data. In the range where we have the most data (0 mg/dL to 10 mg/dL) the relationship of the three curves is reversed – the highest fitted values are in the combined model, the middle is the transformed model, and the lowest is the untransformed model.

7. We are interested in considering analyses of the association between all cause mortality and serum bilirubin after adjustment for age and sex.

a. What evidence is present in the data that would make you think that either sex or age might have 
confounded the association between death and bilirubin? (In real life, we would ideally decide whether to adjust for potential confounding in our pre-specified statistical analysis plan (SAP)).

As remarked in question 1, Tables 3 and 4 lead us to believe that age and sex are both associated with serum bilirubin in the sample. This answers one of the two questions we need to answer about potential confounders. The second is whether either or both of these variables are associated with the outcome in the population. Sex is clearly associated with the outcome in the population, as noted in the documentation for this dataset. We believe that women are more likely to develop PBC, and therefore are more likely to have high bilirubin, and are more likely to die. Thus it is associated.
Age is also associated with the outcome in the population. As we know, after a certain point, increased age is associated with increased risk of death. 
Therefore, we believe that both age and sex might have confounded the association between serum bilirubin and death.
b. What evidence 
is present in the data that would make you think that either sex or age might have added precision to the analysis of the association between death and bilirubin? (In real life, we would ideally decide whether to adjust in our pre-specified SAP).

In Tables 5 and 6 in problem 1, we notice that the association between death and bilirubin appears to be modified by both sex (table 5) and age group (table 6). Therefore, we would expect to gain precision by adjusting for these variables.
c. Provide full inference regarding an association between death and bilirubin after adjustment for sex and age.

METHODS: The distributions of all-cause mortality were compared across groups defined by serum bilirubin, sex, and age by using proportional hazards regression modeling continuous logarithmically (base 1.1) transformed serum bilirubin level and sex and continuously modeled age. 95% confidence intervals and two-sided p-values were calculated using robust standard error estimates from the Huber-White method, to allow for non-proportional hazards. 

RESULTS: From proportional hazards regression, for two groups differing by 10% in serum bilirubin and held constant in age and sex, the estimated instantaneous risk of death is a relative 10.81% higher (hazard ratio 1.1081) in the group with the higher serum bilirubin. A 95% confidence interval based on robust standard error estimates indicates that this data would not be surprising if the true estimated instantaneous risk of death in the group with a 10% higher serum bilirubin (and held constant on age and sex) were between a relative 8.74% and 12.9% higher than the instantaneous risk of death in the group with the lower bilirubin. A two-sided p-value of  < 0.0001 allows us to reject the null hypothesis that the instantaneous risk of hazard is the same in both groups in favor of the alternative, that the instantaneous risk of hazard is greater in the group with higher bilirubin, holding age and sex constant.

d. Note that in the above analyses, we completely ignored the intervention in the RCT? What impact could this 
have had on our results?
Completely ignoring the intervention in the RCT should not have an impact on the confounders in our analysis, assuming that the randomization was performed correctly. In this case, we would have equal proportions of men and women assigned to the treatment and control arms, and would have a comparable age distribution in each arm. We implicitly assumed that this was the case when doing our analysis. We also assumed that the baseline bilirubin distribution was similar in both the control and the treatment arms. However, the treatment is probably associated with our outcome. Our hope in the trial is that the treatment increases survival, and therefore the assumptions of proper randomization are crucial. If these hold, then there will be no impact on our results. 
If these assumptions do not hold (i.e. there is a different distribution of bilirubin or sex or age across the control and treatment arms) then we will see different survival and therefore our associations will not be valid. 

If the distribution of bilirubin differs across arms, then depending on how effective the treatment is, we will see a reduced effect on death – that is, the high bilirubin cases which we know to have a larger instantaneous risk of hazard will be reduced in the treatment arm, and thus the average effect in those groups will be lessened. Thus we would see a smaller estimate of the hazard ratio if higher bilirubin concentrations ended up more in the treatment arm, and larger estimates of the hazard ratio if higher bilirubin concentrations tended to be in the control.


If the distribution of sex differs across arms, then we will see higher bilirubin concentrations in one group than the other (since women are more likely to have PBC and there are more women than men in our data), and there also may be a very low number of events in some subgroups. Thus we could run into problems with the proportional hazards regression model, or we would see differential effects according to the changed distribution of bilirubin (as described above).


If the distribution of age differs across arms, we could see the same effect as sex. We might again see little to no events in some subgroups, causing proportional hazards regression to fail. We also would see differential effects according to the changed distribution of bilirubin (as described above).
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�Should use additional high and very high groups as well. Given the range of this data. I think this is referenced in HW Key 1. 


�Include table description of survival descriptive statistics 
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Great. I think you touched on all the points. 
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�Again, null hypothesis is stated as an association between survival time and bili
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�Summarize overall findings about what it means for if you think you have a linear relationship or not. 
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