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This homework investigates associations between death from any cause and age, sex, and serum bilirubin in a population of patients with primary biliary cirrhosis who were enrolled in a randomized clinical trial (RCT) of D-penicillamine. The data can be found on the class web page (follow the link to Datasets) in the file labeled liver.txt. Documentation is in the file liver.doc. 
1. Provide suitable descriptive statistics pertinent to the scientific questions addressed in this homework.

Answer 1. Methods: Descriptive statistics were performed for the censoring distribution and included the minimum and maximum censoring times and KM estimates of the 10th, 50th and 90th percentiles, as well as the mean time of follow up (KM area under the curve calculation).  Participants who’s serum bilirubin was missing were not included in this analysis. Descriptive statistics for bilirubin included number of participants, mean, SD, 25th, 50th (median) and 75th percentiles. According to the Mayo Clinic guidelines, bilirubin cut offs of 0-0.99mg/dl, 1-1.99mg/dl, 2-2.99mg/dl, 3-3.99mg/dl and 4.0-30mg/dl was categorized. Within these categories, the KM estimates of survival were calculated and graphed and estimates of the 1, 5 and 10 year survival and 10th percentile and 25th percentiles of the survival distribution were calculated. The restricted mean survival was calculated during the period of observation that all bilirubin strata had some subjects at risk (6.59 years). 
Inference: The study had 418 participants who were followed for death from any cause for an average of 5.29 years (median 4.77 years, range 0.11 to 13.24 years). There were 161 deaths observed. Serum bilirubin was collected at time of enrollment and only 1 participant had a missing value and was excluded from the analysis. The mean serum bili was 3.22mg/dl (SD 4.41mg/dl, min 0.3, max 28). Table 1 presents the descriptive statistics of the KM estimates within groups defined by serum bilirubin. The greatest difference in survival is noted between the lowest serum bilirubin level  (0-0.99mg/dl) and the highest level (4-28mg/dl), however the 10-year survival is lowest in the 3-3.99mg/dl group. Figure 1 shows the KM survival probabilities by bilirubin group and again shows that the higher bilirubin groups have lower survival distributions.
Table 1. Kaplan-Meier estimated of the distribution of time from study enrollment to death for subjects having serum bilirubin measurements at baseline (N=418).
	 
	Serum bilirubin at enrollment

	 
	0-0.99mg/dl
	1-1.99mg/dl
	2-2.99mg/dl
	3-3.99mg/dl
	4-28mg/dl
	all subjects with bilirubin

	N
	142
	107
	42
	36
	91
	418

	N deaths
	20
	30
	24
	20
	67
	161

	1 year survival probability
	99.30%
	97.20%
	92.90%
	88.90%
	79.10%
	92.80%

	5 year survival probability
	93.10%
	87.10%
	48.90%
	56.30%
	26.70%
	70.20%

	10 year survival probability
	76.30%
	53.90%
	14.70%
	0%
	8.50%
	44.20%

	10th percentile of probability
	5.80%
	3.30%
	1.70%
	0.90%
	0.50%
	1.70%

	25th percentile of probability
	10.60%
	7.20%
	2.80%
	2.50%
	1.30%
	4.00%

	6.59 year restricted mean of survival (years)
	6.30
	5.95
	4.68
	4.82
	3.30
	5.29


Figure 1. KM survival estimates by bilirubin group (N=418)
[image: image1.png]025 050 075 1.00

0.00

Kaplan-Meier survival estimates

=

analysis time (years)

10

bilirubin 0-0.99mg/dl
bilirubin 2-2.99mg/dl
bilirubin 4-30mg/dl

bilirubin 1-1.99mg/dl
bilirubin 3-3.99mg/dl

15




2. In prior homeworks using the Cardiovascular Health Study datasets, we were able to use logistic regression to investigate associations between mortality and various covariates. Why might such an approach not seem advisable with these data? (Consider the extent to which such analyses might be confounded and/or lack precision.)
Answer 2. It would not be advisable to use logistic regression to investigate mortality in this dataset because we use logistic regression to model odds ratios and the invariance properties of the odds ratios dictates that the slope of the regression of any POI, such as ascites, on the response (mortality) will be exactly equal to the slope estimate for mortality as the POI and ascites as the response and are estimating the population odds ratio with the same precision. Given that this is a randomize control study, most of the confounding has been eliminated due to the randomization at entry but we cannot assume that 

3. Perform a statistical regression analysis evaluating an association between serum bilirubin and all-cause mortality by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum bilirubin modeled as a continuous variable. 
a. Include a full report of your inference about the association.
Answer 3a. Methods: The KM survival estimates were graphed based on time to death from any cause compared across groups of bilirubin at baseline using proportional hazards regression modeling bilirubin as a continuous untransformed random variable. 95% CI was calculated based on the Wald statistic using the Huber-White sandwich estimator and two-tailed p-value of 0.05 was considered significant. Subjects missing bilirubin were excluded from the analysis.
Inference: Data was available on 418 participants; the mean bilirubin was 3.22mg/dl (SD 4.41mg/dl; range 0.3-28mg/dl). During the mean 5.29 years of observation, 161 participants died. From the proportional hazards regression model, we estimate that the instantaneous risk of death is 15.2% higher (HR 1.15) for each 1 mg/dl higher serum bilirubin at baseline. The 95% CI suggests that the lower death rate for the groups with lower bilirubin would not be judged unusual if the true instantaneous risk of death was 12.6% to 17.9% higher in a group with baseline serum bilirubin of 1mg/dl higher as another group (95% CI for HR 1.126 to 1.179). A two sided p value of <0.001 suggests that we can reject the null hypothesis that there is not difference in survival between different baseline bilirubin levels. 
b. For each population defined by serum bilirubin value, compute the hazard ratio relative to a group having serum bilirubin of 1 mg/dL. (This will be used in problem 6). If HR is the hazard ratio (use the actual hazard ratio estimate) obtained from your regression model, this can be effected by the Stata code

gen fithrA = HR ^ (bili – 1)

It could also be computed by creating a centered bilirubin variable, and then using the Stata predict command




gen cbili = bili – 1
stcox cbili
predict fithrA  
Answer 3b. HR 1.152
4. Perform a statistical regression analysis evaluating an association between serum bilirubin and all-cause mortality by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum bilirubin modeled as a continuous logarithmically transformed variable. 
a. Why might this analysis be preferred a priori? 
Answer 4a. Bilirubin is a biological factor and is not a linear variable in nature and so it would be intuitive to use it in this way. 
b. Include a full report of your inference about the association.
Answer 4b. Methods: The KM survival estimates were graphed based on time to death from any cause compared across groups of bilirubin at baseline using proportional hazards regression modeling bilirubin as a continuous logarithmically transformed random variable. 95% CI was calculated based on the Wald statistic using the Huber-White sandwich estimator and two-tailed p-value of 0.05 was considered significant. Subjects missing bilirubin were excluded from the analysis.

Inference: Data was available on 418 participants, the mean bilirubin was 3.22mg/dl (SD 4.41mg/dl; range 0.3-28mg/dl). During the 5.29 mean years of observation, 161 participants died. From the proportional hazards regression model, we estimate that the instantaneous risk of death is 9.9% higher (HR 1.099) for each 10% mg/dl higher serum bilirubin at baseline. The 95% CI suggests that the lower death rate for the groups with lower bilirubin would not be judged unusual if the true instantaneous risk of death was 8.3% to 11.5% higher in a group with baseline serum bilirubin of 10% higher as another group (95% CI for HR 1.08 to 1.12). A two sided p value of <0.001 suggests that we can reject the null hypothesis that there is no difference in survival between different baseline bilirubin levels. 
c. For each population defined by serum bilirubin value, compute the hazard ratio relative to a group having serum LDL of 1 mg/dL. (This will be used in problem 6). If HR is the hazard ratio (use the actual hazard ratio estimate) obtained from your regression model, this can be effected by the Stata code 
gen logbili = log(bili)

stcox logbili
fithrB = HR ^ (logbili)

(Note that the log(1) = 0 when using any base, so there is no need to rescale by the bilirubin values. Note also that you might want to use a different base in your logarithmic transformation in order to facilitate more natural reporting of effects.)  
5. One approach to testing to see whether an association between the response and the predictor of interest is adequately modeled by an untransformed continuous variable is to add some other transformation to the model and see if that added covariate provides statistically significant improved “fit” of the data. In this case, we could test for “linearity” of the bilirubin association with the log hazard ratio by including both the untransformed and log transformed bilirubin. (Other alternatives might have been bilirubin and bilirubin squared, but in this case our a priori interest in the log bilirubin might drive us to the specified analysis.) 

a. Provide full inference related to the question of whether the association is linear.
Answer 5a. Methods: The KM survival estimates were graphed based on time to death from any cause compared across groups of bilirubin at baseline using proportional hazards regression modeling bilirubin as a lineartity function of serum bili by including both the continuous untransformed bili and a log-transformed random variable. 95% CI was calculated based on the Wald statistic computing SE based on the Huber-White sandwich estimator and two-tailed p-value of 0.05 was considered significant. Subjects missing bilirubin were excluded from the analysis. The plotted values for the HR from this model were plotted with the fitted values from the untransformed and log-transformed bili variables, relative to a population having a serum bili of 1mg/dl. 
Inference: Data was available on 418 participants, the mean bilirubin was 3.22mg/dl (SD 4.41mg/dl; range 0.3-28mg/dl). During the x years of observation, 161 participants died. From the proportional hazards regression modeling the linearity function (both linear and log terms), we find a statistically significant association between bilirubin and mortality (p<0.001). Figure 2 shows the fitted values for each model (linear, log, and linearity function). The fitted curve does not differ greatly from the linear and log models except at the upper extreme of bilirubin. 

 Test for nonlinearity based on the new term (linear and log), we estimate that the instantaneous risk of death is 0.4% higher (HR 1.004) for each unit change higher serum bilirubin at baseline. A two sided p value of <0.001 suggests that we can reject the null hypothesis that there is not difference in survival between different baseline bilirubin levels. 
b. Again, save the fitted values from this model by obtaining the estimated HRs relative to a group with bilirubin of 1 mg/dl. (This will be used in problem 6.)

6. Display a graph with the fitted hazard ratios from problems 3 - 5. Comment on any similarities or differences of the fitted values from the three models.

Answer 6. The figure 2 displays the graph of the linear, logarithmic and quadratic fitted HR for the relationship between bilirubin and mortality. In each case the model predicts a trend that is increasing with increasing bilirubin. The greatest difference in the models occurs at the higher levels of bilirubin. The linear and logarithmic fit differently with the linear*log model fit more similar to the log model and due to the greater interpretability of the log-transformed model by percentage change in serum bilirubin we would probably prefer to use that model.
Figure 2. Graph of the linear, logarithmic and linear*log fitted hazard ratios for the relationship between bilirubin and mortality.
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7. We are interested in considering analyses of the association between all cause mortality and serum bilirubin after adjustment for age and sex.

a. What evidence is present in the data that would make you think that either sex or age might have confounded the association between death and bilirubin? (In real life, we would ideally decide whether to adjust for potential confounding in our pre-specified statistical analysis plan (SAP)).

Answer a. In order to test if there is confounding, we would want to see if there was a relationship between the POI and the confounder as well as with the response variable and confounder that is causal and not in the pathway of interest. There is a strong relationship between primary biliary cirrhosis and sex as most participants were females (88%) in this dataset, which is typical for this disease. However, the proportion of females is evenly distributed between the bilirubin categories (chi-squared p-value 0.09). There was a significant relationship between the sex and mortality, with a higher proportion of males having died compared to females (p=0.01 by linear regression). Sex is not in the causal pathway between bilirubin and mortality because it is not affected by sex and sex does not determine its level. Therefore, I do not expect sex to be a confounder.

 The age distribution is also a possible confounder. A scatterplot of age and bilirubin shows that it is evenly distributed by age (slope 0.006) by linear regression and the p-value is NS and 95% CI crosses 0. However, age is associated with the response variable as higher age is associated with participants dying (p<0.001 by linear regression).  Age is not in the causal pathway between bili and death.
b. What evidence is present in the data that would make you think that either sex or age might have added precision to the analysis of the association between death and bilirubin? (In real life, we would ideally decide whether to adjust in our pre-specified SAP).

Answer b. Precision variables are variables associate with the response variable but that doesn’t change the direction of the relationship but improves the variance by comparing groups and looking at within group variability. If sex or age were precision variables, we would expect the RMSE would decrease with adjusted for these variables. When we adjust for age groups in our linear regression model, the RMSE decreases from 4.01 to 3.99 whereas the RMSE increases to 4.08 with sex.
c. Provide full inference regarding an association between death and bilirubin after adjustment for sex and age.

Answer 7c. Methods: From the 418 subjects in the dataset, we excluded those who had missing variables for bilirubin. A linear regression model was used to estimate the probabilities of subjects dying comparing groups based on baseline serum bilirubin level and the initial model was unadjusted, then model 2 was adjusted for sex, model 3 for age groups, and model 4 by sex and age. (Age was divided by 10 to make it more meaningful). Statistical inference on the difference in means of bilirubin was based on the Wald statistic computed from the regression slope parameter and SE as estimated using the Huber-White sandwich estimator, 2-sided p value of 0.05 and 95% CI computed using robust linear regression parameter estimates. 

Inference:  The difference in mean bilirubin between groups who died and lived was 0.046 mg/dl higher in the group that died. The 95% CI suggests that it would not be unusual for the true differene in mean bili to be 0.04-0.05mg/dl higher in the group that died. A p value of <0.001 means we can reject the null hypothesis that there is no difference between the mean bilirubin and those that lived vs. died. In the model 2, adjusting for sex, the difference in means is 0.047mg/dl and the 95% CI is similar (0.038-0.055mg/dl) and p value is <0.001. The RMSE decreased from 0.443 to 0.437, suggesting less variability when adjusting for sex. In model 3, the difference in mean bili was 0.046 and 95% CI was 0.038-0.054mg/dl and p value still <0.001. The RMSE decreased to 0.428, also suggesting less variability when adjusting but without changing the relationship between the POI and response variable.  In model 4, adjusting for both sex and age, the difference in mean bilirubin was 0.046 and 95% CI was the same (0.037-0.055mg/dl) and p value was still <0.001 but the RMSE was 0.426 from 0.443, suggesting that age is the stronger precision variable as it explained most of the decreased variability.
8.  Note that in the above analyses, we completely ignored the intervention in the RCT? What impact could this have had on our results?

Answer 8. The intervention was randomly assigned at baseline as a treatment for PBC. It should not affect the relationship between bilirubin and mortality as it is randomly given to each participant AFTER their baseline bilirubin levels were drawn and each participant had an equal chance of dying based on whether or not they got the treatment. It is not a confounder or precision variable since it was randomly distributed. If this were a case-control or cohort study we would likely have to adjust for it. 
