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Biost 515: Biostatistics II
Emerson, Winter 2015
Homework #4
February 2, 2015
Written problems: To be submitted as a MS-Word compatible file to the class Catalyst dropbox by 9:30 am on Monday, February 9, 2014. See the instructions for peer grading of the homework that are posted on the web pages. 
On this (as all homeworks) Stata / R code and unedited Stata / R  output is TOTALLY unacceptable. Instead, prepare a table of statistics gleaned from the Stata output. The table should be appropriate for inclusion in a scientific report, with all statistics rounded to a reasonable number of significant digits. (I am interested in how statistics are used to answer the scientific question.)

Unless explicitly told otherwise in the statement of the problem, in all problems requesting “statistical analyses” (either descriptive or inferential), you should present both
· Methods: A brief sentence or paragraph describing the statistical methods you used. This should be using wording suitable for a scientific journal, though it might be a little more detailed. A reader should be able to reproduce your analysis. DO NOT PROVIDE Stata OR R CODE.
· Inference: A paragraph providing full statistical inference in answer to the question. Please see the supplementary document relating to “Reporting Associations” for details.
This homework investigates associations between death from any cause and age, sex, and serum bilirubin in a population of patients with primary biliary cirrhosis who were enrolled in a randomized clinical trial (RCT) of D-penicillamine. The data can be found on the class web page (follow the link to Datasets) in the file labeled liver.txt. Documentation is in the file liver.doc. 
1. Provide suitable descriptive statistics pertinent to the scientific questions addressed in this homework.
Methods: Since we are concerned with the patients who were enrolled in the RCT, I did not include patients without treatment assignments in the analysis (108 patients). Thus, there were 310 patients in the trial whose data will be summarized. I used Stata to produce Kaplan-Meier survival estimates over 4 variables: age (categorized as 26-38 yr; 39-51 yr; 52-64 yr; and 65-78 yr based on even categories), sex, bilirubin levels (knowing that 0.3-1.9 is normal from online research, and producing even categories after), and treatment assignment in the trial. Furthermore, I have provided Kaplan-Meier probability of survival for each category for 2, 5, and 20 years.
	 
	N
	2-year Survival Probability
	5-year Survival Probability
	10-year Survival Probability

	ALL in Trial
	310
	89.4%
	71.0%
	43.8%

	Treatment
	157
	91.1%
	70.7%
	42.4%

	Placebo
	153
	87.6%
	71.3%
	45.7%

	Bilirubin 0.3-1.9 mg/dL
	179
	96.6%
	91.8%
	68.6%

	2-14.5 mg/dL
	118
	82.2%
	44.8%
	9.2%

	16.2-28 mg/dL
	13
	53.9%
	N/A
	N/A

	Age 26-38 yr
	56
	98.2%
	86.2%
	53.9%

	39-51
	119
	90.8%
	76.0%
	53.9%

	52-64
	108
	87.0%
	66.3%
	37.6%

	65-78
	27
	74.1%
	38.6%
	N/A

	Sex Female
	274
	89.4%
	73.4%
	44.8%

	Male
	36
	88.7%
	52.2%
	34.2%


Kaplan Meyer estimates for 2, 5, and 10-year survival probability for each indicated strata of the data.
N/A=Survival probability could not be estimated
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Analysis: The RCT consisted of 310 subjects who were followed until death, from any cause. Of these 310 subjects, there were 157 in the treatment group and 153 in the control group. The average follow-up time was 8.14 years. The treatment group and control group have similar probabilities of survival, with the treatment group actually having a lower probability of survival than the placebo group at 5-year survival and 10-year survival estimates (70.7% vs. 71.3% and 42.4% vs. 45.7%, respectively).
Looking at the data overall, we make inferences for the effects of bilirubin levels, age, and sex. We consistently see a decrease in survival probability with increasing bilirubin levels at 2, 5, and 10-year survival estimates, and quite drastically (for example, a 96.6% of survival for the lowest group vs. 53.9% for the highest group in the 2-year survival estimate). We consistently see a decrease in survival probability with increasing age at 2, 5, and 10-year survival estimates (for example, a 98.2% of survival for the lowest age group vs. 74.1% for the highest age group in the 2-year survival estimate). The sex survival probabilities are similar at the 2-year estimate but women have a higher survival probability than men at the 5-year and 10-year estimates (73.4% vs. 52.2% and 44.8% vs. 34.2%). Kaplan-Meier curves graphically depicting these survival estimates show the same. 
2. In prior homeworks using the Cardiovascular Health Study datasets, we were able to use logistic regression to investigate associations between mortality and various covariates. Why might such an approach not seem advisable with these data? (Consider the extent to which such analyses might be confounded and/or lack precision.)
There are several possible confounders and precision variables in the data (although we can worry less about confounders since this is a RCT, but that is average confounding). Logistic regression looks at the odds, a nonlinear function of the mean, and adjusting for the precision variable results in more extreme estimates.
3. Perform a statistical regression analysis evaluating an association between serum bilirubin and all-cause mortality by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum bilirubin modeled as a continuous variable. 
a. Include a full report of your inference about the association.
Methods: The distribution of time-to-censorship (death) was computed across the continuous variable of bilirubin levels in the blood using proportional hazards regression. P-values and confidence intervals were calculated using Wald estimates and robust standard errors (Huber-White sandwich estimator). Only subjects in the randomized trial were included in the analysis (n=310).
Analysis: Of the 310 subjects, the average bilirubin level was 3.27 mg/dL and the average observation time was 8.14 years. From the proportional hazards regression, we see that the instantaneous risk of death is 16.02% higher (hazard ratio of 1.160) for each 1 mg/dL increase in bilirubin levels in the blood. This hazard ratio indicating a higher death rate of those with higher bilirubin levels would be consistent with a true hazard ratio between 1.125 and 1.196 (95% confidence). The two-sided p-value is <0.0001 and thus we can reject the null hypothesis that the risk of death is not associated with bilirubin levels; instead, it seems that increase bilirubin levels increases the risk of death.
b. For each population defined by serum bilirubin value, compute the hazard ratio relative to a group having serum bilirubin of 1 mg/dL. (This will be used in problem 6). If HR is the hazard ratio (use the actual hazard ratio estimate) obtained from your regression model, this can be effected by the Stata code

gen fithrA = HR ^ (bili – 1)

It could also be computed by creating a centered bilirubin variable, and then using the Stata predict command




gen cbili = bili – 1
stcox cbili
predict fithrA  
4. Perform a statistical regression analysis evaluating an association between serum bilirubin and all-cause mortality by comparing the instantaneous risk (hazard) of death over the entire period of observation across groups defined by serum bilirubin modeled as a continuous logarithmically transformed variable. 
Methods: The distribution of time-to-censorship (death) was computed across the continuous variable of the log-transformed bilirubin levels in the blood using proportional hazards regression. P-values and confidence intervals were calculated using Wald estimates and robust standard errors (Huber-White sandwich estimator). Only subjects in the randomized trial were included in the analysis (n=310).
a. Why might this analysis be preferred a priori?
Since we are looking at a medical/biological phenomenon, it makes more sense to look at things on a multiplicative scale. A constant difference in the bilirubin levels should not yield the same risk, because we know that higher bilirubin levels are riskier for death.
b. Include a full report of your inference about the association.
Analysis: Of the 310 subjects, the average bilirubin level was 3.27 mg/dL and the average observation time was 8.14 years. From the proportional hazards regression, we see that the instantaneous risk of death is 16.02% higher (hazard ratio of 1.109) for each 10% increase in bilirubin levels in the blood. This hazard ratio indicating a higher death rate of those with higher bilirubin levels would be consistent with a true hazard ratio between 1.091 and 1.127 (95% confidence). The two-sided p-value is <0.0001 and thus we can reject the null hypothesis that the risk of death is not associated with bilirubin levels; instead, it seems that increase bilirubin levels increases the risk of death.
c. For each population defined by serum bilirubin value, compute the hazard ratio relative to a group having serum LDL of 1 mg/dL. (This will be used in problem 6). If HR is the hazard ratio (use the actual hazard ratio estimate) obtained from your regression model, this can be effected by the Stata code 
gen logbili = log(bili)

stcox logbili
fithrB = HR ^ (logbili)

(Note that the log(1) = 0 when using any base, so there is no need to rescale by the bilirubin values. Note also that you might want to use a different base in your logarithmic transformation in order to facilitate more natural reporting of effects.)  
5. One approach to testing to see whether an association between the response and the predictor of interest is adequately modeled by an untransformed continuous variable is to add some other transformation to the model and see if that added covariate provides statistically significant improved “fit” of the data. In this case, we could test for “linearity” of the bilirubin association with the log hazard ratio by including both the untransformed and log transformed bilirubin. (Other alternatives might have been bilirubin and bilirubin squared, but in this case our a priori interest in the log bilirubin might drive us to the specified analysis.) 
Methods: The distribution of time-to-censorship (death) was computed across the continuous variables of the log-transformed bilirubin levels in the blood and the untransformed bilirubin levels using proportional hazards regression. P-values and confidence intervals were calculated using Wald estimates and robust standard errors (Huber-White sandwich estimator). Only subjects in the randomized trial were included in the analysis (n=310).
a. Provide full inference related to the question of whether the association is linear.
Analysis: Of the 310 subjects, the average bilirubin level was 3.27 mg/dL and the average observation time was 8.14 years. From the proportional hazards regression modeling the two variables of bilirubin levels and log-transformed bilirubin levels, we see a significantly different p-value for the model with the log of bilirubin transformed, rather than the untransformed bilirubin (p=0.324 vs. p<0.0001). Thus the data are able to be modeled with the log-transformed bilirubin levels with a statistically-improved fit.
b. Again, save the fitted values from this model by obtaining the estimated HRs relative to a group with bilirubin of 1 mg/dl. (This will be used in problem 6.)

6. Display a graph with the fitted hazard ratios from problems 3 - 5. Comment on any similarities or differences of the fitted values from the three models.
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Both the logistic and modified logistic lines are linear, with the modified logistic model that had the added untransformed bilirubin having an increase in estimated relative HR for each bilirubin level (as opposed to the other logistic model). The linear model is more of a curvilinear shape.  

7. We are interested in considering analyses of the association between all cause mortality and serum bilirubin after adjustment for age and sex.

a. What evidence is present in the data that would make you think that either sex or age might have confounded the association between death and bilirubin? (In real life, we would ideally decide whether to adjust for potential confounding in our pre-specified statistical analysis plan (SAP)).

The best way to go about this is to look at the descriptive statistics from problem #1 and in Stata to determine if we can see a typical confounding relationship, and if it makes sense. If it was confounding, the individual strata would be similar but the different from the adjusted; it would also be associated with both the outcome and POI. I believe that age is a confounder because it is both associated with outcome (as indicated in problem #1) and bilirubin levels. Looking at average bilirubin levels by age category shows that for the 26-38 age group, the average bilirubin is 2.727 mg/dL and the average for the 65-78 age group is 3.704 mg/dL.
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A graph of Lowess smooth lines for the data by age category. As you can see, although there is a general downward trend for each, there is an association between the POI and outcome with age (as described above).
b. What evidence is present in the data that would make you think that either sex or age might have added precision to the analysis of the association between death and bilirubin? (In real life, we would ideally decide whether to adjust in our pre-specified SAP)
Sex may very well be a precision variable. There is a definite association between sex and death, with males having a lower survival probability (as seen in question 1). However, the average bilirubin levels between the sexes are really not that different (2.872 mg/dL for men vs. 3.323 mg/dL for women), and while women have a wider range of values, the fact that there are so many more women than men in this study may factor into that (274 females vs. 36 males).
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A graph of Lowess smooth lines for the data by sex. As you can see, although there is a general downward trend for each, we know that sex is associated with observation time and not the POI.
c. Provide full inference regarding an association between death and bilirubin after adjustment for sex and age.

Methods: I used efficiency weights to assess the average of the strata and look at the difference in bilirubin levels and observation time. I used the highest and lowest age categories (26-38 vs. 65-78) for the age analysis.

Results: Among the 310 subjects, the mean bilirubin level was 2.872 mg/dL for men vs. 3.323 mg/dL for women. The mean observation time was 5.328 yr in men and 5.540 yr in women. This yields an adjusted mean of 5.452 yr and 2.944 mg/dL. Looking at average bilirubin levels by age category shows that for the 26-38 age group, the average bilirubin is 2.727 mg/dL and the average for the 65-78 age group is 3.704 mg/dL. The average observation time is 5.471 yr for the 26-38 age group and 3.813 yr for the 65-78 age group, yielding an adjusted mean of 4.658 yr and 3.108 mg/dL. 
We haven’t gone this far in class yet and so I wasn’t sure what to do next.
8. Note that in the above analyses, we completely ignored the intervention in the RCT? What impact could this have had on our results?

The intervention could serve as a precision variable because it is supposed to affect the observation time for the participants. Thus, we could be biased toward the null. 

