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Biost 536: Categorical Data Analysis in Epidemiology 
Emerson, Fall 2014 

 
Homework #5 Key 
December 4, 2014 

 
Written problems: To be submitted as a MS-Word compatible file to the class Catalyst dropbox by 
11:30 pm on Sunday, December 7, 2014. (In this homework, you do not have we are just interested in 
comparing estimates and inference obtained under alternative study designs and analysis techniques. You 
do not need to describe methods or describe full inference—just compare the estimates / statistics.  
 

The material in lecture 11 (Nov 20) is most relevant to this assignment. All questions refer to analyses of 
data in the file hw5.txt that is located on the class webpages. These data were abstracted from the 
inflammatory biomarkers data set in order to illustrate the analysis of 

 Current status data analyzed using GLM vs proportional hazards regression (Prob 1) 
 Matched data using conditional logistic regression vs logistic regression (Prob 2) 
 Ordinal data using ordered logistic vs logistic vs linear regression (Prob 3) 

The data from the inflammatory biomarkers data set was restricted to cases having complete data for 
fibrinogen and body mass index. Variables in this subset of the data include 

id  subject identification number 
age  subject age in years 
male  indicator that the subject was male 
bkrace  indicator that the subject was of the black race 
fib  subject’s serum fibrinogen (g/dl instead of mg/dl in inflamm.txt) 
ttodth  time (days) of observation until the subject died or was censored, whichever  

came first 
death  indicator that the patient was observed to die at the time in ttodth 
deadin4  indicator that the patient died within 4 years of study enrollment 
ttodth4  time (days) of observation until the subject died or was censored at year 4,  

whichever came first 
 tcurrent  a randomly selected time between 3 and 4 years after study enrollment 

dcurrent  an indicator that the subject had died prior to the time in tcurrent 
mtch11  a label identifying a matched set under 1 death within four years : 1 four year 

 survivor, matching by age, sex, race 
mtch12  a label identifying a matched set under 1 death within four years : 2 four year 

 survivor, matching by age, sex, race 
mtch22  a label identifying a matched set under 2 death within four years : 2 four year 

 survivor, matching by age, sex, race 
bmictg  a categorization of body mass index (BMI): 0= underweight (BMI < 18.5),  

1= normal (18.5 < BMI < 25), 2= overweight (25 < BMI < 30),  
3= obese (BMI > 30) 

bmictg123 an indicator that the subject’s categorized BMI was 1, 2, or 3 (not underweight) 
bmictg23 an indicator that the subject’s categorized BMI was 2 or 3 (overweight or obese) 
bmictg3  an indicator that the subject’s categorized BMI was 3 (obese) 

The file hw5.txt can be input into Stata using 

infile id age male bkrace fib ttodth death deadin4 ttodth4    /// 
        tcurrent dcurrent mtch11 mtch12 mtch22 bmictg bmictg123 ///  
         bmictg23 bmictg3 using hw05.txt                                            
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1. (Current status studies) We are interested in associations between death within four 
years and various predictors.  

a. Prepare a table of the odds ratio (or hazard ratio) estimates for each of the slope 
parameters from the following models. 

i. Logistic regression model of the current status data dcurrent on age, sex, 
and race, without adjusting for the time that the vital status was 
determined.  

ii. Logistic regression model of the current status data dcurrent on age, sex, 
and race, adjusting for log transformed tcurrent. 

iii. General linear regression model of the current status data dcurrent on age, 
sex, and race, adjusting for log transformed tcurrent.when using family 
binomial and a complementary log log link. (The Stata command is of the 
form: glm dcurrent …, family(binomial) link(cloglog) eform 

iv. Logistic regression model of the vital status data at four years (deadin4) 
on age, sex, and race.  

v. Proportional hazards regression based on the observations subject to 
censoring at four years (variables ttodth4 and deadin4) modeling 
covariates age, sex, and race. 

vi. Proportional hazards regression based on the observations under the 
censoring patterns in the inflammatory biomarkers dataset (variables 
ttodth and death) modeling covariates age, sex, and race. 

Ans: The following table contains odds ratio or hazard ratio estimates along with their 
standard errors for each of the specified models. 

 Parameter Estimate (Standard Error) 

Model Age Male Black Race 

i:  (OR) 1.104 (.009298) 2.231 (.2432) 1.386 (.1952) 

ii:  (OR) 1.104 (.009300) 2.230 (.2432) 1.374 (.1938) 

iii:  (OR) 1.095 (.008217) 2.121 (.2183) 1.338 (.1750) 

iv:  (OR) 1.112 (.008798) 2.182 (.2202) 1.281 (.1711) 

v:  (HR) 1.101 (.007506) 2.065 (.1938) 1.270 (.1553) 

vi:  (HR) 1.109 (.005140) 1.777 (.1084) 1.260 (.1247) 

 

b. Very briefly discuss reasons that the above analyses might or might not give 
similar results. (Make explicit comparisons between pairs of the models when 
possible.) 

Ans: I note the following: 
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o By randomly choosing a time for assessing the vital status independent of any of the 
variables in the data set, I assured that the time of follow-up is neither a confounder 
nor an effect modifier. Instead, it is just a precision variable. 

o In logistic regression, failure to adjust for a “precision variable” will attenuate the 
OR estimates towards the null. The amount of the attenuation depends on both the 
magnitude of the adjusted OR for the POI and the magnitude of the OR for the 
precision vaiable. 

o Because the time for assessing the vital status was uniformly distributed between 3 
and 4 years, and because the mortality rate is not all that high in this data set (10% 
over the four year period), the time of follow-up would not be all that prognostic for 
the subject being dead vs alive. Hence, we do not expect much attenuation of the OR 
estimate when we do not adjust for the time of assessing current status, and, indeed, 
there is not much difference between the parameter estimates and SE in Models i 
and ii. 

o Model ii corresponds to an assumption of Weibull survival times, and Model iii 
corresponds to an assumption of loglogistic survival times. However, a Weibull will 
be a good approximation for any log hazard that is approximately linear in log time 
over the time period for which events were observed. Hence, we do not expect too 
much disagreement between Models ii and iii. (This holds quite often with 
parametric time to event analyses, as well. The Weibull quite often is a good 
approximation to a wide variety of parametric distributions under typical censoring 
patterns.) 

o Model iv differs from Model i in that in Model iv all assessments of vital status were 
performed at 4 years exactly, while there was some variability for Model i. We 
might expect to have very slightly more precision for Model iv, and the OR 
estimates might similarly vary a little as we are considering cumulative survival 
probabilities over a different (average) time period. We see that it does not make too 
much difference here, though more difference could be expected if the time of 
follow-up varied more and the more complete data had a markedly different 
baseline event rate. 

o Models v and vi use more continuous measurement of time to death, and thus we 
might expect more precision than with the dichotomized data of the other models. 
Also, those latter models are estimating effects on an instantaneous hazard, rather 
than cumulative probabilities. However, as the event rate is relatively low (~10%) 
the differences are not that striking. 

o Model v uses the same general period of follow-up as is used for the logistic 
regressions. Model vi uses longer periods of follow-up, thereby having additional 
events (and more precision), but also leading to the possibility that non proportional 
hazards might influence the HR estimates. The latter issue may be the explanation 
for the difference in the parameter estimates for sex. 

2.  (Analyses of matched studies) We are interested in associations between death within 
four years and various predictors when using a case-control type study that matched on 
age, sex, and race.  
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a. (1:1 matching) Using the data restricted to nonmissing mtch11 (that is perform all 
analyses with the restriction : if mtch11 != . ), prepare a table of the odds 
ratio estimates for the fibrinogen slope parameters from the following models. 

i. Logistic regression model of the vital status data at four years (deadin4) 
on fibrinogen without adjusting for matching. 

ii. Logistic regression model of the vital status data at four years (deadin4) 
on fibrinogen with adjustment for age, sex, and race.  

iii. Logistic regression model of the vital status data at four years (deadin4) 
on fibrinogen with adjustment for mtch11 as a dummy variable. 

iv. Conditional logistic regression model of the vital status data at four years 
(deadin4) on fibrinogen with adjustment for the matching variable mtch11 
using the group(mtch11) option in Stata’s clogit command (you 
will probably also want to use the “or” option in order to obtain the OR 
estimates). 

b. (1:2 matching) Using the data restricted to nonmissing mtch12 (that is perform all 
analyses with the restriction : if mtch12 != . ), prepare a table (same table 
can be used) of the odds ratioestimates for the fibrinogen slope parameters from 
the models that are analogous to those in part a.. 

c.  (2:2 matching) Using the data restricted to nonmissing mtch22 (that is perform all 
analyses with the restriction : if mtch22 != . ), prepare a table (same table 
can be used) of the odds ratio estimates for the fibrinogen slope parameters from 
the models that are analogous to those in part a.. 

Ans: The following table contains odds ratio estimates along with their standard errors for 
each of the specified models, as well as for a variant of Model ii that also adjusts for the 
multiplicative interactions between age, sex, and race. 

 Parameter Estimate (Standard Error) for Fibrinogen 

Model 1:1 Matching 1:2 Matching 2:2 Matching 

i 1.457 (.1356) 1.481 (.1150) 1.538 (.1546) 

ii 1.526 (.1459) 1.549 (.1235) 1.599 (.1645) 

(ii*) 1.544 (.1487) 1.567 (.1258) 1.614 (.1674) 

iii 2.159 (.2904) 1.827 (.1804) 1.789 (.2099) 

iv 1.469 (.1398) 1.478 (.1163) 1.549 (.1578) 

 

d. Very briefly discuss reasons that the above analyses might or might not give 
similar results. (Make explicit comparisons between pairs of the models when 
possible.) 

Ans: I note the following: 
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o By matching observations with respect to age, sex, and race, we ensure no 
confounding of the association between 4 year survival and fibrinogen. In the 
absence of marked effect modification, age, sex, and race will then behave like 
precision variables. 

o Failure to adjust for precision variables (as in Model i) will tend to attenuate 
estimated OR toward the null. The amount of attenuation will depend on the 
magnitude of the fibrinogen OR as well as the magnitudes of the age, sex, and race 
OR. We see some suggestion of larger OR in the adjusted Model ii. Note also, 
however, that the SE are also slightly larger, so we do not really gain much 
statistical power by adjusting for the matching variables. Hence, our motivation for 
adjusting for the matching variables would be primarily to obtain deattenuated OR 
estimates, if that matters to us. 

o In matching, I effectively made cases and controls similar in age, sex, race, and their 
interactions. Model ii* adjusted for multiplicative interactions among the matching 
variables. We do not see much difference between Models ii and ii*, suggesting that 
there is not marked improvements in precision due to the interactions. 

o In Model iii we adjust for the matching variables with too many dummy variables 
for the sparseness of the data.  We know from theory that the OR estimates may 
approach the square of the true value in the worst case. We see that under 1:1 
matching, with less of a problem as we increase the number of subjects in each set in 
1:2 and 2:2 matching. 

o In Model iv, we use conditional logistic regression to first make comparisons within 
matched sets, and then to average the estimated effects across sets. We obtain 
estimates very similar to the unadjusted analysis. Agreement is less strong for the 
adjusted analyses, perhaps because we are not gaining the added precision possible 
with borrowing information in a linear trend by age (tests for nonlinear effects of 
age are not statistically significant in this data). 

o Bottom line(s): 

i. It is definitely a bad idea to use dummy variable adjustment with 
sparse data in each category. This holds true whether the matching is 
on fixed effects (like in this problem) or on random effects (e.g., 
neighborhood or clinic). 

ii. If the matching variables are not too prognostic, it is okay just to use 
an unadjusted logistic regression analysis. We will have just as much 
statistical power, and any attenuation of the OR estimates will be 
slight. 

iii. If the matching variables are strongly prognostic, it is still okay to just 
use the unadjusted analysis as far as hypothesis testing goes. But OR 
estimates will be attenuated toward the null. 

iv. If you match only on fixed effects, it makes most sense to include those 
fixed effects in the model, instead of doing conditional logistic 
regression. The exception to this might be if you anticipate a lot of 
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nonlinearities and/or effect modification by your matching variables. 
In that case, conditional logistic regression might be easiest. 

v. It your matching variables are highly prognostic random effects (e.g., 
cross-over studies done in the same individual), your best choice is 
conditional logistic regression. 

 

3.  (Analyses of ordered categorical response) We are interested in associations between 
body mass index (when measured as underweight, normal, overweight, obese) and 
various predictors.  

a. Prepare a table of the odds ratio estimates for each of the age, sex, race, and 
fibrinogen slope parameters from the following models. 

i. Ordered logistic regression model of the ordered categorical variable 
bmictg on fibrinogen, age, sex, and race.  

ii. Logistic regression model of the binary variable bmictg123 on fibrinogen, 
age, sex, and race. 

iii. Logistic regression model of the binary variable bmictg23 on fibrinogen, 
age, sex, and race. 

iv. Logistic regression model of the binary variable bmictg3 on fibrinogen, 
age, sex, and race. 

Ans: The following table presents OR estimates, their estimated standard errors, and the Z 
statistic testing for associations for each of the above models. Also included are Z statistics 
from a linear regression of the BMI category codes using Huber-White SE. 

 Odds Ratio Parameter Estimate (Standard Error; Z) 

Model Fibrinogen Age Male Black Race 

i 1.39 (.0566; 8.06) .956 (.00467; -9.29) 1.04 (.0562; 0.74) 1.80 (.138; 7.68) 

ii 1.43 (.2666; 1.92) .963 (.01812; -2.02) 2.60 (.7037; 3.54) 0.68 (.193; -1.37) 

iii 1.34 (.0628; 6.30) .959 (.00513; -7.86) 1.31 (.0799; 4.44) 1.73 (.156; 6.07) 

iv 1.44 (.0757; 6.84) .945 (.00689; -7.81) 0.63 (.0489; -5.91) 1.94 (.179; 7.19) 

Linear 

regr 
  --   (  --  ; 7.80)   --   (  --  ; -9.72)   --   (  --  ; 0.40)   --   (  --  ; 7.22) 

 

b. Very briefly discuss reasons that the above analyses might or might not give 
similar results. (Make explicit comparisons between pairs of the models when 
possible.) Also compare the statistical inference about associations that  was 
obtained in those models with that from a linear regression analysis of bmictg on 
the covariates. 

Ans: I note the following: 



Biost 536, Fall 2014 Homework #5 Key December 4, 2014, Page 7 of 7 

o The proportional odds model (Model i) assumes that the same OR would hold in 
each of the other three logistic regression models. The proportional odds model 
would then appear to be some sort of average of the other models, and would 
presumably provide greater precision than any single logistic regression model. 

o The relative precison of the three logistic regression models will depend upon the 
number of “events” with each categorization. The closer the event probability is to 
0.5, the more precision with logistic regression. The proportional odds model will 
tend to weight more heavily the OR estimates from the logistic regressions having 
the greatest precision. The logistic regression on bmictg123 only had 80 events out of 
4902 observations, so that analysis had very little precision. The greatest precison 
was with the dichotomization bmictg23. 

o It should be recalled, however, that the combination of the estimated OR will be 
complicated by the correlated nature of the three separate logistic regression 
models. 

o It appears that the proportional odds assumption is not too bad for fibrinogen and 
age: very similar OR estimates are obtained for the three models. 

o The variability of OR estimates for race might be only a function of the very low 
precision in Model ii. Models iii and iv provide similar estimates. 

o The variability of OR estimates for sex seems a little more indicative of a violation of 
the proportional odds assumption. To the extent that we would have prespecified a 
primary analysis, we have to live with that. 

o I note that very similar hypothesis test results are observed with the linear 
regression on the “grouped continuous” bmictg variable. This is the analysis that I 
would really have done if you forced me to use a categorized variable (continuous 
BMI would clearly be better). And in some cases, such as cancer stage, all we have is 
an ordered categorical variable. In those cases I similarly use linear regression 
preferentially, despite the difficulty in interpreting a difference in average stage. It 
is just that I do not find interpretation of the OR from a (perhaps misspecified) 
proportional odds model any easier. 

 

 


